
SQLite is a software library that implements a self-contained, serverless, zero-configuration, transactional 
SQL database engine. SQLite is the most widely deployed SQL database engine in the world. The source 
code for SQLite is in the public domain. SQLite is one of the fastest-growing database engines around, but 
that's growth in terms of popularity, not anything to do with its size. The source code for SQLite is in the 
public domain. 

What is SQLite? 
SQLite is an in-process library that implements a self-contained, serverless, zero-configuration, 
transactional SQL database engine. It is a database, which is zero-configured, which means like other 
databases you do not need to configure it in your system. 
SQLite engine is not a standalone process like other databases, you can link it statically or dynamically as 
per your requirement with your application. SQLite accesses its storage files directly. 

Why SQLite? 
 SQLite does not require a separate server process or system to operate (serverless). 
 SQLite comes with zero-configuration, which means no setup or administration needed. 
 A complete SQLite database is stored in a single cross-platform disk file. 
 SQLite is very small and light weight, less than 400KiB fully configured or less than 250KiB with 

optional features omitted. 
 SQLite is self-contained, which means no external dependencies. 
 SQLite transactions are fully ACID-compliant, allowing safe access from multiple processes or 

threads. 
 SQLite supports most of the query language features found in SQL92 (SQL2) standard. 
 SQLite is written in ANSI-C and provides simple and easy-to-use API. 
 SQLite is available on UNIX (Linux, Mac OS-X, Android, iOS) and Windows (Win32, WinCE, WinRT). 

SQLite A Brief History 
 2000 - D. Richard Hipp designed SQLite for the purpose of no administration required for operating 

a program. 
 2000 - In August, SQLite 1.0 released with GNU Database Manager. 
 2011 - Hipp announced to add UNQl interface to SQLite DB and to develop UNQLite (Document 

oriented database). 

SQLite Advantages 
SQLite is a very popular database which has been successfully used 
with on disk file format for desktop applications like version control 
systems, financial analysis tools, media cataloging and editing 
suites, CAD packages, record keeping programs etc. 
There are a lot of advantages to use SQLite as an application file 
format: 
1) Lightweight 

 SQLite is a very light weighted database so, it is easy to use it 
as an embedded software with devices like televisions, Mobile 
phones, cameras, home electronic devices, etc. 

2) Better Performance 
 Reading and writing operations are very fast for SQLite 

database. It is almost 35% faster than File system. 
 It only loads the data which is needed, rather than reading the 

entire file and hold it in memory. 
 If you edit small parts, it only overwrite the parts of the file 

which was changed. 



3) No Installation Needed 
 SQLite is very easy to learn. You don?t need to install and 

configure it. Just download SQLite libraries in your computer 
and it is ready for creating the database. 

4) Reliable 
 It updates your content continuously so, little or no work is 

lost in a case of power failure or crash. 
 SQLite is less bugs prone rather than custom written file I/O 

codes. 
 SQLite queries are smaller than equivalent procedural codes 

so, chances of bugs are minimal. 
5) Portable 

 SQLite is portable across all 32-bit and 64-bit operating 
systems and big- and little-endian architectures. 

 Multiple processes can be attached with same application file 
and can read and write without interfering each other. 

 It can be used with all programming languages without any 
compatibility issue. 

6) Accessible 
 SQLite database is accessible through a wide variety of third-

party tools. 
 SQLite database's content is more likely to be recoverable if it 

has been lost. Data lives longer than code. 
7) Reduce Cost and Complexity 

 It reduces application cost because content can be accessed 
and updated using concise SQL queries instead of lengthy and 
error-prone procedural queries. 

 SQLite can be easily extended in in future releases just by 
adding new tables and/or columns. It also preserve the 
backwards compatibility. 

 

SQLite Limitations 
There are few unsupported features of SQL92 in SQLite which are listed in the following table. 

Sr.No. Feature & Description 

1 RIGHT OUTER JOIN 
Only LEFT OUTER JOIN is implemented. 

2 FULL OUTER JOIN 
Only LEFT OUTER JOIN is implemented. 

3 ALTER TABLE 
The RENAME TABLE and ADD COLUMN variants of the ALTER TABLE command are supported. 
The DROP COLUMN, ALTER COLUMN, ADD CONSTRAINT are not supported. 



4 Trigger support 
FOR EACH ROW triggers are supported but not FOR EACH STATEMENT triggers. 

5 VIEWs 
VIEWs in SQLite are read-only. You may not execute a DELETE, INSERT, or UPDATE statement 
on a view. 

6 GRANT and REVOKE 
The only access permissions that can be applied are the normal file access permissions of the 
underlying operating system. 

SQLite Disadvantages 
 SQLite is used to handle low to medium traffic HTTP requests. 
 Database size is restricted to 2GB in most cases. 

 

Features of SQLite 
The following are the features of SQLite databases. 
  

 Serverless: SQLite does not require a separate server process or system to operate. The SQLite library accesses 

its storage files directly.  

 Zero Configuration: No server means no setup. Creating an SQLite database instance is as easy as opening a 

file.  

 Cross-Platform: A complete SQLite database is stored in a single cross-platform disk file, requiring no 

administration.  

 Self-Contained: A single library contains the entire database system, which integrates directly into a host 

application.  

 Transactional: SQLite transactions are fully ACID-compliant means all queries are Atomic, Consistent, Isolated, 

and Durable.  

 Light-weight: As the name suggests “Lite”, SQLite is very small and lightweight.  

 Familiar language: Familiar query language for database developers and admins.  

 Highly Reliable: The SQLite development team takes code testing and verification very seriously. 

Weakness of SQLite 
The following are the drawbacks of the SQLite database. 
  

 SQLite does not work well in client/server Architecture. 

 If you are using SQLite as a backend for High-volume website, then the SQLite will not work fine when compared 

with enterprise client/server database. 

 The SQLite database is limited in size to 140 terabytes (TB). SQLite stores the whole database in Single Disk File. 

Many file systems do not allow this much size of the file. 

 SQLite has not Implemented RIGHT OUTER JOIN and FULL OUTER JOIN. With SQLite, we can only implement a 

LEFT OUTER JOIN. 

 It is not possible to rename a column, remove a column, or add/remove constraints from a table in SQLite. 

While you can always create a new table and then drop the older one. 

 Views in SQLite are read-only. We can’t use DML statements (Insert, Update, and Delete) with Views. 

 We cannot use GRANT and REVOKE statements with SQLite. 

SQLite Commands 
The standard SQLite commands to interact with relational databases are similar to SQL. They are CREATE, 
SELECT, INSERT, UPDATE, DELETE and DROP. These commands can be classified into groups based on 
their operational nature − 

DDL - Data Definition Language 



Sr.No. Command & Description 

1 CREATE 
Creates a new table, a view of a table, or other object in database. 

2 ALTER 
Modifies an existing database object, such as a table. 

3 DROP 
Deletes an entire table, a view of a table or other object in the database. 

DML - Data Manipulation Language 
Sr.No. Command & Description 

1 INSERT 
Creates a record 

2 UPDATE 
Modifies records 

3 DELETE 
Deletes records 

DQL - Data Query Language 
Sr.No. Command & Description 

1 SELECT 
Retrieves certain records from one or more tables 

SQLite is famous for its great feature zero-configuration, which means no complex setup or administration 
is needed. This chapter will take you through the process of setting up SQLite on Windows, Linux and Mac 
OS X. 

Install SQLite on Windows 
 Step 1 − Go to SQLite download page, and download precompiled binaries from Windows section. 
 Step 2 − Download sqlite-shell-win32-*.zip and sqlite-dll-win32-*.zip zipped files. 
 Step 3 − Create a folder C:\>sqlite and unzip above two zipped files in this folder, which will give 

you sqlite3.def, sqlite3.dll and sqlite3.exe files. 
 Step 4 − Add C:\>sqlite in your PATH environment variable and finally go to the command prompt 

and issue sqlite3 command, which should display the following result. 
C:\>sqlite3 
SQLite version 3.7.15.2 2013-01-09 11:53:05 
Enter ".help" for instructions 
Enter SQL statements terminated with a ";" 
sqlite> 

Install SQLite on Linux 
Today, almost all the flavours of Linux OS are being shipped with SQLite. So you just issue the following 
command to check if you already have SQLite installed on your machine. 
$sqlite3 
SQLite version 3.7.15.2 2013-01-09 11:53:05 
Enter ".help" for instructions 
Enter SQL statements terminated with a ";" 
sqlite> 
If you do not see the above result, then it means you do not have SQLite installed on your Linux machine. 
Following are the following steps to install SQLite − 

 Step 1 − Go to SQLite download page and download sqlite-autoconf-*.tar.gz from source code 
section. 

 Step 2 − Run the following command − 
$tar xvfz sqlite-autoconf-3071502.tar.gz 
$cd sqlite-autoconf-3071502 
$./configure --prefix=/usr/local 
$make 



$make install 
The above command will end with SQLite installation on your Linux machine. Which you can verify as 
explained above. 

Install SQLite on Mac OS X 
Though the latest version of Mac OS X comes pre-installed with SQLite but if you do not have installation 
available then just follow these following steps − 

 Step 1 − Go to SQLite download page, and download sqlite-autoconf-*.tar.gz from source code 
section. 

 Step 2 − Run the following command − 
$tar xvfz sqlite-autoconf-3071502.tar.gz 
$cd sqlite-autoconf-3071502 
$./configure --prefix=/usr/local 
$make 
$make install 
The above procedure will end with SQLite installation on your Mac OS X machine. Which you can verify by 
issuing the following command − 
$sqlite3 
SQLite version 3.7.15.2 2013-01-09 11:53:05 
Enter ".help" for instructions 
Enter SQL statements terminated with a ";" 
sqlite> 
Finally, you have SQLite command prompt where you can issue SQLite commands for your exercises. 
This chapter will take you through simple and useful commands used by SQLite programmers. These commands 
are called SQLite dot commands and exception with these commands is that they should not be terminated by a 
semi-colon (;). 
Let's start with typing a simple sqlite3 command at command prompt which will provide you with SQLite 
command prompt where you will issue various SQLite commands. 
$sqlite3 
SQLite version 3.3.6 
Enter ".help" for instructions 
sqlite> 
For a listing of the available dot commands, you can enter ".help" any time. For example − 
sqlite>.help 
The above command will display a list of various important SQLite dot commands, which are listed in the following 
table. 

Sr.No. Command & Description 

1 .backup ?DB? FILE 
Backup DB (default "main") to FILE 

2 .bail ON|OFF 
Stop after hitting an error. Default OFF 

3 .databases 
List names and files of attached databases 

4 .dump ?TABLE? 
Dump the database in an SQL text format. If TABLE specified, only dump tables matching LIKE pattern 
TABLE 

5 .echo ON|OFF 
Turn command echo on or off 

6 .exit 
Exit SQLite prompt 

7 .explain ON|OFF 
Turn output mode suitable for EXPLAIN on or off. With no args, it turns EXPLAIN on 

8 .header(s) ON|OFF 
Turn display of headers on or off 

9 .help 
Show this message 



10 .import FILE TABLE 
Import data from FILE into TABLE 

11 .indices ?TABLE? 
Show names of all indices. If TABLE specified, only show indices for tables matching LIKE pattern 
TABLE 

12 .load FILE ?ENTRY? 
Load an extension library 

13 .log FILE|off 
Turn logging on or off. FILE can be stderr/stdout 

14 .mode MODE 
Set output mode where MODE is one of − 

 csv − Comma-separated values 
 column − Left-aligned columns. 
 html − HTML <table> code 
 insert − SQL insert statements for TABLE 
 line − One value per line 
 list − Values delimited by .separator string 
 tabs − Tab-separated values 
 tcl − TCL list elements 

15 .nullvalue STRING 
Print STRING in place of NULL values 

16 .output FILENAME 
Send output to FILENAME 

17 .output stdout 
Send output to the screen 

18 .print STRING... 
Print literal STRING 

19 .prompt MAIN CONTINUE 
Replace the standard prompts 

20 .quit 
Exit SQLite prompt 

21 .read FILENAME 
Execute SQL in FILENAME 

22 .schema ?TABLE? 
Show the CREATE statements. If TABLE specified, only show tables matching LIKE pattern TABLE 

23 .separator STRING 
Change separator used by output mode and .import 

24 .show 
Show the current values for various settings 

25 .stats ON|OFF 
Turn stats on or off 

26 .tables ?PATTERN? 
List names of tables matching a LIKE pattern 

27 .timeout MS 
Try opening locked tables for MS milliseconds 

28 .width NUM NUM 
Set column widths for "column" mode 



29 .timer ON|OFF 
Turn the CPU timer measurement on or off 

Let's try .show command to see default setting for your SQLite command prompt. 
sqlite>.show 
     echo: off 
  explain: off 
  headers: off 
     mode: column 
nullvalue: "" 
   output: stdout 
separator: "|" 
    width: 
sqlite> 
Make sure there is no space in between sqlite> prompt and dot command, otherwise it will not work. 

Formatting Output 
You can use the following sequence of dot commands to format your output. 
sqlite>.header on 
sqlite>.mode column 
sqlite>.timer on 
sqlite> 
The above setting will produce the output in the following format. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
CPU Time: user 0.000000 sys 0.000000 

The sqlite_master Table 
The master table holds the key information about your database tables and it is called sqlite_master. You can 
see its schema as follows − 
sqlite>.schema sqlite_master 
This will produce the following result. 
CREATE TABLE sqlite_master ( 
   type text, 
   name text, 
   tbl_name text, 
   rootpage integer, 
   sql text 
); 

Case Sensitivity 
The important point to be noted is that SQLite is case insensitive, i.e. the clauses GLOB and glob have the 
same meaning in SQLite statements. 

Comments 
SQLite comments are extra notes, which you can add in your SQLite code to increase its readability and they can 
appear anywhere; whitespace can occur, including inside expressions and in the middle of other SQL statements 
but they cannot be nested. 
SQL comments begin with two consecutive "-" characters (ASCII 0x2d) and extend up to and including the next 
newline character (ASCII 0x0a) or until the end of input, whichever comes first. 
You can also use C-style comments, which begin with "/*" and extend up to and including the next "*/" character 
pair or until the end of input, whichever comes first. C-style comments can span multiple lines. 
sqlite> .help -- This is a single line comment 

SQLite Statements 
All the SQLite statements start with any of the keywords like SELECT, INSERT, UPDATE, DELETE, ALTER, DROP, 
etc., and all the statements end with a semicolon (;). 
SQLite ANALYZE Statement 
ANALYZE; 
or 
ANALYZE database_name; 
or 
ANALYZE database_name.table_name; 



SQLite AND/OR Clause 
SELECT column1, column2....columnN 
FROM table_name 
WHERE CONDITION-1 {AND|OR} CONDITION-2; 

SQLite ALTER TABLE Statement 
ALTER TABLE table_name ADD COLUMN column_def...; 

SQLite ALTER TABLE Statement (Rename) 
ALTER TABLE table_name RENAME TO new_table_name; 

SQLite ATTACH DATABASE Statement 
ATTACH DATABASE 'DatabaseName' As 'Alias-Name'; 

SQLite BEGIN TRANSACTION Statement 
BEGIN; 
or 
BEGIN EXCLUSIVE TRANSACTION; 

SQLite BETWEEN Clause 
SELECT column1, column2....columnN 
FROM table_name 
WHERE column_name BETWEEN val-1 AND val-2; 

SQLite COMMIT Statement 
COMMIT; 

SQLite CREATE INDEX Statement 
CREATE INDEX index_name 
ON table_name ( column_name COLLATE NOCASE ); 

SQLite CREATE UNIQUE INDEX Statement 
CREATE UNIQUE INDEX index_name 
ON table_name ( column1, column2,...columnN); 

SQLite CREATE TABLE Statement 
CREATE TABLE table_name( 
   column1 datatype, 
   column2 datatype, 
   column3 datatype, 
   ..... 
   columnN datatype, 
   PRIMARY KEY( one or more columns ) 
); 

SQLite CREATE TRIGGER Statement 
CREATE TRIGGER database_name.trigger_name  
BEFORE INSERT ON table_name FOR EACH ROW 
BEGIN  
   stmt1;  
   stmt2; 
   .... 
END; 

SQLite CREATE VIEW Statement 
CREATE VIEW database_name.view_name AS 
SELECT statement....; 

SQLite CREATE VIRTUAL TABLE Statement 
CREATE VIRTUAL TABLE database_name.table_name USING weblog( access.log ); 
or 
CREATE VIRTUAL TABLE database_name.table_name USING fts3( ); 

SQLite COMMIT TRANSACTION Statement 
COMMIT; 

SQLite COUNT Clause 
SELECT COUNT(column_name) 
FROM table_name 
WHERE CONDITION; 

SQLite DELETE Statement 
DELETE FROM table_name 
WHERE {CONDITION}; 



SQLite DETACH DATABASE Statement 
DETACH DATABASE 'Alias-Name'; 

SQLite DISTINCT Clause 
SELECT DISTINCT column1, column2....columnN 
FROM table_name; 

SQLite DROP INDEX Statement 
DROP INDEX database_name.index_name; 

SQLite DROP TABLE Statement 
DROP TABLE database_name.table_name; 

SQLite DROP VIEW Statement 
DROP INDEX database_name.view_name; 

SQLite DROP TRIGGER Statement 
DROP INDEX database_name.trigger_name; 

SQLite EXISTS Clause 
SELECT column1, column2....columnN 
FROM table_name 
WHERE EXISTS (SELECT * FROM   table_name ); 

SQLite EXPLAIN Statement 
EXPLAIN INSERT statement...; 
or  
EXPLAIN QUERY PLAN SELECT statement...; 

SQLite GLOB Clause 
SELECT column1, column2....columnN 
FROM table_name 
WHERE column_name GLOB { PATTERN }; 

SQLite GROUP BY Clause 
SELECT SUM(column_name) 
FROM table_name 
WHERE CONDITION 
GROUP BY column_name; 

SQLite HAVING Clause 
SELECT SUM(column_name) 
FROM table_name 
WHERE CONDITION 
GROUP BY column_name 
HAVING (arithematic function condition); 

SQLite INSERT INTO Statement 
INSERT INTO table_name( column1, column2....columnN) 
VALUES ( value1, value2....valueN); 

SQLite IN Clause 
SELECT column1, column2....columnN 
FROM table_name 
WHERE column_name IN (val-1, val-2,...val-N); 

SQLite Like Clause 
SELECT column1, column2....columnN 
FROM table_name 
WHERE column_name LIKE { PATTERN }; 

SQLite NOT IN Clause 
SELECT column1, column2....columnN 
FROM table_name 
WHERE column_name NOT IN (val-1, val-2,...val-N); 

SQLite ORDER BY Clause 
SELECT column1, column2....columnN 
FROM table_name 
WHERE CONDITION 
ORDER BY column_name {ASC|DESC}; 

SQLite PRAGMA Statement 
PRAGMA pragma_name; 



 
For example: 
 
PRAGMA page_size; 
PRAGMA cache_size = 1024; 
PRAGMA table_info(table_name); 

SQLite RELEASE SAVEPOINT Statement 
RELEASE savepoint_name; 

SQLite REINDEX Statement 
REINDEX collation_name; 
REINDEX database_name.index_name; 
REINDEX database_name.table_name; 

SQLite ROLLBACK Statement 
ROLLBACK; 
or 
ROLLBACK TO SAVEPOINT savepoint_name; 

SQLite SAVEPOINT Statement 
SAVEPOINT savepoint_name; 

SQLite SELECT Statement 
SELECT column1, column2....columnN 
FROM table_name; 

SQLite UPDATE Statement 
UPDATE table_name 
SET column1 = value1, column2 = value2....columnN=valueN 
[ WHERE  CONDITION ]; 

SQLite VACUUM Statement 
VACUUM; 

SQLite WHERE Clause 
SELECT column1, column2....columnN 
FROM table_name 
WHERE CONDITION; 
SQLite data type is an attribute that specifies the type of data of any object. Each column, variable and 
expression has related data type in SQLite. 
You would use these data types while creating your tables. SQLite uses a more general dynamic type system. In 
SQLite, the datatype of a value is associated with the value itself, not with its container. 

SQLite Storage Classes 
Each value stored in an SQLite database has one of the following storage classes − 

Sr.No. Storage Class & Description 

1 NULL 
The value is a NULL value. 

2 INTEGER 
The value is a signed integer, stored in 1, 2, 3, 4, 6, or 8 bytes 
depending on the magnitude of the value. 

3 REAL 
The value is a floating point value, stored as an 8-byte IEEE floating 
point number. 

4 TEXT 
The value is a text string, stored using the database encoding (UTF-
8, UTF-16BE or UTF-16LE) 

5 BLOB 
The value is a blob of data, stored exactly as it was input. 

SQLite storage class is slightly more general than a datatype. The INTEGER storage class, for example, includes 6 
different integer datatypes of different lengths. 

SQLite Affinity Type 



SQLite supports the concept of type affinity on columns. Any column can still store any type of data but the 
preferred storage class for a column is called its affinity. Each table column in an SQLite3 database is assigned 
one of the following type affinities − 

Sr.No. Affinity & Description 

1 TEXT 
This column stores all data using storage classes NULL, TEXT or 
BLOB. 

2 NUMERIC 
This column may contain values using all five storage classes. 

3 INTEGER 
Behaves the same as a column with NUMERIC affinity, with an 
exception in a CAST expression. 

4 REAL 
Behaves like a column with NUMERIC affinity except that it forces 
integer values into floating point representation. 

5 NONE 
A column with affinity NONE does not prefer one storage class over 
another and no attempt is made to coerce data from one storage 
class into another. 

SQLite Affinity and Type Names 
Following table lists down various data type names which can be used while creating SQLite3 tables with the 
corresponding applied affinity. 

Data Type Affinity 

 INT 
 INTEGER 
 TINYINT 
 SMALLINT 
 MEDIUMINT 
 BIGINT 
 UNSIGNED BIG INT 
 INT2 
 INT8 

INTEGER 

 CHARACTER(20) 
 VARCHAR(255) 
 VARYING CHARACTER(255) 
 NCHAR(55) 
 NATIVE CHARACTER(70) 
 NVARCHAR(100) 
 TEXT 
 CLOB 

TEXT 

 BLOB 
 no datatype specified 

NONE 

 REAL 
 DOUBLE 
 DOUBLE PRECISION 
 FLOAT 

REAL 

 NUMERIC 
 DECIMAL(10,5) 
 BOOLEAN 
 DATE 

NUMERIC 
 



 DATETIME 

Boolean Datatype 
SQLite does not have a separate Boolean storage class. Instead, Boolean values are stored as integers 0 (false) 
and 1 (true). 

Date and Time Datatype 
SQLite does not have a separate storage class for storing dates and/or times, but SQLite is capable of storing 
dates and times as TEXT, REAL or INTEGER values. 

Sr.No. Storage Class & Date Formate 

1 TEXT 
A date in a format like "YYYY-MM-DD HH:MM:SS.SSS" 

2 REAL 
The number of days since noon in Greenwich on November 24, 4714 
B.C. 

3 INTEGER 
The number of seconds since 1970-01-01 00:00:00 UTC 

You can choose to store dates and times in any of these formats and freely convert between formats using the 
built-in date and time functions. 
In SQLite, sqlite3 command is used to create a new SQLite database. You do not need to have any special 
privilege to create a database. 
Syntax 
Following is the basic syntax of sqlite3 command to create a database: − 
$sqlite3 DatabaseName.db 
Always, database name should be unique within the RDBMS. 
Example 
If you want to create a new database <testDB.db>, then SQLITE3 statement would be as follows − 
$sqlite3 testDB.db 
SQLite version 3.7.15.2 2013-01-09 11:53:05 
Enter ".help" for instructions 
Enter SQL statements terminated with a ";" 
sqlite> 
The above command will create a file testDB.db in the current directory. This file will be used as database by 
SQLite engine. If you have noticed while creating database, sqlite3 command will provide a sqlite> prompt after 
creating a database file successfully. 
Once a database is created, you can verify it in the list of databases using the following 
SQLite .databases command. 
sqlite>.databases 
seq  name             file 
---  ---------------  ---------------------- 
0    main             /home/sqlite/testDB.db 
You will use SQLite .quit command to come out of the sqlite prompt as follows − 
sqlite>.quit 
$ 

The .dump Command 
You can use .dump dot command to export complete database in a text file using the following SQLite command 
at the command prompt. 
$sqlite3 testDB.db .dump > testDB.sql 
The above command will convert the entire contents of testDB.db database into SQLite statements and dump it 
into ASCII text file testDB.sql. You can perform restoration from the generated testDB.sql in a simple way as 
follows − 
$sqlite3 testDB.db < testDB.sql 
Consider a case when you have multiple databases available and you want to use any one of them at a time. 
SQLite ATTACH DATABASE statement is used to select a particular database, and after this command, all SQLite 
statements will be executed under the attached database. 

Syntax 
Following is the basic syntax of SQLite ATTACH DATABASE statement. 
ATTACH DATABASE 'DatabaseName' As 'Alias-Name'; 
The above command will also create a database in case the database is already not created, otherwise it will just 
attach database file name with logical database 'Alias-Name'. 

Example 



If you want to attach an existing database testDB.db, then ATTACH DATABASE statement would be as follows − 
sqlite> ATTACH DATABASE 'testDB.db' as 'T'; 
Use SQLite .database command to display attached database. 
sqlite> .database 
seq  name             file 
---  ---------------  ---------------------- 
0    main             /home/sqlite/testDB.db 
2    test             /home/sqlite/testDB.db 
The database names main and temp are reserved for the primary database and database to hold temporary 
tables and other temporary data objects. Both of these database names exist for every database connection and 
should not be used for attachment, otherwise you will get the following warning message. 
sqlite> ATTACH DATABASE 'testDB.db' as 'TEMP'; 
Error: database TEMP is already in use 
sqlite> ATTACH DATABASE 'testDB.db' as 'main'; 
Error: database TEMP is already in use 
SQLite DETACH DATABASE statement is used to detach and dissociate a named database from a database 
connection which was previously attached using ATTACH statement. If the same database file has been attached 
with multiple aliases, then DETACH command will disconnect only the given name and rest of the attachment will 
still continue. You cannot detach the main or temp databases. 
If the database is an in-memory or temporary database, the database will be destroyed and the contents will be 
lost. 

Syntax 
Following is the basic syntax of SQLite DETACH DATABASE 'Alias-Name' statement. 
DETACH DATABASE 'Alias-Name'; 
Here, 'Alias-Name' is the same alias, which you had used while attaching the database using ATTACH statement. 

Example 
Consider you have a database, which you created in the previous chapter and attached it with 'test' and 
'currentDB' as we can see using .database command. 
sqlite>.databases 
seq  name             file 
---  ---------------  ---------------------- 
0    main             /home/sqlite/testDB.db 
2    test             /home/sqlite/testDB.db 
3    currentDB        /home/sqlite/testDB.db 
Let's try to detach 'currentDB' from testDB.db using the following command. 
sqlite> DETACH DATABASE 'currentDB'; 
Now, if you will check the current attachment, you will find that testDB.db is still connected with 'test' and 'main'. 
sqlite>.databases 
seq  name             file 
---  ---------------  ---------------------- 
0    main             /home/sqlite/testDB.db 
2    test             /home/sqlite/testDB.db 
SQLite CREATE TABLE statement is used to create a new table in any of the given database. Creating a basic 
table involves naming the table and defining its columns and each column's data type. 

Syntax 
Following is the basic syntax of CREATE TABLE statement. 
CREATE TABLE database_name.table_name( 
   column1 datatype PRIMARY KEY(one or more columns), 
   column2 datatype, 
   column3 datatype, 
   ..... 
   columnN datatype 
); 
CREATE TABLE is the keyword telling the database system to create a new table. The unique name or identifier for 
the table follows the CREATE TABLE statement. Optionally, you can specify database_name along 
with table_name. 

Example 
Following is an example which creates a COMPANY table with ID as the primary key and NOT NULL are the 
constraints showing that these fields cannot be NULL while creating records in this table. 
sqlite> CREATE TABLE COMPANY( 
   ID INT PRIMARY KEY     NOT NULL, 
   NAME           TEXT    NOT NULL, 
   AGE            INT     NOT NULL, 
   ADDRESS        CHAR(50), 



   SALARY         REAL 
); 
Let us create one more table, which we will use in our exercises in subsequent chapters. 
sqlite> CREATE TABLE DEPARTMENT( 
   ID INT PRIMARY KEY      NOT NULL, 
   DEPT           CHAR(50) NOT NULL, 
   EMP_ID         INT      NOT NULL 
); 
You can verify if your table has been created successfully using SQLite command .tables command, which will be 
used to list down all the tables in an attached database. 
sqlite>.tables 
COMPANY     DEPARTMENT 
Here, you can see the COMPANY table twice because its showing COMPANY table for main database and 
test.COMPANY table for 'test' alias created for your testDB.db. You can get complete information about a table 
using the following SQLite .schema command. 
sqlite>.schema COMPANY 
CREATE TABLE COMPANY( 
   ID INT PRIMARY KEY     NOT NULL, 
   NAME           TEXT    NOT NULL, 
   AGE            INT     NOT NULL, 
   ADDRESS        CHAR(50), 
   SALARY         REAL 
); 
SQLite DROP TABLE statement is used to remove a table definition and all associated data, indexes, triggers, 
constraints, and permission specifications for that table. 
You have to be careful while using this command because once a table is deleted then all the information available 
in the table would also be lost forever. 

Syntax 
Following is the basic syntax of DROP TABLE statement. You can optionally specify the database name along with 
table name as follows − 
DROP TABLE database_name.table_name; 

Example 
Let us first verify COMPANY table and then we will delete it from the database. 
sqlite>.tables 
COMPANY       test.COMPANY 
This means COMPANY table is available in the database, so let us drop it as follows − 
sqlite>DROP TABLE COMPANY; 
sqlite> 
Now, if you try .TABLES command, then you will not find COMPANY table anymore. 
sqlite>.tables 
sqlite> 
It shows nothing which means the table from your database has been dropped successfully. 
SQLite INSERT INTO Statement is used to add new rows of data into a table in the database. 
Syntax 
Following are the two basic syntaxes of INSERT INTO statement. 
INSERT INTO TABLE_NAME [(column1, column2, column3,...columnN)]   
VALUES (value1, value2, value3,...valueN); 
Here, column1, column2,...columnN are the names of the columns in the table into which you want to insert data. 
You may not need to specify the column(s) name in the SQLite query if you are adding values for all the columns 
of the table. However, make sure the order of the values is in the same order as the columns in the table. The 
SQLite INSERT INTO syntax would be as follows − 
INSERT INTO TABLE_NAME VALUES (value1,value2,value3,...valueN); 
Example 
Consider you already have created COMPANY table in your testDB.db as follows − 
sqlite> CREATE TABLE COMPANY( 
   ID INT PRIMARY KEY     NOT NULL, 
   NAME           TEXT    NOT NULL, 
   AGE            INT     NOT NULL, 
   ADDRESS        CHAR(50), 
   SALARY         REAL 
); 
Now, the following statements would create six records in COMPANY table. 
INSERT INTO COMPANY (ID,NAME,AGE,ADDRESS,SALARY) 
VALUES (1, 'Paul', 32, 'California', 20000.00 ); 



 
INSERT INTO COMPANY (ID,NAME,AGE,ADDRESS,SALARY) 
VALUES (2, 'Allen', 25, 'Texas', 15000.00 ); 
 
INSERT INTO COMPANY (ID,NAME,AGE,ADDRESS,SALARY) 
VALUES (3, 'Teddy', 23, 'Norway', 20000.00 ); 
 
INSERT INTO COMPANY (ID,NAME,AGE,ADDRESS,SALARY) 
VALUES (4, 'Mark', 25, 'Rich-Mond ', 65000.00 ); 
 
INSERT INTO COMPANY (ID,NAME,AGE,ADDRESS,SALARY) 
VALUES (5, 'David', 27, 'Texas', 85000.00 ); 
 
INSERT INTO COMPANY (ID,NAME,AGE,ADDRESS,SALARY) 
VALUES (6, 'Kim', 22, 'South-Hall', 45000.00 ); 
You can create a record in COMPANY table using the second syntax as follows − 
INSERT INTO COMPANY VALUES (7, 'James', 24, 'Houston', 10000.00 ); 
All the above statements would create the following records in COMPANY table. In the next chapter, you will learn 
how to display all these records from a table. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 

Populate One Table Using Another Table 
You can populate data into a table through select statement over another table provided another table has a set 
of fields, which are required to populate the first table. Here is the syntax − 
INSERT INTO first_table_name [(column1, column2, ... columnN)]  
   SELECT column1, column2, ...columnN  
   FROM second_table_name 
   [WHERE condition]; 
For now, you can skip the above statement. First, let's learn SELECT and WHERE clauses which will be covered in 
subsequent chapters. 
SQLite SELECT statement is used to fetch the data from a SQLite database table which returns data in the form 
of a result table. These result tables are also called result sets. 
Syntax 
Following is the basic syntax of SQLite SELECT statement. 
SELECT column1, column2, columnN FROM table_name; 
Here, column1, column2 ... are the fields of a table, whose values you want to fetch. If you want to fetch all the 
fields available in the field, then you can use the following syntax − 
SELECT * FROM table_name; 
Example 
Consider COMPANY table with the following records − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following is an example to fetch and display all these records using SELECT statement. Here, the first three 
commands have been used to set a properly formatted output. 
sqlite>.header on 
sqlite>.mode column 
sqlite> SELECT * FROM COMPANY; 
Finally, you will get the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 



4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
If you want to fetch only selected fields of COMPANY table, then use the following query − 
sqlite> SELECT ID, NAME, SALARY FROM COMPANY; 
The above query will produce the following result. 
ID          NAME        SALARY 
----------  ----------  ---------- 
1           Paul        20000.0 
2           Allen       15000.0 
3           Teddy       20000.0 
4           Mark        65000.0 
5           David       85000.0 
6           Kim         45000.0 
7           James       10000.0 

Setting Output Column Width 
Sometimes, you will face a problem related to the truncated output in case of .mode column which happens 
because of default width of the column to be displayed. What you can do is, you can set column displayable 
column width using .width num, num.... command as follows − 
sqlite>.width 10, 20, 10 
sqlite>SELECT * FROM COMPANY; 
The above .width command sets the first column width to 10, the second column width to 20 and the third 
column width to 10. Finally, the above SELECT statement will give the following result. 
ID          NAME                  AGE         ADDRESS     SALARY 
----------  --------------------  ----------  ----------  ---------- 
1           Paul                  32          California  20000.0 
2           Allen                 25          Texas       15000.0 
3           Teddy                 23          Norway      20000.0 
4           Mark                  25          Rich-Mond   65000.0 
5           David                 27          Texas       85000.0 
6           Kim                   22          South-Hall  45000.0 
7           James                 24          Houston     10000.0 

Schema Information 
As all the dot commands are available at SQLite prompt, hence while programming with SQLite, you will use the 
following SELECT statement with sqlite_master table to list down all the tables created in your database. 
sqlite> SELECT tbl_name FROM sqlite_master WHERE type = 'table'; 
Assuming you have only COMPANY table in your testDB.db, this will produce the following result. 
tbl_name 
---------- 
COMPANY 
You can list down complete information about COMPANY table as follows − 
sqlite> SELECT sql FROM sqlite_master WHERE type = 'table' AND tbl_name = 'COMPANY'; 
Assuming you have only COMPANY table in your testDB.db, this will produce the following result. 
CREATE TABLE COMPANY( 
   ID INT PRIMARY KEY     NOT NULL, 
   NAME           TEXT    NOT NULL, 
   AGE            INT     NOT NULL, 
   ADDRESS        CHAR(50), 
   SALARY         REAL 
) 

What is an Operator in SQLite? 
An operator is a reserved word or a character used primarily in an SQLite statement's WHERE clause to perform 
operation(s), such as comparisons and arithmetic operations. 
Operators are used to specify conditions in an SQLite statement and to serve as conjunctions for multiple 
conditions in a statement. 

 Arithmetic operators 
 Comparison operators 
 Logical operators 
 Bitwise operators 

SQLite Arithmetic Operators 
Assume variable a holds 10 and variable b holds 20, then SQLite arithmetic operators will be used as follows − 
Show Examples 

Operator Description Example 



+ (Addition) Adds values on either side of the operator a + b will 
give 30 

- (Subtraction) Subtracts the right hand operand from the left 
hand operand 

a - b will 
give -10 

* 
(Multiplication) 

Multiplies values on either side of the operator a * b will 
give 200 

/ (Division) Divides the left hand operand by the right hand 
operand 

b / a will 
give 2 

% (Modulus) Divides the left hand operand by the right hand 
operand and returns the remainder 

b % a 
will give 
0 

SQLite Comparison Operators 
Assume variable a holds 10 and variable b holds 20, then SQLite comparison operators will be used as follows 
Show Examples 

Operator Description Example 

== Checks if the values of two operands are equal or not, 
if yes then the condition becomes true. 

(a == b) 
is not 
true. 

= Checks if the values of two operands are equal or not, 
if yes then the condition becomes true. 

(a = b) 
is not 
true. 

!= Checks if the values of two operands are equal or not, 
if the values are not equal, then the condition becomes 
true. 

(a != b) 
is true. 

<> Checks if the values of two operands are equal or not, 
if the values are not equal, then the condition becomes 
true. 

(a <> b) 
is true. 

> Checks if the values of the left operand is greater than 
the value of the right operand, if yes then the condition 
becomes true. 

(a > b) 
is not 
true. 

< Checks if the values of the left operand is less than the 
value of the right operand, if yes then the condition 
becomes true. 

(a < b) 
is true. 

>= Checks if the value of the left operand is greater than 
or equal to the value of the right operand, if yes then 
the condition becomes true. 

(a >= b) 
is not 
true. 

<= Checks if the value of the left operand is less than or 
equal to the value of the right operand, if yes then the 
condition becomes true. 

(a <= b) 
is true. 

!< Checks if the value of the left operand is not less than 
the value of the right operand, if yes then the condition 
becomes true. 

(a !< b) 
is false. 

!> Checks if the value of the left operand is not greater 
than the value of the right operand, if yes then the 
condition becomes true. 

(a !> b) 
is true. 

SQLite Logical Operators 
Here is a list of all the logical operators available in SQLite. 
Show Examples 

Sr.No. Operator & Description 



1 AND 
The AND operator allows the existence of multiple conditions in an 
SQL statement's WHERE clause. 

2 BETWEEN 
The BETWEEN operator is used to search for values that are within a 
set of values, given the minimum value and the maximum value. 

3 EXISTS 
The EXISTS operator is used to search for the presence of a row in a 
specified table that meets certain criteria. 

4 IN 
The IN operator is used to compare a value to a list of literal values 
that have been specified. 

5 NOT IN 
The negation of IN operator which is used to compare a value to a list 
of literal values that have been specified. 

6 LIKE 
The LIKE operator is used to compare a value to similar values using 
wildcard operators. 

7 GLOB 
The GLOB operator is used to compare a value to similar values using 
wildcard operators. Also, GLOB is case sensitive, unlike LIKE. 

8 NOT 
The NOT operator reverses the meaning of the logical operator with 
which it is used. Eg. NOT EXISTS, NOT BETWEEN, NOT IN, etc. This 
is negate operator. 

9 OR 
The OR operator is used to combine multiple conditions in an SQL 
statement's WHERE clause. 

10 IS NULL 
The NULL operator is used to compare a value with a NULL value. 

11 IS 
The IS operator work like = 

12 IS NOT 
The IS operator work like != 

13 || 
Adds two different strings and make new one. 

14 UNIQUE 
The UNIQUE operator searches every row of a specified table for 
uniqueness (no duplicates). 

SQLite Bitwise Operators 
Bitwise operator works on bits and performs bit-by-bit operation. Following is the truth table for & and |. 

p q p & q p | q 

0 0 0 0 

0 1 0 1 

1 1 1 1 

1 0 0 1 

Assume if A = 60; and B = 13, then in binary format, they will be as follows − 



A = 0011 1100 
B = 0000 1101 
----------------- 
A&B = 0000 1100 
A|B = 0011 1101 
~A  = 1100 0011 
The Bitwise operators supported by SQLite language are listed in the following table. Assume variable A holds 60 
and variable B holds 13, then − 
Show Examples 

Operator Description Example 

& Binary AND Operator copies a bit to 
the result, if it exists in both 
operands. 

(A & B) will give 12 which is 
0000 1100 

| Binary OR Operator copies a bit, if 
it exists in either operand. 

(A | B) will give 61 which is 
0011 1101 

~ Binary Ones Complement Operator 
is unary and has the effect of 
'flipping' bits. 

(~A ) will give -61 which is 
1100 0011 in 2's complement 
form due to a signed binary 
number 

<< Binary Left Shift Operator. The left 
operands value is moved left by the 
number of bits specified by the 
right operand. 

A << 2 will give 240 which is 
1111 0000 

>> Binary Right Shift Operator. The left 
operands value is moved right by 
the number of bits specified by the 
right operand. 

A >> 2 will give 15 which is 
0000 1111 

An expression is a combination of one or more values, operators, and SQL functions that evaluate to a value. 
SQL expressions are like formulas and they are written in query language. You can also use to query the database 
for a specific set of data. 
Syntax 
Consider the basic syntax of the SELECT statement as follows − 
SELECT column1, column2, columnN  
FROM table_name  
WHERE [CONDITION | EXPRESSION]; 
Following are the different types of SQLite expressions. 

SQLite - Boolean Expressions 
SQLite Boolean Expressions fetch the data on the basis of matching single value. Following is the syntax − 
SELECT column1, column2, columnN  
FROM table_name  
WHERE SINGLE VALUE MATCHTING EXPRESSION; 
Consider COMPANY table with the following records − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following is a simple examples showing the usage of SQLite Boolean Expressions − 
sqlite> SELECT * FROM COMPANY WHERE SALARY = 10000; 
 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
4           James        24          Houston   10000.0 

SQLite - Numeric Expression 
These expressions are used to perform any mathematical operation in any query. Following is the syntax − 
SELECT numerical_expression as OPERATION_NAME 



[FROM table_name WHERE CONDITION] ; 
Here, numerical_expression is used for mathematical expression or any formula. Following is a simple example 
showing the usage of SQLite Numeric Expressions. 
sqlite> SELECT (15 + 6) AS ADDITION 
ADDITION = 21 
There are several built-in functions such as avg(), sum(), count(), etc., to perform what is known 
as aggregate data calculations against a table or a specific table column. 
sqlite> SELECT COUNT(*) AS "RECORDS" FROM COMPANY;  
RECORDS = 7 

SQLite - Date Expressions 
Date Expressions returns the current system date and time values. These expressions are used in various data 
manipulations. 
sqlite> SELECT CURRENT_TIMESTAMP; 
CURRENT_TIMESTAMP = 2013-03-17 10:43:35 
SQLite WHERE clause is used to specify a condition while fetching the data from one table or multiple tables. 
If the given condition is satisfied, means true, then it returns the specific value from the table. You will have to 
use WHERE clause to filter the records and fetching only necessary records. 
The WHERE clause not only is used in SELECT statement, but it is also used in UPDATE, DELETE statement, etc., 
which will be covered in subsequent chapters. 

Syntax 
Following is the basic syntax of SQLite SELECT statement with WHERE clause. 
SELECT column1, column2, columnN  
FROM table_name 
WHERE [condition] 

Example 
You can specify a condition using Comparision or Logical Operators such as >, <, =, LIKE, NOT, etc. Consider 
COMPANY table with the following records − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following is a simple examples showing the usage of SQLite Logical Operators. Following SELECT statement lists 
down all the records where AGE is greater than or equal to 25 AND salary is greater than or equal to 65000.00. 
sqlite> SELECT * FROM COMPANY WHERE AGE >= 25 AND SALARY >= 65000; 
 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
Following SELECT statement lists down all the records where AGE is greater than or equal to 25 OR salary is 
greater than or equal to 65000.00. 
sqlite> SELECT * FROM COMPANY WHERE AGE >= 25 OR SALARY >= 65000; 
 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
Following SELECT statement lists down all the records where AGE is not NULL, which means all the records 
because none of the record has AGE equal to NULL. 
sqlite>  SELECT * FROM COMPANY WHERE AGE IS NOT NULL; 
 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 



6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following SELECT statement lists down all the records where NAME starts with 'Ki', does not matter what comes 
after 'Ki'. 
sqlite> SELECT * FROM COMPANY WHERE NAME LIKE 'Ki%'; 
 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
6           Kim         22          South-Hall  45000.0 
Following SELECT statement lists down all the records where NAME starts with 'Ki', does not matter what comes 
after 'Ki'. 
sqlite> SELECT * FROM COMPANY WHERE NAME GLOB 'Ki*'; 
 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
6           Kim         22          South-Hall  45000.0 
Following SELECT statement lists down all the records where AGE value is either 25 or 27. 
sqlite> SELECT * FROM COMPANY WHERE AGE IN ( 25, 27 ); 
 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
2           Allen       25          Texas       15000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
Following SELECT statement lists down all the records where AGE value is neither 25 nor 27. 
sqlite> SELECT * FROM COMPANY WHERE AGE NOT IN ( 25, 27 ); 
 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
3           Teddy       23          Norway      20000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following SELECT statement lists down all the records where AGE value is in BETWEEN 25 AND 27. 
sqlite> SELECT * FROM COMPANY WHERE AGE BETWEEN 25 AND 27; 
 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
2           Allen       25          Texas       15000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
Following SELECT statement makes use of SQL sub-query, where sub-query finds all the records with AGE field 
having SALARY > 65000 and later WHERE clause is being used along with EXISTS operator to list down all the 
records where AGE from the outside query exists in the result returned by the sub-query − 
sqlite> SELECT AGE FROM COMPANY  
   WHERE EXISTS (SELECT AGE FROM COMPANY WHERE SALARY > 65000); 
 
AGE 
---------- 
32 
25 
23 
25 
27 
22 
24 
Following SELECT statement makes use of SQL sub-query where sub-query finds all the records with AGE field 
having SALARY > 65000 and later WHERE clause is being used along with > operator to list down all the records 
where AGE from the outside query is greater than the age in the result returned by the sub-query. 
sqlite> SELECT * FROM COMPANY  
   WHERE AGE > (SELECT AGE FROM COMPANY WHERE SALARY > 65000); 
 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
SQLite AND & OR operators are used to compile multiple conditions to narrow down the selected data in an 
SQLite statement. These two operators are called conjunctive operators. 



These operators provide a means to make multiple comparisons with different operators in the same SQLite 
statement. 

The AND Operator 
The AND operator allows the existence of multiple conditions in a SQLite statement's WHERE clause. While using 
AND operator, complete condition will be assumed true when all the conditions are true. For example, 
[condition1] AND [condition2] will be true only when both condition1 and condition2 are true. 
Syntax 
Following is the basic syntax of AND operator with WHERE clause. 
SELECT column1, column2, columnN  
FROM table_name 
WHERE [condition1] AND [condition2]...AND [conditionN]; 
You can combine N number of conditions using AND operator. For an action to be taken by the SQLite statement, 
whether it be a transaction or query, all conditions separated by the AND must be TRUE. 
Example 
Consider COMPANY table with the following records − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following SELECT statement lists down all the records where AGE is greater than or equal to 25 AND salary is 
greater than or equal to 65000.00. 
sqlite> SELECT * FROM COMPANY WHERE AGE >= 25 AND SALARY >= 65000; 
 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 

The OR Operator 
The OR operator is also used to combine multiple conditions in a SQLite statement's WHERE clause. While using 
OR operator, complete condition will be assumed true when at least any of the conditions is true. For example, 
[condition1] OR [condition2] will be true if either condition1 or condition2 is true. 
Syntax 
Following is the basic syntax of OR operator with WHERE clause. 
SELECT column1, column2, columnN  
FROM table_name 
WHERE [condition1] OR [condition2]...OR [conditionN] 
You can combine N number of conditions using OR operator. For an action to be taken by the SQLite statement, 
whether it be a transaction or query, only any ONE of the conditions separated by the OR must be TRUE. 
Example 
Consider COMPANY table with the following records. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following SELECT statement lists down all the records where AGE is greater than or equal to 25 OR salary is 
greater than or equal to 65000.00. 
sqlite> SELECT * FROM COMPANY WHERE AGE >= 25 OR SALARY >= 65000; 
 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 



SQLite UPDATE Query is used to modify the existing records in a table. You can use WHERE clause with UPDATE 
query to update selected rows, otherwise all the rows would be updated. 

Syntax 
Following is the basic syntax of UPDATE query with WHERE clause. 
UPDATE table_name 
SET column1 = value1, column2 = value2...., columnN = valueN 
WHERE [condition]; 
You can combine N number of conditions using AND or OR operators. 

Example 
Consider COMPANY table with the following records − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following is an example, which will update ADDRESS for a customer whose ID is 6. 
sqlite> UPDATE COMPANY SET ADDRESS = 'Texas' WHERE ID = 6; 
Now, COMPANY table will have the following records. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          Texas       45000.0 
7           James       24          Houston     10000.0 
If you want to modify all ADDRESS and SALARY column values in COMPANY table, you do not need to use WHERE 
clause and UPDATE query will be as follows − 
sqlite> UPDATE COMPANY SET ADDRESS = 'Texas', SALARY = 20000.00; 
Now, COMPANY table will have the following records − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          Texas       20000.0 
2           Allen       25          Texas       20000.0 
3           Teddy       23          Texas       20000.0 
4           Mark        25          Texas       20000.0 
5           David       27          Texas       20000.0 
6           Kim         22          Texas       20000.0 
7           James       24          Texas       20000.0 
SQLite DELETE Query is used to delete the existing records from a table. You can use WHERE clause with DELETE 
query to delete the selected rows, otherwise all the records would be deleted. 

Syntax 
Following is the basic syntax of DELETE query with WHERE clause. 
DELETE FROM table_name 
WHERE [condition]; 
You can combine N number of conditions using AND or OR operators. 

Example 
Consider COMPANY table with the following records. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following is an example, which will DELETE a customer whose ID is 7. 
sqlite> DELETE FROM COMPANY WHERE ID = 7; 
Now COMPANY table will have the following records. 



ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
If you want to DELETE all the records from COMPANY table, you do not need to use WHERE clause with DELETE 
query, which will be as follows − 
sqlite> DELETE FROM COMPANY; 
Now, COMPANY table does not have any record as all the records have been deleted by DELETE statement. 
SQLite LIKE operator is used to match text values against a pattern using wildcards. If the search expression can 
be matched to the pattern expression, the LIKE operator will return true, which is 1. There are two wildcards used 
in conjunction with the LIKE operator − 

 The percent sign (%) 
 The underscore (_) 

The percent sign represents zero, one, or multiple numbers or characters. The underscore represents a single 
number or character. These symbols can be used in combinations. 

Syntax 
Following is the basic syntax of % and _. 
SELECT FROM table_name 
WHERE column LIKE 'XXXX%' 
or  
SELECT FROM table_name 
WHERE column LIKE '%XXXX%' 
or 
SELECT FROM table_name 
WHERE column LIKE 'XXXX_' 
or 
SELECT FROM table_name 
WHERE column LIKE '_XXXX' 
or 
SELECT FROM table_name 
WHERE column LIKE '_XXXX_' 
You can combine N number of conditions using AND or OR operators. Here, XXXX could be any numeric or string 
value. 

Example 
Following table lists a number of examples showing WHERE part having different LIKE clause with '%' and '_' 
operators. 

Sr.No. Statement & Description 

1 WHERE SALARY LIKE '200%' 
Finds any values that start with 200 

2 WHERE SALARY LIKE '%200%' 
Finds any values that have 200 in any position 

3 WHERE SALARY LIKE '_00%' 
Finds any values that have 00 in the second and third positions 

4 WHERE SALARY LIKE '2_%_%' 
Finds any values that start with 2 and are at least 3 characters in 
length 

5 WHERE SALARY LIKE '%2' 
Finds any values that end with 2 

6 WHERE SALARY LIKE '_2%3' 
Finds any values that has a 2 in the second position and ends with a 
3 

7 WHERE SALARY LIKE '2___3' 
Finds any values in a five-digit number that starts with 2 and ends 
with 3 

Let us take a real example, consider COMPANY table with the following records. 



ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following is an example, which will display all the records from COMPANY table where AGE starts with 2. 
sqlite> SELECT * FROM COMPANY WHERE AGE LIKE '2%'; 
This will produce the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following is an example, which will display all the records from COMPANY table where ADDRESS will have a 
hyphen (-) inside the text. 
sqlite> SELECT * FROM COMPANY WHERE ADDRESS  LIKE '%-%'; 
This will produce the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
4           Mark        25          Rich-Mond   65000.0 
6           Kim         22          South-Hall  45000.0 
SQLite GLOB operator is used to match only text values against a pattern using wildcards. If the search 
expression can be matched to the pattern expression, the GLOB operator will return true, which is 1. Unlike LIKE 
operator, GLOB is case sensitive and it follows syntax of UNIX for specifying THE following wildcards. 

 The asterisk sign (*) 
 The question mark (?) 

The asterisk sign (*) represents zero or multiple numbers or characters. The question mark (?) represents a 
single number or character. 

Syntax 
Following is the basic syntax of * and ?. 
SELECT FROM table_name 
WHERE column GLOB 'XXXX*' 
or  
SELECT FROM table_name 
WHERE column GLOB '*XXXX*' 
or 
SELECT FROM table_name 
WHERE column GLOB 'XXXX?' 
or 
SELECT FROM table_name 
WHERE column GLOB '?XXXX' 
or 
SELECT FROM table_name 
WHERE column GLOB '?XXXX?' 
or 
SELECT FROM table_name 
WHERE column GLOB '????' 
You can combine N number of conditions using AND or OR operators. Here, XXXX could be any numeric or string 
value. 

Example 
Following table lists a number of examples showing WHERE part having different LIKE clause with '*' and '?' 
operators. 

Sr.No. Statement & Description 

1 WHERE SALARY GLOB '200*' 
Finds any values that start with 200 

2 WHERE SALARY GLOB '*200*' 
Finds any values that have 200 in any position 



3 WHERE SALARY GLOB '?00*' 
Finds any values that have 00 in the second and third positions 

4 WHERE SALARY GLOB '2??' 
Finds any values that start with 2 and are at least 3 characters in 
length 

5 WHERE SALARY GLOB '*2' 
Finds any values that end with 2 

6 WHERE SALARY GLOB '?2*3' 
Finds any values that have a 2 in the second position and end with a 
3 

7 WHERE SALARY GLOB '2???3' 
Finds any values in a five-digit number that start with 2 and end with 
3 

Let us take a real example, consider COMPANY table with the following records − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following is an example, which will display all the records from COMPANY table, where AGE starts with 2. 
sqlite> SELECT * FROM COMPANY WHERE AGE  GLOB '2*'; 
This will produce the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following is an example, which will display all the records from COMPANY table where ADDRESS will have a 
hyphen (-) inside the text − 
sqlite> SELECT * FROM COMPANY WHERE ADDRESS  GLOB '*-*'; 
This will produce the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
4           Mark        25          Rich-Mond   65000.0 
6           Kim         22          South-Hall  45000.0 
SQLite LIMIT clause is used to limit the data amount returned by the SELECT statement. 

Syntax 
Following is the basic syntax of SELECT statement with LIMIT clause. 
SELECT column1, column2, columnN  
FROM table_name 
LIMIT [no of rows] 
Following is the syntax of LIMIT clause when it is used along with OFFSET clause. 
SELECT column1, column2, columnN  
FROM table_name 
LIMIT [no of rows] OFFSET [row num] 
SQLite engine will return rows starting from the next row to the given OFFSET as shown below in the last 
example. 

Example 
Consider COMPANY table with the following records − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 



5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following is an example, which limits the row in the table according to the number of rows you want to fetch from 
table. 
sqlite> SELECT * FROM COMPANY LIMIT 6; 
This will produce the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
However in certain situations, you may need to pick up a set of records from a particular offset. Here is an 
example, which picks up 3 records starting from the 3rd position. 
sqlite> SELECT * FROM COMPANY LIMIT 3 OFFSET 2; 
This will produce the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
SQLite ORDER BY clause is used to sort the data in an ascending or descending order, based on one or more 
columns. 

Syntax 
Following is the basic syntax of ORDER BY clause. 
SELECT column-list  
FROM table_name  
[WHERE condition]  
[ORDER BY column1, column2, .. columnN] [ASC | DESC]; 
You can use more than one column in the ORDER BY clause. Make sure whatever column you are using to sort, 
that column should be available in the column-list. 

Example 
Consider COMPANY table with the following records. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following is an example, which will sort the result in descending order by SALARY. 
sqlite> SELECT * FROM COMPANY ORDER BY SALARY ASC; 
This will produce the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
7           James       24          Houston     10000.0 
2           Allen       25          Texas       15000.0 
1           Paul        32          California  20000.0 
3           Teddy       23          Norway      20000.0 
6           Kim         22          South-Hall  45000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
Following is an example, which will sort the result in descending order by NAME and SALARY. 
sqlite> SELECT * FROM COMPANY ORDER BY NAME, SALARY ASC; 
This will produce the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
2           Allen       25          Texas       15000.0 
5           David       27          Texas       85000.0 
7           James       24          Houston     10000.0 
6           Kim         22          South-Hall  45000.0 



4           Mark        25          Rich-Mond   65000.0 
1           Paul        32          California  20000.0 
3           Teddy       23          Norway      20000.0 
Following is an example, which will sort the result in descending order by NAME. 
sqlite> SELECT * FROM COMPANY ORDER BY NAME DESC; 
This will produce the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
3           Teddy       23          Norway      20000.0 
1           Paul        32          California  20000.0 
4           Mark        25          Rich-Mond   65000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
5           David       27          Texas       85000.0 
2           Allen       25          Texas       15000.0 
SQLite GROUP BY clause is used in collaboration with the SELECT statement to arrange identical data into 
groups. 
GROUP BY clause follows the WHERE clause in a SELECT statement and precedes the ORDER BY clause. 

Syntax 
Following is the basic syntax of GROUP BY clause. GROUP BY clause must follow the conditions in the WHERE 
clause and must precede ORDER BY clause if one is used. 
SELECT column-list 
FROM table_name 
WHERE [ conditions ] 
GROUP BY column1, column2....columnN 
ORDER BY column1, column2....columnN 
You can use more than one column in the GROUP BY clause. Make sure whatever column you are using to group, 
that column should be available in the column-list. 

Example 
Consider COMPANY table with the following records. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
If you want to know the total amount of salary on each customer, then GROUP BY query will be as follows − 
sqlite> SELECT NAME, SUM(SALARY) FROM COMPANY GROUP BY NAME; 
This will produce the following result − 
NAME        SUM(SALARY) 
----------  ----------- 
Allen       15000.0 
David       85000.0 
James       10000.0 
Kim         45000.0 
Mark        65000.0 
Paul        20000.0 
Teddy       20000.0 
Now, let us create three more records in COMPANY table using the following INSERT statements. 
INSERT INTO COMPANY VALUES (8, 'Paul', 24, 'Houston', 20000.00 ); 
INSERT INTO COMPANY VALUES (9, 'James', 44, 'Norway', 5000.00 ); 
INSERT INTO COMPANY VALUES (10, 'James', 45, 'Texas', 5000.00 ); 
Now, our table has the following records with duplicate names. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
8           Paul        24          Houston     20000.0 
9           James       44          Norway      5000.0 



10          James       45          Texas       5000.0 
Again, let us use the same statement to group-by all the records using NAME column as follows − 
sqlite> SELECT NAME, SUM(SALARY) FROM COMPANY GROUP BY NAME ORDER BY NAME; 
This will produce the following result. 
NAME        SUM(SALARY) 
----------  ----------- 
Allen       15000 
David       85000 
James       20000 
Kim         45000 
Mark        65000 
Paul        40000 
Teddy       20000 
Let us use ORDER BY clause along with GROUP BY clause as follows − 
sqlite>  SELECT NAME, SUM(SALARY)  
   FROM COMPANY GROUP BY NAME ORDER BY NAME DESC; 
This will produce the following result. 
NAME        SUM(SALARY) 
----------  ----------- 
Teddy       20000 
Paul        40000 
Mark        65000 
Kim         45000 
James       20000 
David       85000 
Allen       15000 
HAVING clause enables you to specify conditions that filter which group results appear in the final results. 
The WHERE clause places conditions on the selected columns, whereas the HAVING clause places conditions on 
groups created by GROUP BY clause. 

Syntax 
Following is the position of HAVING clause in a SELECT query. 
SELECT 
FROM 
WHERE 
GROUP BY 
HAVING 
ORDER BY 
HAVING clause must follow GROUP BY clause in a query and must also precede ORDER BY clause if used. 
Following is the syntax of the SELECT statement, including HAVING clause. 
SELECT column1, column2 
FROM table1, table2 
WHERE [ conditions ] 
GROUP BY column1, column2 
HAVING [ conditions ] 
ORDER BY column1, column2 

Example 
Consider COMPANY table with the following records. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
8           Paul        24          Houston     20000.0 
9           James       44          Norway      5000.0 
10          James       45          Texas       5000.0 
Following is the example, which will display the record for which the name count is less than 2. 
sqlite > SELECT * FROM COMPANY GROUP BY name HAVING count(name) < 2; 
This will produce the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
2           Allen       25          Texas       15000 
5           David       27          Texas       85000 
6           Kim         22          South-Hall  45000 



4           Mark        25          Rich-Mond   65000 
3           Teddy       23          Norway      20000 
Following is the example, which will display the record for which the name count is greater than 2. 
sqlite > SELECT * FROM COMPANY GROUP BY name HAVING count(name) > 2; 
This will produce the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
10          James       45          Texas       5000 
SQLite DISTINCT keyword is used in conjunction with SELECT statement to eliminate all the duplicate records 
and fetching only the unique records. 
There may be a situation when you have multiple duplicate records in a table. While fetching such records, it 
makes more sense to fetch only unique records instead of fetching duplicate records. 

Syntax 
Following is the basic syntax of DISTINCT keyword to eliminate duplicate records. 
SELECT DISTINCT column1, column2,.....columnN  
FROM table_name 
WHERE [condition] 

Example 
Consider COMPANY table with the following records. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
8           Paul        24          Houston     20000.0 
9           James       44          Norway      5000.0 
10          James       45          Texas       5000.0 
First, let us see how the following SELECT query returns duplicate salary records. 
sqlite> SELECT name FROM COMPANY; 
This will produce the following result. 
NAME 
---------- 
Paul 
Allen 
Teddy 
Mark 
David 
Kim 
James 
Paul 
James 
James 
Now, let us use DISTINCT keyword with the above SELECT query and see the result. 
sqlite> SELECT DISTINCT name FROM COMPANY; 
This will produce the following result, where there is no duplicate entry. 
NAME 
---------- 
Paul 
Allen 
Teddy 
Mark 
David 
Kim 
James 
SQLite PRAGMA command is a special command to be used to control various environmental variables and state 
flags within the SQLite environment. A PRAGMA value can be read and it can also be set based on the 
requirements. 
Syntax 
To query the current PRAGMA value, just provide the name of the pragma. 
PRAGMA pragma_name; 
To set a new value for PRAGMA, use the following syntax. 
PRAGMA pragma_name = value; 
The set mode can be either the name or the integer equivalent but the returned value will always be an integer. 



auto_vacuum Pragma 
The auto_vacuum pragma gets or sets the auto-vacuum mode. Following is the simple syntax. 
PRAGMA [database.]auto_vacuum; 
PRAGMA [database.]auto_vacuum = mode; 
Where mode can be any of the following − 

Sr.No. Pragma Value & Description 

1 0 or NONE 
Auto-vacuum is disabled. This is the default mode which means that 
a database file will never shrink in size unless it is manually 
vacuumed using the VACUUM command. 

2 1 or FULL 
Auto-vacuum is enabled and fully automatic which allows a database 
file to shrink as data is removed from the database. 

3 2 or INCREMENTAL 
Auto-vacuum is enabled but must be manually activated. In this 
mode the reference data is maintained, but free pages are simply put 
on the free list. These pages can be recovered using 
the incremental_vacuum pragma any time. 

cache_size Pragma 
The cache_size pragma can get or temporarily set the maximum size of the in-memory page cache. Following is 
the simple syntax. 
PRAGMA [database.]cache_size; 
PRAGMA [database.]cache_size = pages; 
The pages value represents the number of pages in the cache. The built-in page cache has a default size of 2,000 
pages and a minimum size of 10 pages. 

case_sensitive_like Pragma 
The case_sensitive_like pragma controls the case-sensitivity of the built-in LIKE expression. By default, this 
pragma is false which means that the built-in LIKE operator ignores the letter case. Following is the simple 
syntax. 
PRAGMA case_sensitive_like = [true|false]; 
There is no way to query for the current state of this pragma. 

count_changes Pragma 
count_changes pragma gets or sets the return value of data manipulation statements such as INSERT, UPDATE 
and DELETE. Following is the simple syntax. 
PRAGMA count_changes; 
PRAGMA count_changes = [true|false]; 
By default, this pragma is false and these statements do not return anything. If set to true, each of the mentioned 
statement will return a one-column, one-row table consisting of a single integer value indicating impacted rows by 
the operation. 

database_list Pragma 
The database_list pragma will be used to list down all the databases attached. Following is the simple syntax. 
PRAGMA database_list; 
This pragma will return a three-column table with one row per open or attached database giving database 
sequence number, its name and the file associated. 

encoding Pragma 
The encoding pragma controls how strings are encoded and stored in a database file. Following is the simple 
syntax. 
PRAGMA encoding; 
PRAGMA encoding = format; 
The format value can be one of UTF-8, UTF-16le, or UTF-16be. 

freelist_count Pragma 
The freelist_count pragma returns a single integer indicating how many database pages are currently marked as 
free and available. Following is the simple syntax. 
PRAGMA [database.]freelist_count; 
The format value can be one of UTF-8, UTF-16le, or UTF-16be. 

index_info Pragma 
The index_info pragma returns information about a database index. Following is the simple syntax. 
PRAGMA [database.]index_info( index_name ); 
The result set will contain one row for each column contained in the index giving column sequence, column index 
with-in table and column name. 



index_list Pragma 
index_list pragma lists all of the indexes associated with a table. Following is the simple syntax. 
PRAGMA [database.]index_list( table_name ); 
The result set will contain one row for each index giving index sequence, index name and flag indicating whether 
the index is unique or not. 

journal_mode Pragma 
The journal_mode pragma gets or sets the journal mode which controls how the journal file is stored and 
processed. Following is the simple syntax. 
PRAGMA journal_mode; 
PRAGMA journal_mode = mode; 
PRAGMA database.journal_mode; 
PRAGMA database.journal_mode = mode; 
There are five supported journal modes as listed in the following table. 

Sr.No. Pragma Value & Description 

1 DELETE 
This is the default mode. Here at the conclusion of a transaction, the 
journal file is deleted. 

2 TRUNCATE 
The journal file is truncated to a length of zero bytes. 

3 PERSIST 
The journal file is left in place, but the header is overwritten to 
indicate the journal is no longer valid. 

4 MEMORY 
The journal record is held in memory, rather than on disk. 

5 OFF 
No journal record is kept. 

max_page_count Pragma 
The max_page_count pragma gets or sets the maximum allowed page count for a database. Following is the 
simple syntax. 
PRAGMA [database.]max_page_count; 
PRAGMA [database.]max_page_count = max_page; 
The default value is 1,073,741,823 which is one giga-page, which means if the default 1 KB page size, this allows 
databases to grow up to one terabyte. 

page_count Pragma 
The page_count pragma returns in the current number of pages in the database. Following is the simple syntax 
− 
PRAGMA [database.]page_count; 
The size of the database file should be page_count * page_size. 

page_size Pragma 
The page_size pragma gets or sets the size of the database pages. Following is the simple syntax. 
PRAGMA [database.]page_size; 
PRAGMA [database.]page_size = bytes; 
By default, the allowed sizes are 512, 1024, 2048, 4096, 8192, 16384, and 32768 bytes. The only way to alter 
the page size on an existing database is to set the page size and then immediately VACUUM the database. 

parser_trace Pragma 
The parser_trace pragma controls printing the debugging state as it parses SQL commands. Following is the 
simple syntax. 
PRAGMA parser_trace = [true|false]; 
By default, it is set to false but when enabled by setting it to true, the SQL parser will print its state as it parses 
SQL commands. 

recursive_triggers Pragma 
The recursive_triggers pragma gets or sets the recursive trigger functionality. If recursive triggers are not 
enabled, a trigger action will not fire another trigger. Following is the simple syntax. 
PRAGMA recursive_triggers; 
PRAGMA recursive_triggers = [true|false]; 

schema_version Pragma 
The schema_version pragma gets or sets the schema version value that is stored in the database header. 
Following is the simple syntax. 



PRAGMA [database.]schema_version; 
PRAGMA [database.]schema_version = number; 
This is a 32-bit signed integer value that keeps track of schema changes. Whenever a schema-altering command 
is executed (like, CREATE... or DROP...), this value is incremented. 

secure_delete Pragma 
The secure_delete pragma is used to control how the content is deleted from the database. Following is the 
simple syntax. 
PRAGMA secure_delete; 
PRAGMA secure_delete = [true|false]; 
PRAGMA database.secure_delete; 
PRAGMA database.secure_delete = [true|false]; 
The default value for the secure delete flag is normally off, but this can be changed with the 
SQLITE_SECURE_DELETE build option. 

sql_trace Pragma 
The sql_trace pragma is used to dump SQL trace results to the screen. Following is the simple syntax. 
PRAGMA sql_trace; 
PRAGMA sql_trace = [true|false]; 
SQLite must be compiled with the SQLITE_DEBUG directive for this pragma to be included. 

synchronous Pragma 
The synchronous pragma gets or sets the current disk synchronization mode, which controls how aggressively 
SQLite will write data all the way out to physical storage. Following is the simple syntax. 
PRAGMA [database.]synchronous; 
PRAGMA [database.]synchronous = mode; 
SQLite supports the following synchronization modes as listed in the table. 

Sr.No. Pragma Value & Description 

1 0 or OFF 
No syncs at all 

2 1 or NORMAL 
Sync after each sequence of critical disk operations 

3 2 or FULL 
Sync after each critical disk operation 

temp_store Pragma 
The temp_store pragma gets or sets the storage mode used by temporary database files. Following is the simple 
syntax. 
PRAGMA temp_store; 
PRAGMA temp_store = mode; 
SQLite supports the following storage modes. 

Sr.No. Pragma Value & Description 

1 0 or DEFAULT 
Use compile-time default. Normally FILE. 

2 1 or FILE 
Use file-based storage. 

3 2 or MEMORY 
Use memory-based storage. 

temp_store_directory Pragma 
The temp_store_directory pragma gets or sets the location used for temporary database files. Following is the 
simple syntax. 
PRAGMA temp_store_directory; 
PRAGMA temp_store_directory = 'directory_path'; 

user_version Pragma 
The user_version pragma gets or sets the user-defined version value that is stored in the database header. 
Following is the simple syntax. 
PRAGMA [database.]user_version; 
PRAGMA [database.]user_version = number; 
This is a 32-bit signed integer value, which can be set by the developer for version tracking purpose. 

writable_schema Pragma 
The writable_schema pragma gets or sets the ability to modify system tables. Following is the simple syntax. 



PRAGMA writable_schema; 
PRAGMA writable_schema = [true|false]; 
If this pragma is set, tables that start with sqlite_ can be created and modified, including the sqlite_master table. 
Be careful while using pragma because it can lead to complete database corruption. 
Constraints are the rules enforced on a data columns on table. These are used to limit the type of data that can 
go into a table. This ensures the accuracy and reliability of the data in the database. 
Constraints could be column level or table level. Column level constraints are applied only to one column, whereas 
table level constraints are applied to the whole table. 
Following are commonly used constraints available in SQLite. 

 NOT NULL Constraint − Ensures that a column cannot have NULL value. 
 DEFAULT Constraint − Provides a default value for a column when none is specified. 
 UNIQUE Constraint − Ensures that all values in a column are different. 
 PRIMARY Key − Uniquely identifies each row/record in a database table. 
 CHECK Constraint − Ensures that all values in a column satisfies certain conditions. 

NOT NULL Constraint 
By default, a column can hold NULL values. If you do not want a column to have a NULL value, then you need to 
define such constraint on this column specifying that NULL is now not allowed for that column. 
A NULL is not the same as no data, rather, it represents unknown data. 
Example 
For example, the following SQLite statement creates a new table called COMPANY and adds five columns, three of 
which, ID and NAME and AGE, specifies not to accept NULLs. 
CREATE TABLE COMPANY( 
   ID INT PRIMARY KEY     NOT NULL, 
   NAME           TEXT    NOT NULL, 
   AGE            INT     NOT NULL, 
   ADDRESS        CHAR(50), 
   SALARY         REAL 
); 

DEFAULT Constraint 
The DEFAULT constraint provides a default value to a column when the INSERT INTO statement does not provide 
a specific value. 
Example 
For example, the following SQLite statement creates a new table called COMPANY and adds five columns. Here, 
SALARY column is set to 5000.00 by default, thus in case INSERT INTO statement does not provide a value for 
this column, then by default, this column would be set to 5000.00. 
CREATE TABLE COMPANY( 
   ID INT PRIMARY KEY     NOT NULL, 
   NAME           TEXT    NOT NULL, 
   AGE            INT     NOT NULL, 
   ADDRESS        CHAR(50), 
   SALARY         REAL    DEFAULT 50000.00 
); 

UNIQUE Constraint 
The UNIQUE Constraint prevents two records from having identical values in a particular column. In the COMPANY 
table, for example, you might want to prevent two or more people from having an identical age. 
Example 
For example, the following SQLite statement creates a new table called COMPANY and adds five columns. Here, 
AGE column is set to UNIQUE, so that you cannot have two records with the same age − 
CREATE TABLE COMPANY( 
   ID INT PRIMARY KEY     NOT NULL, 
   NAME           TEXT    NOT NULL, 
   AGE            INT     NOT NULL UNIQUE, 
   ADDRESS        CHAR(50), 
   SALARY         REAL    DEFAULT 50000.00 
); 

PRIMARY KEY Constraint 
The PRIMARY KEY constraint uniquely identifies each record in a database table. There can be more UNIQUE 
columns, but only one primary key in a table. Primary keys are important when designing the database tables. 
Primary keys are unique IDs. 
We use them to refer to table rows. Primary keys become foreign keys in other tables, when creating relations 
among tables. Due to a 'longstanding coding oversight', primary keys can be NULL in SQLite. This is not the case 
with other databases. 



A primary key is a field in a table which uniquely identifies each rows/records in a database table. Primary keys 
must contain unique values. A primary key column cannot have NULL values. 
A table can have only one primary key, which may consist of single or multiple fields. When multiple fields are 
used as a primary key, they are called a composite key. 
If a table has a primary key defined on any field(s), then you cannot have two records having the same value of 
that field(s). 
Example 
You already have seen various examples above where we have created COMPANY table with ID as a primary key. 
CREATE TABLE COMPANY( 
   ID INT PRIMARY KEY     NOT NULL, 
   NAME           TEXT    NOT NULL, 
   AGE            INT     NOT NULL, 
   ADDRESS        CHAR(50), 
   SALARY         REAL 
); 

CHECK Constraint 
CHECK Constraint enables a condition to check the value being entered into a record. If the condition evaluates to 
false, the record violates the constraint and isn't entered into the table. 
Example 
For example, the following SQLite creates a new table called COMPANY and adds five columns. Here, we add a 
CHECK with SALARY column, so that you cannot have any SALARY Zero. 
CREATE TABLE COMPANY3( 
   ID INT PRIMARY KEY     NOT NULL, 
   NAME           TEXT    NOT NULL, 
   AGE            INT     NOT NULL, 
   ADDRESS        CHAR(50), 
   SALARY         REAL    CHECK(SALARY > 0) 
); 

Dropping Constraint 
SQLite supports a limited subset of ALTER TABLE. The ALTER TABLE command in SQLite allows the user to 
rename a table or add a new column to an existing table. It is not possible to rename a column, remove a 
column, or add or remove constraints from a table. 
SQLite Joins clause is used to combine records from two or more tables in a database. A JOIN is a means for 
combining fields from two tables by using values common to each. 
SQL defines three major types of joins − 

 The CROSS JOIN 
 The INNER JOIN 
 The OUTER JOIN 

Before we proceed, let's consider two tables COMPANY and DEPARTMENT. We already have seen INSERT 
statements to populate COMPANY table. So just let's assume the list of records available in COMPANY table − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Another table is DEPARTMENT with the following definition − 
CREATE TABLE DEPARTMENT( 
   ID INT PRIMARY KEY      NOT NULL, 
   DEPT           CHAR(50) NOT NULL, 
   EMP_ID         INT      NOT NULL 
); 
Here is the list of INSERT statements to populate DEPARTMENT table − 
INSERT INTO DEPARTMENT (ID, DEPT, EMP_ID) 
VALUES (1, 'IT Billing', 1 ); 
 
INSERT INTO DEPARTMENT (ID, DEPT, EMP_ID) 
VALUES (2, 'Engineering', 2 ); 
 
INSERT INTO DEPARTMENT (ID, DEPT, EMP_ID) 
VALUES (3, 'Finance', 7 ); 



Finally, we have the following list of records available in DEPARTMENT table − 
ID          DEPT        EMP_ID 
----------  ----------  ---------- 
1           IT Billing  1 
2           Engineering 2 
3           Finance     7 

The CROSS JOIN 
CROSS JOIN matches every row of the first table with every row of the second table. If the input tables have x 
and y row, respectively, the resulting table will have x*y row. Because CROSS JOINs have the potential to 
generate extremely large tables, care must be taken to only use them when appropriate. 
Following is the syntax of CROSS JOIN − 
SELECT ... FROM table1 CROSS JOIN table2 ... 
Based on the above tables, you can write a CROSS JOIN as follows − 
sqlite> SELECT EMP_ID, NAME, DEPT FROM COMPANY CROSS JOIN DEPARTMENT; 
The above query will produce the following result − 
EMP_ID      NAME        DEPT 
----------  ----------  ---------- 
1           Paul        IT Billing 
2           Paul        Engineering 
7           Paul        Finance 
1           Allen       IT Billing 
2           Allen       Engineering 
7           Allen       Finance 
1           Teddy       IT Billing 
2           Teddy       Engineering 
7           Teddy       Finance 
1           Mark        IT Billing 
2           Mark        Engineering 
7           Mark        Finance 
1           David       IT Billing 
2           David       Engineering 
7           David       Finance 
1           Kim         IT Billing 
2           Kim         Engineering 
7           Kim         Finance 
1           James       IT Billing 
2           James       Engineering 
7           James       Finance 

The INNER JOIN 
INNER JOIN creates a new result table by combining column values of two tables (table1 and table2) based upon 
the join-predicate. The query compares each row of table1 with each row of table2 to find all pairs of rows which 
satisfy the join-predicate. When the join-predicate is satisfied, the column values for each matched pair of rows of 
A and B are combined into a result row. 
An INNER JOIN is the most common and default type of join. You can use INNER keyword optionally. 
Following is the syntax of INNER JOIN − 
SELECT ... FROM table1 [INNER] JOIN table2 ON conditional_expression ... 
To avoid redundancy and keep the phrasing shorter, INNER JOIN conditions can be declared with 
a USING expression. This expression specifies a list of one or more columns. 
SELECT ... FROM table1 JOIN table2 USING ( column1 ,... ) ... 
A NATURAL JOIN is similar to a JOIN...USING, only it automatically tests for equality between the values of 
every column that exists in both tables − 
SELECT ... FROM table1 NATURAL JOIN table2... 
Based on the above tables, you can write an INNER JOIN as follows − 
sqlite> SELECT EMP_ID, NAME, DEPT FROM COMPANY INNER JOIN DEPARTMENT 
   ON COMPANY.ID = DEPARTMENT.EMP_ID; 
The above query will produce the following result − 
EMP_ID      NAME        DEPT 
----------  ----------  ---------- 
1           Paul        IT Billing 
2           Allen       Engineering 
7           James       Finance 

The OUTER JOIN 
OUTER JOIN is an extension of INNER JOIN. Though SQL standard defines three types of OUTER JOINs: LEFT, 
RIGHT, and FULL, SQLite only supports the LEFT OUTER JOIN. 
OUTER JOINs have a condition that is identical to INNER JOINs, expressed using an ON, USING, or NATURAL 
keyword. The initial results table is calculated the same way. Once the primary JOIN is calculated, an OUTER JOIN 



will take any unjoined rows from one or both tables, pad them out with NULLs, and append them to the resulting 
table. 
Following is the syntax of LEFT OUTER JOIN − 
SELECT ... FROM table1 LEFT OUTER JOIN table2 ON conditional_expression ... 
To avoid redundancy and keep the phrasing shorter, OUTER JOIN conditions can be declared with a USING 
expression. This expression specifies a list of one or more columns. 
SELECT ... FROM table1 LEFT OUTER JOIN table2 USING ( column1 ,... ) ... 
Based on the above tables, you can write an outer join as follows − 
sqlite> SELECT EMP_ID, NAME, DEPT FROM COMPANY LEFT OUTER JOIN DEPARTMENT 
   ON COMPANY.ID = DEPARTMENT.EMP_ID; 
The above query will produce the following result − 
EMP_ID      NAME        DEPT 
----------  ----------  ---------- 
1           Paul        IT Billing 
2           Allen       Engineering 
            Teddy 
            Mark 
            David 
            Kim 
7           James       Finance 
SQLite UNION clause/operator is used to combine the results of two or more SELECT statements without 
returning any duplicate rows. 
To use UNION, each SELECT must have the same number of columns selected, the same number of column 
expressions, the same data type, and have them in the same order, but they do not have to be of the same 
length. 
Syntax 
Following is the basic syntax of UNION. 
SELECT column1 [, column2 ] 
FROM table1 [, table2 ] 
[WHERE condition] 
 
UNION 
 
SELECT column1 [, column2 ] 
FROM table1 [, table2 ] 
[WHERE condition] 
Here the given condition could be any given expression based on your requirement. 
Example 
Consider the following two tables, (a) COMPANY table as follows − 
sqlite> select * from COMPANY; 
ID          NAME                  AGE         ADDRESS     SALARY 
----------  --------------------  ----------  ----------  ---------- 
1           Paul                  32          California  20000.0 
2           Allen                 25          Texas       15000.0 
3           Teddy                 23          Norway      20000.0 
4           Mark                  25          Rich-Mond   65000.0 
5           David                 27          Texas       85000.0 
6           Kim                   22          South-Hall  45000.0 
7           James                 24          Houston     10000.0 
(b) Another table is DEPARTMENT as follows − 
ID          DEPT                  EMP_ID 
----------  --------------------  ---------- 
1           IT Billing            1 
2           Engineering           2 
3           Finance               7 
4           Engineering           3 
5           Finance               4 
6           Engineering           5 
7           Finance               6 
Now let us join these two tables using SELECT statement along with UNION clause as follows − 
sqlite>  SELECT EMP_ID, NAME, DEPT FROM COMPANY INNER JOIN DEPARTMENT 
         ON COMPANY.ID = DEPARTMENT.EMP_ID 
          
         UNION 
          
         SELECT EMP_ID, NAME, DEPT FROM COMPANY LEFT OUTER JOIN DEPARTMENT 
         ON COMPANY.ID = DEPARTMENT.EMP_ID; 



This will produce the following result. 
EMP_ID      NAME                  DEPT 
----------  --------------------  ---------- 
1           Paul                  IT Billing 
2           Allen                 Engineering 
3           Teddy                 Engineering 
4           Mark                  Finance 
5           David                 Engineering 
6           Kim                   Finance 
7           James                 Finance 

The UNION ALL Clause 
The UNION ALL operator is used to combine the results of two SELECT statements including duplicate rows. 
The same rules that apply to UNION apply to the UNION ALL operator as well. 
Syntax 
Following is the basic syntax of UNION ALL. 
SELECT column1 [, column2 ] 
FROM table1 [, table2 ] 
[WHERE condition] 
 
UNION ALL 
 
SELECT column1 [, column2 ] 
FROM table1 [, table2 ] 
[WHERE condition] 
Here the given condition could be any given expression based on your requirement. 
Example 
Now, let us join the above-mentioned two tables in our SELECT statement as follows − 
sqlite>  SELECT EMP_ID, NAME, DEPT FROM COMPANY INNER JOIN DEPARTMENT 
         ON COMPANY.ID = DEPARTMENT.EMP_ID 
          
         UNION ALL 
 
         SELECT EMP_ID, NAME, DEPT FROM COMPANY LEFT OUTER JOIN DEPARTMENT 
         ON COMPANY.ID = DEPARTMENT.EMP_ID; 
This will produce the following result. 
EMP_ID      NAME                  DEPT 
----------  --------------------  ---------- 
1           Paul                  IT Billing 
2           Allen                 Engineering 
3           Teddy                 Engineering 
4           Mark                  Finance 
5           David                 Engineering 
6           Kim                   Finance 
7           James                 Finance 
1           Paul                  IT Billing 
2           Allen                 Engineering 
3           Teddy                 Engineering 
4           Mark                  Finance 
5           David                 Engineering 
6           Kim                   Finance 
7           James                 Finance 
SQLite NULL is the term used to represent a missing value. A NULL value in a table is a value in a field that 
appears to be blank. 
A field with a NULL value is a field with no value. It is very important to understand that a NULL value is different 
than a zero value or a field that contains spaces. 

Syntax 
Following is the basic syntax of using NULL while creating a table. 
SQLite> CREATE TABLE COMPANY( 
   ID INT PRIMARY KEY     NOT NULL, 
   NAME           TEXT    NOT NULL, 
   AGE            INT     NOT NULL, 
   ADDRESS        CHAR(50), 
   SALARY         REAL 
); 
Here, NOT NULL signifies that the column should always accept an explicit value of the given data type. There 
are two columns where we did not use NOT NULL which means these columns could be NULL. 
A field with a NULL value is one that has been left blank during record creation. 



Example 
The NULL value can cause problems when selecting data, because when comparing an unknown value to any 
other value, the result is always unknown and not included in the final results. Consider the following 
table, COMPANY with the following records − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Let us use UPDATE statement to set a few nullable values as NULL as follows − 
sqlite> UPDATE COMPANY SET ADDRESS = NULL, SALARY = NULL where ID IN(6,7); 
Now, COMPANY table will have the following records. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22 
7           James       24 
Next, let us see the usage of IS NOT NULL operator to list down all the records where SALARY is not NULL. 
sqlite> SELECT  ID, NAME, AGE, ADDRESS, SALARY 
        FROM COMPANY 
        WHERE SALARY IS NOT NULL; 
The above SQLite statement will produce the following result − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
Following is the usage of IS NULL operator, which will list down all the records where SALARY is NULL. 
sqlite> SELECT  ID, NAME, AGE, ADDRESS, SALARY 
        FROM COMPANY 
        WHERE SALARY IS NULL; 
The above SQLite statement will produce the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
6           Kim         22 
7           James       24 
You can rename a table or a column temporarily by giving another name, which is known as ALIAS. The use of 
table aliases means to rename a table in a particular SQLite statement. Renaming is a temporary change and the 
actual table name does not change in the database. 
The column aliases are used to rename a table's columns for the purpose of a particular SQLite query. 

Syntax 
Following is the basic syntax of table alias. 
SELECT column1, column2.... 
FROM table_name AS alias_name 
WHERE [condition]; 
Following is the basic syntax of column alias. 
SELECT column_name AS alias_name 
FROM table_name 
WHERE [condition]; 

Example 
Consider the following two tables, (a) COMPANY table is as follows − 
sqlite> select * from COMPANY; 
ID          NAME                  AGE         ADDRESS     SALARY 
----------  --------------------  ----------  ----------  ---------- 
1           Paul                  32          California  20000.0 
2           Allen                 25          Texas       15000.0 



3           Teddy                 23          Norway      20000.0 
4           Mark                  25          Rich-Mond   65000.0 
5           David                 27          Texas       85000.0 
6           Kim                   22          South-Hall  45000.0 
7           James                 24          Houston     10000.0 
(b) Another table is DEPARTMENT as follows − 
ID          DEPT                  EMP_ID 
----------  --------------------  ---------- 
1           IT Billing            1 
2           Engineering           2 
3           Finance               7 
4           Engineering           3 
5           Finance               4 
6           Engineering           5 
7           Finance               6 
Now, following is the usage of TABLE ALIAS where we use C and D as aliases for COMPANY and DEPARTMENT 
tables respectively − 
sqlite> SELECT C.ID, C.NAME, C.AGE, D.DEPT 
        FROM COMPANY AS C, DEPARTMENT AS D 
        WHERE  C.ID = D.EMP_ID; 
The above SQLite statement will produce the following result − 
ID          NAME        AGE         DEPT 
----------  ----------  ----------  ---------- 
1           Paul        32          IT Billing 
2           Allen       25          Engineering 
3           Teddy       23          Engineering 
4           Mark        25          Finance 
5           David       27          Engineering 
6           Kim         22          Finance 
7           James       24          Finance 
Consider an example for the usage of COLUMN ALIAS where COMPANY_ID is an alias of ID column and 
COMPANY_NAME is an alias of name column. 
sqlite> SELECT C.ID AS COMPANY_ID, C.NAME AS COMPANY_NAME, C.AGE, D.DEPT 
        FROM COMPANY AS C, DEPARTMENT AS D 
        WHERE  C.ID = D.EMP_ID; 
The above SQLite statement will produce the following result − 
COMPANY_ID  COMPANY_NAME  AGE         DEPT 
----------  ------------  ----------  ---------- 
1           Paul          32          IT Billing 
2           Allen         25          Engineering 
3           Teddy         23          Engineering 
4           Mark          25          Finance 
5           David         27          Engineering 
6           Kim           22          Finance 
7           James         24          Finance 
 
  



SQLite Triggers are database callback functions, which are automatically performed/invoked when a specified 
database event occurs. Following are the important points about SQLite triggers − 

 SQLite trigger may be specified to fire whenever a DELETE, INSERT or UPDATE of a particular database 
table occurs or whenever an UPDATE occurs on one or more specified columns of a table. 

 At this time, SQLite supports only FOR EACH ROW triggers, not FOR EACH STATEMENT triggers. Hence, 
explicitly specifying FOR EACH ROW is optional. 

 Both the WHEN clause and the trigger actions may access elements of the row being inserted, deleted, or 
updated using references of the form NEW.column-name and OLD.column-name, where column-
name is the name of a column from the table that the trigger is associated with. 

 If a WHEN clause is supplied, the SQL statements specified are only executed for rows for which the 
WHEN clause is true. If no WHEN clause is supplied, the SQL statements are executed for all rows. 

 The BEFORE or AFTER keyword determines when the trigger actions will be executed relative to the 
insertion, modification, or removal of the associated row. 

 Triggers are automatically dropped when the table that they are associated with is dropped. 
 The table to be modified must exist in the same database as the table or view to which the trigger is 

attached and one must use just tablename not database.tablename. 
 A special SQL function RAISE() may be used within a trigger-program to raise an exception. 

Syntax 
Following is the basic syntax of creating a trigger. 
CREATE TRIGGER trigger_name [BEFORE|AFTER] event_name  
ON table_name 
BEGIN 
 -- Trigger logic goes here.... 
END; 
Here, event_name could be INSERT, DELETE, and UPDATE database operation on the mentioned 
table table_name. You can optionally specify FOR EACH ROW after table name. 
Following is the syntax for creating a trigger on an UPDATE operation on one or more specified columns of a table. 
CREATE TRIGGER trigger_name [BEFORE|AFTER] UPDATE OF column_name  
ON table_name 
BEGIN 
   -- Trigger logic goes here.... 
END; 
Example 
Let us consider a case where we want to keep audit trial for every record being inserted in COMPANY table, which 
we create newly as follows (Drop COMPANY table if you already have it). 
sqlite> CREATE TABLE COMPANY( 
   ID INT PRIMARY KEY     NOT NULL, 
   NAME           TEXT    NOT NULL, 
   AGE            INT     NOT NULL, 
   ADDRESS        CHAR(50), 
   SALARY         REAL 
); 
To keep audit trial, we will create a new table called AUDIT where the log messages will be inserted, whenever 
there is an entry in COMPANY table for a new record. 
sqlite> CREATE TABLE AUDIT( 
   EMP_ID INT NOT NULL, 
   ENTRY_DATE TEXT NOT NULL 
); 
Here, ID is the AUDIT record ID, and EMP_ID is the ID which will come from COMPANY table and DATE will keep 
timestamp when the record will be created in COMPANY table. Now let's create a trigger on COMPANY table as 
follows − 
sqlite> CREATE TRIGGER audit_log AFTER INSERT  
ON COMPANY 
BEGIN 
   INSERT INTO AUDIT(EMP_ID, ENTRY_DATE) VALUES (new.ID, datetime('now')); 
END; 
Now, we will start actual work, Let's start inserting record in COMPANY table which should result in creating an 
audit log record in AUDIT table. Create one record in COMPANY table as follows − 
sqlite> INSERT INTO COMPANY (ID,NAME,AGE,ADDRESS,SALARY) 
VALUES (1, 'Paul', 32, 'California', 20000.00 ); 
This will create one record in COMPANY table, which is as follows − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 



Same time, one record will be created in AUDIT table. This record is the result of a trigger, which we have created 
on INSERT operation in COMPANY table. Similarly, you can create your triggers on UPDATE and DELETE 
operations based on your requirements. 
EMP_ID      ENTRY_DATE 
----------  ------------------- 
1           2013-04-05 06:26:00 

Listing Triggers 
You can list down all the triggers from sqlite_master table as follows − 
sqlite> SELECT name FROM sqlite_master 
WHERE type = 'trigger'; 
The above SQLite statement will list down only one entry as follows − 
name 
---------- 
audit_log 
If you want to list down triggers on a particular table, then use AND clause with table name as follows − 
sqlite> SELECT name FROM sqlite_master 
WHERE type = 'trigger' AND tbl_name = 'COMPANY'; 
The above SQLite statement will also list down only one entry as follows − 
name 
---------- 
audit_log 

Dropping Triggers 
Following is the DROP command, which can be used to drop an existing trigger. 
sqlite> DROP TRIGGER trigger_name; 
Indexes are special lookup tables that the database search engine can use to speed up data retrieval. Simply put, 
an index is a pointer to data in a table. An index in a database is very similar to an index in the back of a book. 
For example, if you want to reference all pages in a book that discuss a certain topic, you first refer to the index, 
which lists all topics alphabetically and are then referred to one or more specific page numbers. 
An index helps speed up SELECT queries and WHERE clauses, but it slows down data input, with UPDATE and 
INSERT statements. Indexes can be created or dropped with no effect on the data. 
Creating an index involves the CREATE INDEX statement, which allows you to name the index, to specify the table 
and which column or columns to index, and to indicate whether the index is in an ascending or descending order. 
Indexes can also be unique, similar to the UNIQUE constraint, in that the index prevents duplicate entries in the 
column or combination of columns on which there's an index. 

The CREATE INDEX Command 
Following is the basic syntax of CREATE INDEX. 
CREATE INDEX index_name ON table_name; 
Single-Column Indexes 
A single-column index is one that is created based on only one table column. The basic syntax is as follows − 
CREATE INDEX index_name 
ON table_name (column_name); 
Unique Indexes 
Unique indexes are used not only for performance, but also for data integrity. A unique index does not allow any 
duplicate values to be inserted into the table. The basic syntax is as follows − 
CREATE UNIQUE INDEX index_name 
on table_name (column_name); 
Composite Indexes 
A composite index is an index on two or more columns of a table. The basic syntax is as follows − 
CREATE INDEX index_name 
on table_name (column1, column2); 
Whether to create a single-column index or a composite index, take into consideration the column(s) that you 
may use very frequently in a query's WHERE clause as filter conditions. 
Should there be only one column used, a single-column index should be the choice. Should there be two or more 
columns that are frequently used in the WHERE clause as filters, the composite index would be the best choice. 
Implicit Indexes 
Implicit indexes are indexes that are automatically created by the database server when an object is created. 
Indexes are automatically created for primary key constraints and unique constraints. 
Example 
Following is an example where we will create an index in COMPANY table for salary column − 
sqlite> CREATE INDEX salary_index ON COMPANY (salary); 
Now, let's list down all the indices available in COMPANY table using .indices command as follows − 
sqlite> .indices COMPANY 



This will produce the following result, where sqlite_autoindex_COMPANY_1 is an implicit index which got created 
when the table itself was created. 
salary_index 
sqlite_autoindex_COMPANY_1 
You can list down all the indexes database wide as follows − 
sqlite> SELECT * FROM sqlite_master WHERE type = 'index'; 

The DROP INDEX Command 
An index can be dropped using SQLite DROP command. Care should be taken when dropping an index because 
performance may be slowed or improved. 
Following is the basic syntax is as follows − 
DROP INDEX index_name; 
You can use the following statement to delete previously created index. 
sqlite> DROP INDEX salary_index; 

When Should Indexes Be Avoided? 
Although indexes are intended to enhance the performance of a database, there are times when they should be 
avoided. The following guidelines indicate when the use of an index should be reconsidered. 
Indexes should not be used in − 

 Small tables. 
 Tables that have frequent, large batch update or insert operations. 
 Columns that contain a high number of NULL values. 
 Columns that are frequently manipulated. 

 
The "INDEXED BY index-name" clause specifies that the named index must be used in order to look up values on 
the preceding table. 
If index-name does not exist or cannot be used for the query, then the preparation of the SQLite statement fails. 
The "NOT INDEXED" clause specifies that no index shall be used when accessing the preceding table, including 
implied indices created by UNIQUE and PRIMARY KEY constraints. 
However, the INTEGER PRIMARY KEY can still be used to look up entries even when "NOT INDEXED" is specified. 

Syntax 
Following is the syntax for INDEXED BY clause and it can be used with DELETE, UPDATE or SELECT statement. 
SELECT|DELETE|UPDATE column1, column2... 
INDEXED BY (index_name) 
table_name 
WHERE (CONDITION); 

Example 
Consider table COMPANY We will create an index and use it for performing INDEXED BY operation. 
sqlite> CREATE INDEX salary_index ON COMPANY(salary); 
sqlite> 
Now selecting the data from table COMPANY you can use INDEXED BY clause as follows − 
sqlite> SELECT * FROM COMPANY INDEXED BY salary_index WHERE salary > 5000; 
This will produce the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
7           James       24          Houston     10000.0 
2           Allen       25          Texas       15000.0 
1           Paul        32          California  20000.0 
3           Teddy       23          Norway      20000.0 
6           Kim         22          South-Hall  45000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
SQLite ALTER TABLE command modifies an existing table without performing a full dump and reload of the data. 
You can rename a table using ALTER TABLE statement and additional columns can be added in an existing table 
using ALTER TABLE statement. 
There is no other operation supported by ALTER TABLE command in SQLite except renaming a table and adding a 
column in an existing table. 

Syntax 
Following is the basic syntax of ALTER TABLE to RENAME an existing table. 
ALTER TABLE database_name.table_name RENAME TO new_table_name; 
Following is the basic syntax of ALTER TABLE to add a new column in an existing table. 
ALTER TABLE database_name.table_name ADD COLUMN column_def...; 

Example 
Consider the COMPANY table with the following records − 
ID          NAME        AGE         ADDRESS     SALARY 



----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Now, let's try to rename this table using ALTER TABLE statement as follows − 
sqlite> ALTER TABLE COMPANY RENAME TO OLD_COMPANY; 
The above SQLite statement will rename COMPANY table to OLD_COMPANY. Now, let's try to add a new column in 
OLD_COMPANY table as follows − 
sqlite> ALTER TABLE OLD_COMPANY ADD COLUMN SEX char(1); 
COMPANY table is now changed and following will be the output from SELECT statement. 
ID          NAME        AGE         ADDRESS     SALARY      SEX 
----------  ----------  ----------  ----------  ----------  --- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
It should be noted that newly added column is filled with NULL values. 
Unfortunately, we do not have TRUNCATE TABLE command in SQLite but you can use SQLite DELETE command 
to delete complete data from an existing table, though it is recommended to use DROP TABLE command to drop 
the complete table and re-create it once again. 

Syntax 
Following is the basic syntax of DELETE command. 
sqlite> DELETE FROM table_name; 
Following is the basic syntax of DROP TABLE. 
sqlite> DROP TABLE table_name; 
If you are using DELETE TABLE command to delete all the records, it is recommended to use VACUUM command 
to clear unused space. 

Example 
Consider COMPANY table with the following records. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Following is the example to truncate the above table − 
SQLite> DELETE FROM COMPANY; 
SQLite> VACUUM; 
Now, COMPANY table is truncated completely and nothing will be the output from SELECT statement. 

Properties of Transactions 
Transactions have the following four standard properties, usually referred to by the acronym ACID. 

 Atomicity − Ensures that all operations within the work unit are completed successfully; otherwise, the 
transaction is aborted at the point of failure and previous operations are rolled back to their former state. 

 Consistency − Ensures that the database properly changes states upon a successfully committed 
transaction. 

 Isolation − Enables transactions to operate independently of and transparent to each other. 
 Durability − Ensures that the result or effect of a committed transaction persists in case of a system 

failure. 

Transaction Control 
Following are the following commands used to control transactions: 

 BEGIN TRANSACTION − To start a transaction. 
 COMMIT − To save the changes, alternatively you can use END TRANSACTION command. 
 ROLLBACK − To rollback the changes. 



Transactional control commands are only used with DML commands INSERT, UPDATE, and DELETE. They cannot 
be used while creating tables or dropping them because these operations are automatically committed in the 
database. 
BEGIN TRANSACTION Command 
Transactions can be started using BEGIN TRANSACTION or simply BEGIN command. Such transactions usually 
persist until the next COMMIT or ROLLBACK command is encountered. However, a transaction will also ROLLBACK 
if the database is closed or if an error occurs. Following is the simple syntax to start a transaction. 
BEGIN; 
or  
BEGIN TRANSACTION; 
COMMIT Command 
COMMIT command is the transactional command used to save changes invoked by a transaction to the database. 
COMMIT command saves all transactions to the database since the last COMMIT or ROLLBACK command. 
Following is the syntax for COMMIT command. 
COMMIT; 
or 
END TRANSACTION; 
ROLLBACK Command 
ROLLBACK command is the transactional command used to undo transactions that have not already been saved 
to the database. 
ROLLBACK command can only be used to undo transactions since the last COMMIT or ROLLBACK command was 
issued. 
Following is the syntax for ROLLBACK command. 
ROLLBACK; 
Example 
Consider COMPANY table with the following records. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Now, let's start a transaction and delete records from the table having age = 25. Then, use ROLLBACK command 
to undo all the changes. 
sqlite> BEGIN; 
sqlite> DELETE FROM COMPANY WHERE AGE = 25; 
sqlite> ROLLBACK; 
Now, if you check COMPANY table, it still has the following records − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Let's start another transaction and delete records from the table having age = 25 and finally we use COMMIT 
command to commit all the changes. 
sqlite> BEGIN; 
sqlite> DELETE FROM COMPANY WHERE AGE = 25; 
sqlite> COMMIT; 
If you now check COMPANY table is still has the following records − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
3           Teddy       23          Norway      20000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
A Subquery or Inner query or Nested query is a query within another SQLite query and embedded within the 
WHERE clause. 



A subquery is used to return data that will be used in the main query as a condition to further restrict the data to 
be retrieved. 
Subqueries can be used with the SELECT, INSERT, UPDATE, and DELETE statements along with the operators 
such as =, <, >, >=, <=, IN, BETWEEN, etc. 
There are a few rules that subqueries must follow − 

 Subqueries must be enclosed within parentheses. 
 A subquery can have only one column in the SELECT clause, unless multiple columns are in the main 

query for the subquery to compare its selected columns. 
 An ORDER BY cannot be used in a subquery, although the main query can use an ORDER BY. The GROUP 

BY can be used to perform the same function as the ORDER BY in a subquery. 
 Subqueries that return more than one row can only be used with multiple value operators, such as the IN 

operator. 
 BETWEEN operator cannot be used with a subquery; however, BETWEEN can be used within the 

subquery. 

Subqueries with SELECT Statement 
Subqueries are most frequently used with the SELECT statement. The basic syntax is as follows − 
SELECT column_name [, column_name ] 
FROM table1 [, table2 ] 
WHERE column_name OPERATOR 
   (SELECT column_name [, column_name ] 
      FROM table1 [, table2 ] 
      [WHERE]) 
Example 
Consider COMPANY table with the following records. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
Now, let us check the following sub-query with SELECT statement. 
sqlite> SELECT *  
   FROM COMPANY  
   WHERE ID IN (SELECT ID  
      FROM COMPANY  
      WHERE SALARY > 45000) ; 
This will produce the following result. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 

Subqueries with INSERT Statement 
Subqueries can also be used with INSERT statements. The INSERT statement uses the data returned from the 
subquery to insert into another table. The selected data in the subquery can be modified with any of the 
character, date, or number functions. 
Following is the basic syntax is as follows − 
INSERT INTO table_name [ (column1 [, column2 ]) ] 
   SELECT [ *|column1 [, column2 ] 
   FROM table1 [, table2 ] 
   [ WHERE VALUE OPERATOR ] 
Example 
Consider a table COMPANY_BKP with similar structure as COMPANY table and can be created using the same 
CREATE TABLE using COMPANY_BKP as the table name. To copy the complete COMPANY table into 
COMPANY_BKP, following is the syntax − 
sqlite> INSERT INTO COMPANY_BKP 
   SELECT * FROM COMPANY  
   WHERE ID IN (SELECT ID  
      FROM COMPANY) ; 

Subqueries with UPDATE Statement 
The subquery can be used in conjunction with the UPDATE statement. Either single or multiple columns in a table 
can be updated when using a subquery with the UPDATE statement. 
Following is the basic syntax is as follows − 



UPDATE table 
SET column_name = new_value 
[ WHERE OPERATOR [ VALUE ] 
   (SELECT COLUMN_NAME 
      FROM TABLE_NAME) 
   [ WHERE) ] 
Example 
Assuming, we have COMPANY_BKP table available which is a backup of COMPANY table. 
Following example updates SALARY by 0.50 times in COMPANY table for all the customers, whose AGE is greater 
than or equal to 27. 
sqlite> UPDATE COMPANY 
   SET SALARY = SALARY * 0.50 
   WHERE AGE IN (SELECT AGE FROM COMPANY_BKP 
      WHERE AGE >= 27 ); 
This would impact two rows and finally COMPANY table would have the following records − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  10000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       42500.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 

Subqueries with DELETE Statement 
Subquery can be used in conjunction with the DELETE statement like with any other statements mentioned above. 
Following is the basic syntax is as follows − 
DELETE FROM TABLE_NAME 
[ WHERE OPERATOR [ VALUE ] 
   (SELECT COLUMN_NAME 
      FROM TABLE_NAME) 
   [ WHERE) ] 
Example 
Assuming, we have COMPANY_BKP table available which is a backup of COMPANY table. 
Following example deletes records from COMPANY table for all the customers whose AGE is greater than or equal 
to 27. 
sqlite> DELETE FROM COMPANY 
   WHERE AGE IN (SELECT AGE FROM COMPANY_BKP 
   WHERE AGE > 27 ); 
This will impact two rows and finally COMPANY table will have the following records − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       42500.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
SQLite AUTOINCREMENT is a keyword used for auto incrementing a value of a field in the table. We can auto 
increment a field value by using AUTOINCREMENT keyword when creating a table with specific column name to 
auto increment. 
The keyword AUTOINCREMENT can be used with INTEGER field only. 

Syntax 
The basic usage of AUTOINCREMENT keyword is as follows − 
CREATE TABLE table_name( 
   column1 INTEGER AUTOINCREMENT, 
   column2 datatype, 
   column3 datatype, 
   ..... 
   columnN datatype, 
); 

Example 
Consider COMPANY table to be created as follows − 
sqlite> CREATE TABLE COMPANY( 
   ID INTEGER PRIMARY KEY AUTOINCREMENT, 
   NAME           TEXT      NOT NULL, 



   AGE            INT       NOT NULL, 
   ADDRESS        CHAR(50), 
   SALARY         REAL 
); 
Now, insert the following records into table COMPANY − 
INSERT INTO COMPANY (NAME,AGE,ADDRESS,SALARY) 
VALUES ( 'Paul', 32, 'California', 20000.00 ); 
 
INSERT INTO COMPANY (NAME,AGE,ADDRESS,SALARY) 
VALUES ('Allen', 25, 'Texas', 15000.00 ); 
 
INSERT INTO COMPANY (NAME,AGE,ADDRESS,SALARY) 
VALUES ('Teddy', 23, 'Norway', 20000.00 ); 
 
INSERT INTO COMPANY (NAME,AGE,ADDRESS,SALARY) 
VALUES ( 'Mark', 25, 'Rich-Mond ', 65000.00 ); 
 
INSERT INTO COMPANY (NAME,AGE,ADDRESS,SALARY) 
VALUES ( 'David', 27, 'Texas', 85000.00 ); 
 
INSERT INTO COMPANY (NAME,AGE,ADDRESS,SALARY) 
VALUES ( 'Kim', 22, 'South-Hall', 45000.00 ); 
 
INSERT INTO COMPANY (NAME,AGE,ADDRESS,SALARY) 
VALUES ( 'James', 24, 'Houston', 10000.00 ); 
This will insert 7 tuples into the table COMPANY and COMPANY will have the following records − 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 
If you take user input through a webpage and insert it into a SQLite database there's a chance that you have left 
yourself wide open for a security issue known as SQL Injection. In this chapter, you will learn how to help prevent 
this from happening and help you secure your scripts and SQLite statements. 
Injection usually occurs when you ask a user for input, like their name, and instead of a name they give you a 
SQLite statement that you will unknowingly run on your database. 
Never trust user provided data, process this data only after validation; as a rule, this is done by pattern matching. 
In the following example, the username is restricted to alphanumerical chars plus underscore and to a length 
between 8 and 20 chars - modify these rules as needed. 
if (preg_match("/^\w{8,20}$/", $_GET['username'], $matches)){ 
   $db = new SQLiteDatabase('filename'); 
   $result = @$db->query("SELECT * FROM users WHERE username = $matches[0]"); 
} else { 
   echo "username not accepted"; 
} 
To demonstrate the problem, consider this excerpt − 
$name = "Qadir'; DELETE FROM users;"; 
@$db->query("SELECT * FROM users WHERE username = '{$name}'"); 
The function call is supposed to retrieve a record from the users table where the name column matches the name 
specified by the user. Under normal circumstances, $name would only contain alphanumeric characters and 
perhaps spaces, such as the string ilia. However in this case, by appending an entirely new query to $name, the 
call to the database turns into a disaster: the injected DELETE query removes all records from users. 
There are databases interfaces which do not permit query stacking or executing multiple queries in a single 
function call. If you try to stack queries, the call fails but SQLite and PostgreSQL, happily perform stacked queries, 
executing all of the queries provided in one string and creating a serious security problem. 

Time Strings 
A time string can be in any of the following formats − 

Sr.No. Time String Example 

1 YYYY-MM-DD 2010-12-30 

2 YYYY-MM-DD HH:MM 2010-12-30 12:10 



3 YYYY-MM-DD HH:MM:SS.SSS 2010-12-30 12:10:04.100 

4 MM-DD-YYYY HH:MM 30-12-2010 12:10 

5 HH:MM 12:10 

6 YYYY-MM-DDTHH:MM 2010-12-30 12:10 

7 HH:MM:SS 12:10:01 

8 YYYYMMDD HHMMSS 20101230 121001 

9 now 2013-05-07 

You can use the "T" as a literal character separating the date and the time. 

Modifiers 
The time string can be followed by zero or more modifiers that will alter date and/or time returned by any of the 
above five functions. Modifiers are applied from the left to right. 
Following modifers are available in SQLite − 

 NNN days 
 NNN hours 
 NNN minutes 
 NNN.NNNN seconds 
 NNN months 
 NNN years 
 start of month 
 start of year 
 start of day 
 weekday N 
 unixepoch 
 localtime 
 utc 

Formatters 
SQLite provides a very handy function strftime() to format any date and time. You can use the following 
substitutions to format your date and time. 

Substitution Description 

%d Day of month, 01-31 

%f Fractional seconds, SS.SSS 

%H Hour, 00-23 

%j Day of year, 001-366 

%J Julian day number, DDDD.DDDD 

%m Month, 00-12 

%M Minute, 00-59 

%s Seconds since 1970-01-01 

%S Seconds, 00-59 

%w Day of week, 0-6 (0 is Sunday) 

%W Week of year, 01-53 

%Y Year, YYYY 



%% % symbol 

Examples 
Let's try various examples now using SQLite prompt. Following command computes the current date. 
sqlite> SELECT date('now'); 
2013-05-07 
Following command computes the last day of the current month. 
sqlite> SELECT date('now','start of month','+1 month','-1 day'); 
2013-05-31 
Following command computes the date and time for a given UNIX timestamp 1092941466. 
sqlite> SELECT datetime(1092941466, 'unixepoch'); 
2004-08-19 18:51:06 
Following command computes the date and time for a given UNIX timestamp 1092941466 and compensate for 
your local timezone. 
sqlite> SELECT datetime(1092941466, 'unixepoch', 'localtime'); 
2004-08-19 13:51:06 
Following command computes the current UNIX timestamp. 
sqlite> SELECT strftime('%s','now'); 
1393348134 
Following command computes the number of days since the signing of the US Declaration of Independence. 
sqlite> SELECT julianday('now') - julianday('1776-07-04'); 
86798.7094695023 
Following command computes the number of seconds since a particular moment in 2004. 
sqlite> SELECT strftime('%s','now') - strftime('%s','2004-01-01 02:34:56'); 
295001572 
Following command computes the date of the first Tuesday in October for the current year. 
sqlite> SELECT date('now','start of year','+9 months','weekday 2'); 
2013-10-01 
Following command computes the time since the UNIX epoch in seconds (like strftime('%s','now') except includes 
fractional part). 
sqlite> SELECT (julianday('now') - 2440587.5)*86400.0; 
1367926077.12598 
To convert between UTC and local time values when formatting a date, use the utc or localtime modifiers as 
follows − 
sqlite> SELECT time('12:00', 'localtime'); 
05:00:00 
sqlite> SELECT time('12:00', 'utc'); 
19:00:00 
SQLite has many built-in functions to perform processing on string or numeric data. Following is the list of few 
useful SQLite built-in functions and all are case in-sensitive which means you can use these functions either in 
lower-case form or in upper-case or in mixed form. For more details, you can check official documentation for 
SQLite. 

Sr.No. Function & Description 

1 SQLite COUNT Function 
SQLite COUNT aggregate function is used to count the number of 
rows in a database table. 

2 SQLite MAX Function 
SQLite MAX aggregate function allows us to select the highest 
(maximum) value for a certain column. 

3 SQLite MIN Function 
SQLite MIN aggregate function allows us to select the lowest 
(minimum) value for a certain column. 

4 SQLite AVG Function 
SQLite AVG aggregate function selects the average value for certain 
table column. 

5 SQLite SUM Function 
SQLite SUM aggregate function allows selecting the total for a 
numeric column. 



6 SQLite RANDOM Function 
SQLite RANDOM function returns a pseudo-random integer between -
9223372036854775808 and +9223372036854775807. 

7 SQLite ABS Function 
SQLite ABS function returns the absolute value of the numeric 
argument. 

8 SQLite UPPER Function 
SQLite UPPER function converts a string into upper-case letters. 

9 SQLite LOWER Function 
SQLite LOWER function converts a string into lower-case letters. 

10 SQLite LENGTH Function 
SQLite LENGTH function returns the length of a string. 

11 SQLite sqlite_version Function 
SQLite sqlite_version function returns the version of the SQLite 
library. 

Before we start giving examples on the above-mentioned functions, consider COMPANY table with the following 
records. 
ID          NAME        AGE         ADDRESS     SALARY 
----------  ----------  ----------  ----------  ---------- 
1           Paul        32          California  20000.0 
2           Allen       25          Texas       15000.0 
3           Teddy       23          Norway      20000.0 
4           Mark        25          Rich-Mond   65000.0 
5           David       27          Texas       85000.0 
6           Kim         22          South-Hall  45000.0 
7           James       24          Houston     10000.0 

SQLite COUNT Function 
SQLite COUNT aggregate function is used to count the number of rows in a database table. Following is an 
example − 
sqlite> SELECT count(*) FROM COMPANY; 
The above SQLite SQL statement will produce the following. 
count(*) 
---------- 
7 

SQLite MAX Function 
SQLite MAX aggregate function allows us to select the highest (maximum) value for a certain column. Following is 
an example − 
sqlite> SELECT max(salary) FROM COMPANY; 
The above SQLite SQL statement will produce the following. 
max(salary) 
----------- 
85000.0 

SQLite MIN Function 
SQLite MIN aggregate function allows us to select the lowest (minimum) value for a certain column. Following is 
an example − 
sqlite> SELECT min(salary) FROM COMPANY; 
The above SQLite SQL statement will produce the following. 
min(salary) 
----------- 
10000.0 

SQLite AVG Function 
SQLite AVG aggregate function selects the average value for a certain table column. Following is an the example 
− 
sqlite> SELECT avg(salary) FROM COMPANY; 
The above SQLite SQL statement will produce the following. 
avg(salary) 
---------------- 
37142.8571428572 

SQLite SUM Function 



SQLite SUM aggregate function allows selecting the total for a numeric column. Following is an example − 
sqlite> SELECT sum(salary) FROM COMPANY; 
The above SQLite SQL statement will produce the following. 
sum(salary) 
----------- 
260000.0 

SQLite RANDOM Function 
SQLite RANDOM function returns a pseudo-random integer between -9223372036854775808 and 
+9223372036854775807. Following is an example − 
sqlite> SELECT random() AS Random; 
The above SQLite SQL statement will produce the following. 
Random 
------------------- 
5876796417670984050 

SQLite ABS Function 
SQLite ABS function returns the absolute value of the numeric argument. Following is an example − 
sqlite> SELECT abs(5), abs(-15), abs(NULL), abs(0), abs("ABC"); 
The above SQLite SQL statement will produce the following. 
abs(5)      abs(-15)    abs(NULL)   abs(0)      abs("ABC") 
----------  ----------  ----------  ----------  ---------- 
5           15                      0           0.0 

SQLite UPPER Function 
SQLite UPPER function converts a string into upper-case letters. Following is an example − 
sqlite> SELECT upper(name) FROM COMPANY; 
The above SQLite SQL statement will produce the following. 
upper(name) 
----------- 
PAUL 
ALLEN 
TEDDY 
MARK 
DAVID 
KIM 
JAMES 

SQLite LOWER Function 
SQLite LOWER function converts a string into lower-case letters. Following is an example − 
sqlite> SELECT lower(name) FROM COMPANY; 
The above SQLite SQL statement will produce the following. 
lower(name) 
----------- 
paul 
allen 
teddy 
mark 
david 
kim 
james 

SQLite LENGTH Function 
SQLite LENGTH function returns the length of a string. Following is an example − 
sqlite> SELECT name, length(name) FROM COMPANY; 
The above SQLite SQL statement will produce the following. 
NAME        length(name) 
----------  ------------ 
Paul        4 
Allen       5 
Teddy       5 
Mark        4 
David       5 
Kim         3 
James       5 

SQLite sqlite_version Function 
SQLite sqlite_version function returns the version of the SQLite library. Following is an example − 
sqlite> SELECT sqlite_version() AS 'SQLite Version'; 
The above SQLite SQL statement will produce the following. 



SQLite Version 
-------------- 
3.6.20 

UNIT 2 
How To Use The SQLite Dump Command 
SQLite project delivers the sqlite3 tool that allows you to interact with the SQLite database using the command-line 
program. 
By using the sqlite3 tool, you can use the SQL statements to query or update data in the database. In addition, you 
can use special commands, which are known as dot-commands to perform various useful database operations. 
One of these dot-commands is the  .dump command that gives you the ability to dump the entire database or 
tables into a text file. 

Dump the entire database into a file using SQLite 
dump command 
The following command opens a new SQLite database connection to the chinook.db file. 
C:\sqlite>sqlite3 c:/sqlite/chinook.db 
SQLite version 3.13.0 2016-05-18 10:57:30 
Enter ".help" for usage hints. 
sqlite> 
Code language: JavaScript (javascript) 
To dump a database into a file, you use the .dump command. The .dump command converts the entire structure 
and data of an SQLite database into a single text file. 
By default, the .dump command outputs the SQL statements on screen. To issue the output to a file, you use the 
 .output FILENAME command. 
The following commands specify the output of the dump file to chinook.sql and dump the chinook database into 
the chinook.sql file. 
sqlite> .output c:/sqlite/chinook.sql 
sqlite> .dump 
sqlite> .exit 
Code language: JavaScript (javascript) 

Dump a specific table using the SQLite dump 
command 
If you want to dump a specific table, you need to specify the table name followed the .dump command. For 
example, the following command saves the albums table to the albums.sql file. 
sqlite> .output c:/sqlite/albums.sql 
sqlite> .dump albums 
sqlite> .quit 
Code language: JavaScript (javascript) 
The following picture shows the content of the albums.sql file. 



Dump tables structure only using schema 
command 
If you want to dump the structures of ta
commands set the output file to chinook_structure.sql
the chinook_structure.sql file. 
sqlite> .output c:/sqlite/chinook_structure.sql
sqlite> .schema 
sqlite> .quit 
Code language: JavaScript (javascript) 
The following picture shows the content of the

Dump data of one or more tables into a file
To dump the data of a table into a text file, you use these steps:
First, set the mode to insert using the
sqlite> .mode insert 
Code language: CSS (css) 
From now on, every SELECT statement
Second, set the output to a text file instead of the default standard output. The following command sets the output 
file to the data.sql file. 
sqlite> .output data.sql 
Code language: CSS (css) 

Dump tables structure only using schema 

If you want to dump the structures of tables in a database, you use the .schema command. The following 
chinook_structure.sql file and save the structures of tables into 

chinook_structure.sql 

The following picture shows the content of the chinook_structure.sql file. 

Dump data of one or more tables into a file
To dump the data of a table into a text file, you use these steps: 

using the .mode command as follows: 

SELECT statement will issue the result as the INSERT statements instead of pure text data.
Second, set the output to a text file instead of the default standard output. The following command sets the output 

 
Dump tables structure only using schema 

command. The following 
file and save the structures of tables into 

 

Dump data of one or more tables into a file 

instead of pure text data. 
Second, set the output to a text file instead of the default standard output. The following command sets the output 



Third, issue the SELECT statements to query data from a table that you want to dump. The following command 
returns data from the artists table. 
sqlite> select * from artists; 
Code language: SQL (Structured Query Language)

Check the content of the data.sql file, if everything is fine, you will see the following output:

To dump data from other tables, you need to issue the

Working with csv files in Python
This article explains how to load and parse a CSV file in Python.
First of all, what is a CSV ? 
 
CSV (Comma Separated Values) is a simple
or database. A CSV file stores tabular data (numbers and text) in plain text. Each line of the file is a data 
record. Each record consists of one or more fields, separated by commas. The use of the comma as a field 
separator is the source of the name for this file format.
For working CSV files in python, there is an inbuilt module called
Reading a CSV file 

# importing csv module 
import csv 
   
# csv file name 
filename = "aapl.csv" 
   
# initializing the titles and rows list
fields = [] 
rows = [] 
   
# reading csv file 
with open(filename, 'r') as csvfile:
    # creating a csv reader object
    csvreader = csv.reader(csvfile)
       
    # extracting field names through first row
    fields = next(csvreader) 
   
    # extracting each data row one by one
    for row in csvreader: 
        rows.append(row) 
   
    # get total number of rows 
    print("Total no. of rows: %d"%(csvreader.line_num))
   

statements to query data from a table that you want to dump. The following command 

SQL (Structured Query Language) (sql) 
file, if everything is fine, you will see the following output: 

 
To dump data from other tables, you need to issue the SELECT statements to query data from those tables.

th csv files in Python 
This article explains how to load and parse a CSV file in Python. 

(Comma Separated Values) is a simple file format used to store tabular data, such as a spreadsheet 
bular data (numbers and text) in plain text. Each line of the file is a data 

record. Each record consists of one or more fields, separated by commas. The use of the comma as a field 
separator is the source of the name for this file format. 

files in python, there is an inbuilt module called csv. 

# initializing the titles and rows list 

with open(filename, 'r') as csvfile: 
# creating a csv reader object 

csv.reader(csvfile) 

# extracting field names through first row 

ta row one by one 

 
print("Total no. of rows: %d"%(csvreader.line_num)) 

statements to query data from a table that you want to dump. The following command 

statements to query data from those tables. 

used to store tabular data, such as a spreadsheet 
bular data (numbers and text) in plain text. Each line of the file is a data 

record. Each record consists of one or more fields, separated by commas. The use of the comma as a field 



# printing the field names 
print('Field names are:' + ', '.join(field for field in fields)) 
   
#  printing first 5 rows 
print('\nFirst 5 rows are:\n') 
for row in rows[:5]: 
    # parsing each column of a row 
    for col in row: 
        print("%10s"%col), 
    print('\n') 
The output of above program looks like this: 
 
 
 

 
The above example uses a CSV file aapl.csv which can be downloaded from here. 
Run this program with the aapl.csv file in same directory. 
Let us try to understand this piece of code. 

 with open(filename, 'r') as csvfile: 
     csvreader = csv.reader(csvfile) 

Here, we first open the CSV file in READ mode. The file object is named as csvfile. The file object is 
converted to csv.reader object. We save the csv.reader object as csvreader. 

 fields = csvreader.next() 
csvreader is an iterable object. Hence, .next() method returns the current row and advances the iterator 
to the next row. Since the first row of our csv file contains the headers (or field names), we save them in 
a list called fields. 

 for row in csvreader: 
         rows.append(row) 

Now, we iterate through remaining rows using a for loop. Each row is appended to a list called rows. If 
you try to print each row, one can find that row is nothing but a list containing all the field values. 

 print("Total no. of rows: %d"%(csvreader.line_num)) 
csvreader.line_num is nothing but a counter which returns the number of rows which have been 
iterated. 

Writing to a CSV file 

# importing the csv module 
import csv 
   
# field names 
fields = ['Name', 'Branch', 'Year', 'CGPA'] 



   
# data rows of csv file 
rows = [ ['Nikhil', 'COE', '2', '9.0'], 
         ['Sanchit', 'COE', '2', '9.1'], 
         ['Aditya', 'IT', '2', '9.3'], 
         ['Sagar', 'SE', '1', '9.5'], 
         ['Prateek', 'MCE', '3', '7.8'], 
         ['Sahil', 'EP', '2', '9.1']] 
   
# name of csv file 
filename = "university_records.csv" 
   
# writing to csv file 
with open(filename, 'w') as csvfile: 
    # creating a csv writer object 
    csvwriter = csv.writer(csvfile) 
       
    # writing the fields 
    csvwriter.writerow(fields) 
       
    # writing the data rows 
    csvwriter.writerows(rows) 
Let us try to understand the above code in pieces. 

 fields and rows have been already defined. fields is a list containing all the field names. rows is a list of 
lists. Each row is a list containing the field values of that row. 

 with open(filename, 'w') as csvfile: 
     csvwriter = csv.writer(csvfile) 

Here, we first open the CSV file in WRITE mode. The file object is named as csvfile. The file object is 
converted to csv.writer object. We save the csv.writer object as csvwriter. 

 csvwriter.writerow(fields) 
Now we use writerow method to write the first row which is nothing but the field names. 

  csvwriter.writerows(rows) 
We use writerows method to write multiple rows at once. 

Writing a dictionary to a CSV file 

# importing the csv module 
import csv 
   
# my data rows as dictionary objects 
mydict =[{'branch': 'COE', 'cgpa': '9.0', 'name': 'Nikhil', 
'year': '2'}, 
         {'branch': 'COE', 'cgpa': '9.1', 'name': 'Sanchit', 
'year': '2'}, 
         {'branch': 'IT', 'cgpa': '9.3', 'name': 'Aditya', 'year': 
'2'}, 
         {'branch': 'SE', 'cgpa': '9.5', 'name': 'Sagar', 'year': 
'1'}, 
         {'branch': 'MCE', 'cgpa': '7.8', 'name': 'Prateek', 
'year': '3'}, 
         {'branch': 'EP', 'cgpa': '9.1', 'name': 'Sahil', 'year': 



'2'}] 
   
# field names 
fields = ['name', 'branch', 'year', 'cgpa'] 
   
# name of csv file 
filename = "university_records.csv" 
   
# writing to csv file 
with open(filename, 'w') as csvfile: 
    # creating a csv dict writer object 
    writer = csv.DictWriter(csvfile, fieldnames = fields) 
       
    # writing headers (field names) 
    writer.writeheader() 
       
    # writing data rows 
    writer.writerows(mydict) 
In this example, we write a dictionary mydict to a CSV file. 

 with open(filename, 'w') as csvfile: 
     writer = csv.DictWriter(csvfile, fieldnames = fields) 

Here, the file object (csvfile) is converted to a DictWriter object. 
Here, we specify the fieldnames as an argument. 

  writer.writeheader() 
writeheader method simply writes the first row of your csv file using the pre-specified fieldnames. 

 writer.writerows(mydict) 
writerows method simply writes all the rows but in each row, it writes only the values(not keys). 

So, in the end, our CSV file looks like this: 
 
 
 

 
Important Points: 

 In csv modules, an optional dialect parameter can be given which is used to define a set of parameters 
specific to a particular CSV format. By default, csv module uses excel dialect which makes them 
compatible with excel spreadsheets. You can define your own dialect using register_dialect method. 
Here is an example: 
 



     csv.register_dialect( 
    'mydialect', 
    delimiter = ',', 
    quotechar = '"', 
    doublequote = True, 
    skipinitialspace = True, 
    lineterminator = '\r\n', 
    quoting = csv.QUOTE_MINIMAL) 
Now, while defining a csv.reader or csv.writer object, we can specify the dialect like 
this: 
csvreader = csv.reader(csvfile, dialect='mydialect') 

 Now, consider that a CSV file looks like this in plain-text: 

We notice that the delimiter is not a comma but a semi-
colon. Also, the rows are separated by two newlines instead of one. In such cases, we can specify the 
delimiter and line terminator as follows: 
csvreader = csv.reader(csvfile, delimiter = ';', lineterminator = '\n\n') 

So, this was a brief, yet concise discussion on how to load and parse CSV files in a python program. 

What Is a CSV File? 
A CSV file (Comma Separated Values file) is a type of plain text file that uses 
specific structuring to arrange tabular data. Because it’s a plain text file, it 
can contain only actual text data—in other words, 
printable ASCII or Unicode characters. 
The structure of a CSV file is given away by its name. Normally, CSV files 
use a comma to separate each specific data value. Here’s what that 
structure looks like: 

column 1 name,column 2 name, column 3 name 

first row data 1,first row data 2,first row data 3 

second row data 1,second row data 2,second row data 3 

... 
Notice how each piece of data is separated by a comma. Normally, the first 
line identifies each piece of data—in other words, the name of a data 
column. Every subsequent line after that is actual data and is limited only by 
file size constraints. 
In general, the separator character is called a delimiter, and the comma is 
not the only one used. Other popular delimiters include the tab (\t), colon (:) 



and semi-colon (;) characters. Properly parsing a CSV file requires us to 
know which delimiter is being used. 
Where Do CSV Files Come From? 
CSV files are normally created by programs that handle large amounts of 
data. They are a convenient way to export data from spreadsheets and 
databases as well as import or use it in other programs. For example, you 
might export the results of a data mining program to a CSV file and then 
import that into a spreadsheet to analyze the data, generate graphs for a 
presentation, or prepare a report for publication. 
CSV files are very easy to work with programmatically. Any language that 
supports text file input and string manipulation (like Python) can work with 
CSV files directly. 

Parsing CSV Files With Python’s Built-in CSV 
Library 
The csv library provides functionality to both read from and write to CSV files. 
Designed to work out of the box with Excel-generated CSV files, it is easily 
adapted to work with a variety of CSV formats. The csv library contains 
objects and other code to read, write, and process data from and to CSV 
files. 
Reading CSV Files With csv 
Reading from a CSV file is done using the reader object. The CSV file is opened 
as a text file with Python’s built-in open() function, which returns a file object. 
This is then passed to the reader, which does the heavy lifting. 
Here’s the employee_birthday.txt file: 

name,department,birthday month 

John Smith,Accounting,November 

Erica Meyers,IT,March 
Here’s code to read it: 

import csv 

 

with open('employee_birthday.txt') as csv_file: 

    csv_reader = csv.reader(csv_file, delimiter=',') 

    line_count = 0 

    for row in csv_reader: 

        if line_count == 0: 

            print(f'Column names are {", ".join(row)}') 

            line_count += 1 

        else: 

            print(f'\t{row[0]} works in the {row[1]} department, and was born in {row[2]}.') 



            line_count += 1 

    print(f'Processed {line_count} lines.') 
This results in the following output: 

Column names are name, department, birthday month 

    John Smith works in the Accounting department, and was born in November. 

    Erica Meyers works in the IT department, and was born in March. 

Processed 3 lines. 
Each row returned by the reader is a list of String elements containing the data 
found by removing the delimiters. The first row returned contains the 
column names, which is handled in a special way. 

name,department,birthday month 

John Smith,Accounting,November 

Erica Meyers,IT,March 
Here’s the code to read it in as a dictionary this time: 

import csv 

 

with open('employee_birthday.txt', mode='r') as csv_file: 

    csv_reader = csv.DictReader(csv_file) 

    line_count = 0 

    for row in csv_reader: 

        if line_count == 0: 

            print(f'Column names are {", ".join(row)}') 

            line_count += 1 

        print(f'\t{row["name"]} works in the {row["department"]} department, and was born 

in {row["birthday month"]}.') 

        line_count += 1 

    print(f'Processed {line_count} lines.') 
This results in the same output as before: 

Column names are name, department, birthday month 

    John Smith works in the Accounting department, and was born in November. 

    Erica Meyers works in the IT department, and was born in March. 

Processed 3 lines. 
Where did the dictionary keys come from? The first line of the CSV file is 
assumed to contain the keys to use to build the dictionary. If you don’t have 
these in your CSV file, you should specify your own keys by setting 
the fieldnames optional parameter to a list containing them. 



Optional Python CSV reader Parameters 
The reader object can handle different styles of CSV files by 
specifying additional parameters, some of which are shown below: 

 delimiter specifies the character used to separate each field. The default is 
the comma (','). 

 quotechar specifies the character used to surround fields that contain the 
delimiter character. The default is a double quote (' " '). 

 escapechar specifies the character used to escape the delimiter character, 
in case quotes aren’t used. The default is no escape character. 

These parameters deserve some more explanation. Suppose you’re working 
with the following employee_addresses.txt file: 

name,address,date joined 

john smith,1132 Anywhere Lane Hoboken NJ, 07030,Jan 4 

erica meyers,1234 Smith Lane Hoboken NJ, 07030,March 2 
This CSV file contains three fields: name, address, and date joined, which are 
delimited by commas. The problem is that the data for the address field also 
contains a comma to signify the zip code. 
There are three different ways to handle this situation: 

 Use a different delimiter 
That way, the comma can safely be used in the data itself. You use 
the delimiter optional parameter to specify the new delimiter. 

 Wrap the data in quotes 
The special nature of your chosen delimiter is ignored in quoted 
strings. Therefore, you can specify the character used for quoting with 
the quotechar optional parameter. As long as that character also doesn’t 
appear in the data, you’re fine. 

 Escape the delimiter characters in the data 
Escape characters work just as they do in format strings, nullifying the 
interpretation of the character being escaped (in this case, the 
delimiter). If an escape character is used, it must be specified using 
the escapechar optional parameter. 

Writing CSV Files With csv 
You can also write to a CSV file using a writer object and the .write_row() method: 

import csv 

 

with open('employee_file.csv', mode='w') as employee_file: 

    employee_writer = csv.writer(employee_file, delimiter=',', quotechar='"', 

quoting=csv.QUOTE_MINIMAL) 

 

    employee_writer.writerow(['John Smith', 'Accounting', 'November']) 

    employee_writer.writerow(['Erica Meyers', 'IT', 'March']) 



The quotechar optional parameter tells the writer which character to use to quote 
fields when writing. Whether quoting is used or not, however, is determined 
by the quoting optional parameter: 

 If quoting is set to csv.QUOTE_MINIMAL, then .writerow() will quote fields only if they 
contain the delimiter or the quotechar. This is the default case. 

 If quoting is set to csv.QUOTE_ALL, then .writerow() will quote all fields. 
 If quoting is set to csv.QUOTE_NONNUMERIC, then .writerow() will quote all fields 

containing text data and convert all numeric fields to the float data type. 
 If quoting is set to csv.QUOTE_NONE, then .writerow() will escape delimiters instead of 

quoting them. In this case, you also must provide a value for 
the escapechar optional parameter. 

Writing CSV File From a Dictionary With csv 
Since you can read our data into a dictionary, it’s only fair that you should 
be able to write it out from a dictionary as well: 

import csv 

 

with open('employee_file2.csv', mode='w') as csv_file: 

    fieldnames = ['emp_name', 'dept', 'birth_month'] 

    writer = csv.DictWriter(csv_file, fieldnames=fieldnames) 

 

    writer.writeheader() 

    writer.writerow({'emp_name': 'John Smith', 'dept': 'Accounting', 'birth_month': 

'November'}) 

    writer.writerow({'emp_name': 'Erica Meyers', 'dept': 'IT', 'birth_month': 'March'}) 
Unlike DictReader, the fieldnames parameter is required when writing a dictionary. 
This makes sense, when you think about it: without a list of fieldnames, 
the DictWriter can’t know which keys to use to retrieve values from your 
dictionaries. It also uses the keys in fieldnames to write out the first row as 
column names. 
The code above generates the following output file: 

emp_name,dept,birth_month 

John Smith,Accounting,November 

Erica Meyers,IT,March 

Parsing CSV Files With the pandas Library 
Of course, the Python CSV library isn’t the only game in town. Reading CSV 
files is possible in pandas as well. It is highly recommended if you have a lot of 
data to analyze. 
pandas is an open-source Python library that provides high performance data 
analysis tools and easy to use data structures. pandas is available for all 
Python installations, but it is a key part of the Anaconda distribution and 



works extremely well in Jupyter notebooks to share data, code, analysis 
results, visualizations, and narrative text. 
Installing pandas and its dependencies in Anaconda is easily done: 

$ conda install pandas 
As is using pip/pipenv for other Python installations: 

$ pip install pandas 
We won’t delve into the specifics of how pandas works or how to use it. For an 
in-depth treatment on using pandas to read and analyze large data sets, check 
out Shantnu Tiwari’s superb article on working with large Excel files in 
pandas. 
Reading CSV Files With pandas 
To show some of the power of pandas CSV capabilities, I’ve created a slightly 
more complicated file to read, called hrdata.csv. It contains data on company 
employees: 

Name,Hire Date,Salary,Sick Days remaining 

Graham Chapman,03/15/14,50000.00,10 

John Cleese,06/01/15,65000.00,8 

Eric Idle,05/12/14,45000.00,10 

Terry Jones,11/01/13,70000.00,3 

Terry Gilliam,08/12/14,48000.00,7 

Michael Palin,05/23/13,66000.00,8 
Reading the CSV into a pandas DataFrame is quick and straightforward: 

import pandas 

df = pandas.read_csv('hrdata.csv') 

print(df) 
That’s it: three lines of code, and only one of them is doing the actual 
work. pandas.read_csv() opens, analyzes, and reads the CSV file provided, and 
stores the data in a DataFrame. Printing the DataFrame results in the following 
output: 

             Name Hire Date   Salary  Sick Days remaining 

0  Graham Chapman  03/15/14  50000.0                   10 

1     John Cleese  06/01/15  65000.0                    8 

2       Eric Idle  05/12/14  45000.0                   10 

3     Terry Jones  11/01/13  70000.0                    3 

4   Terry Gilliam  08/12/14  48000.0                    7 

5   Michael Palin  05/23/13  66000.0                    8 
Here are a few points worth noting: 

 First, pandas recognized that the first line of the CSV contained column names, 
and used them automatically. I call this Goodness. 



 However, pandas is also using zero-based integer indices in the DataFrame. That’s 
because we didn’t tell it what our index should be. 

 Further, if you look at the data types of our columns , you’ll 
see pandas has properly converted the Salary and Sick Days remaining columns to 
numbers, but the Hire Date column is still a String. This is easily confirmed 
in interactive mode: 
>>> 

>>> print(type(df['Hire Date'][0])) 

<class 'str'> 
Let’s tackle these issues one at a time. To use a different column as 
the DataFrame index, add the index_col optional parameter: 

import pandas 

df = pandas.read_csv('hrdata.csv', index_col='Name') 

print(df) 
Now the Name field is our DataFrame index: 

               Hire Date   Salary  Sick Days remaining 

Name                                                   

Graham Chapman  03/15/14  50000.0                   10 

John Cleese     06/01/15  65000.0                    8 

Eric Idle       05/12/14  45000.0                   10 

Terry Jones     11/01/13  70000.0                    3 

Terry Gilliam   08/12/14  48000.0                    7 

Michael Palin   05/23/13  66000.0                    8 
Next, let’s fix the data type of the Hire Date field. You can force pandas to read 
data as a date with the parse_dates optional parameter, which is defined as a list 
of column names to treat as dates: 

import pandas 

df = pandas.read_csv('hrdata.csv', index_col='Name', parse_dates=['Hire Date']) 

print(df) 
Notice the difference in the output: 

                Hire Date   Salary  Sick Days remaining 

Name                                                    

Graham Chapman 2014-03-15  50000.0                   10 

John Cleese    2015-06-01  65000.0                    8 

Eric Idle      2014-05-12  45000.0                   10 

Terry Jones    2013-11-01  70000.0                    3 

Terry Gilliam  2014-08-12  48000.0                    7 

Michael Palin  2013-05-23  66000.0                    8 



The date is now formatted properly, which is easily confirmed in interactive 
mode: 
>>> 

>>> print(type(df['Hire Date'][0])) 

<class 'pandas._libs.tslibs.timestamps.Timestamp'> 
If your CSV files doesn’t have column names in the first line, you can use 
the names optional parameter to provide a list of column names. You can also 
use this if you want to override the column names provided in the first line. 
In this case, you must also tell pandas.read_csv() to ignore existing column names 
using the header=0 optional parameter: 

import pandas 

df = pandas.read_csv('hrdata.csv',  

            index_col='Employee',  

            parse_dates=['Hired'],  

            header=0,  

            names=['Employee', 'Hired','Salary', 'Sick Days']) 

print(df) 
Notice that, since the column names changed, the columns specified in 
the index_col and parse_dates optional parameters must also be changed. This now 
results in the following output: 

                    Hired   Salary  Sick Days 

Employee                                      

Graham Chapman 2014-03-15  50000.0         10 

John Cleese    2015-06-01  65000.0          8 

Eric Idle      2014-05-12  45000.0         10 

Terry Jones    2013-11-01  70000.0          3 

Terry Gilliam  2014-08-12  48000.0          7 

Michael Palin  2013-05-23  66000.0          8 
Writing CSV Files With pandas 
Of course, if you can’t get your data out of pandas again, it doesn’t do you 
much good. Writing a DataFrame to a CSV file is just as easy as reading one in. 
Let’s write the data with the new column names to a new CSV file: 

import pandas 

df = pandas.read_csv('hrdata.csv',  

            index_col='Employee',  

            parse_dates=['Hired'], 

            header=0,  

            names=['Employee', 'Hired', 'Salary', 'Sick Days']) 



df.to_csv('hrdata_modified.csv') 
The only difference between this code and the reading code above is that 
the print(df) call was replaced with df.to_csv(), providing the file name. The new 
CSV file looks like this: 

Employee,Hired,Salary,Sick Days 

Graham Chapman,2014-03-15,50000.0,10 

John Cleese,2015-06-01,65000.0,8 

Eric Idle,2014-05-12,45000.0,10 

Terry Jones,2013-11-01,70000.0,3 

Terry Gilliam,2014-08-12,48000.0,7 

Michael Palin,2013-05-23,66000.0,8 

Import a CSV File Into an SQLite Table 

Importing a CSV file into a table using sqlite3 tool 
In the first scenario, you want to import data from CSV file into a table that does not exist in the SQLite database. 

1. First, the sqlite3 tool creates the table. The sqlite3 tool uses the first row of the CSV file as the names of 
the columns of the table. 

2. Second, the sqlite3 tool import data from the second row of the CSV file into the table. 
We will import a CSV file named city.csv with two columns: name and population. You can download it here for 
practicing. 
Download the city.csv file 
To import the c:\sqlite\city.csv file into the cities table: 
First, set the mode to CSV to instruct the command-line shell program to interpret the input file as a CSV file. To 
do this, you use the .mode command as follows: 
sqlite> .mode csv 
Second, use the command .import FILE TABLE to import the data from the city.csv file into the cities table. 
sqlite>.import c:/sqlite/city.csv cities 
To verify the import, you use the command .schema to display the structure of the cities table. 

sqlite> .schema cities 
CREATE TABLE cities( 
  "name" TEXT, 
  "population" TEXT 
); 
Code language: SQL (Structured Query Language) (sql) 
To view the data of the cities table, you use the following SELECT statement. 
SELECT  
   name,  
   population 
FROM  
   cities; 
Code language: SQL (Structured Query Language) (sql) 
In the second scenario, the table is already available in the database and you just need to import the data. 
First, drop the cities table that you have created. 

DROP TABLE IF EXISTS cities; 
Code language: SQL (Structured Query Language) (sql) 
Second, use the following CREATE TABLE statement to create the table cities. 
CREATE TABLE cities( 
  name TEXT NOT NULL, 
  population INTEGER NOT NULL  
); 
Code language: SQL (Structured Query Language) (sql) 



If the table already exists, the sqlite3 tool uses all the rows, including the first row, in the CSV file as the actual 
data to import. Therefore, you should delete the first row of the CSV file.
The following commands import the city_without_header.csv
sqlite> .mode csv 
sqlite> .import c:/sqlite/city_no_header.csv cities
Code language: SQL (Structured Query Language)

Import a CSV file into a table using SQLite Studio
Most SQLite GUI tools provide the import function that allows you to im
delimited format, etc., into a table. 
We will use the SQLite Studio to show you how to import a CSV file into a table with the assumption that the target 
table already exists in the database. 
First, from the menu choose tool menu item.

Second, choose the database and table that you want to import data then click the

Third, choose CSV as the data source type, choose the CSV file in the
the ,(comma) option as the Field sepa
import the data. 

sqlite3 tool uses all the rows, including the first row, in the CSV file as the actual 
data to import. Therefore, you should delete the first row of the CSV file. 

city_without_header.csv file into the cities table. 

sqlite> .import c:/sqlite/city_no_header.csv cities 
SQL (Structured Query Language) (sql) 

Import a CSV file into a table using SQLite Studio
Most SQLite GUI tools provide the import function that allows you to import data from a file in CSV format, tab

We will use the SQLite Studio to show you how to import a CSV file into a table with the assumption that the target 

oose tool menu item. 

 
Second, choose the database and table that you want to import data then click the Next button.

 
Third, choose CSV as the data source type, choose the CSV file in the Input file

Field separator as shown in the picture below. Then click the

sqlite3 tool uses all the rows, including the first row, in the CSV file as the actual 

Import a CSV file into a table using SQLite Studio 
port data from a file in CSV format, tab-

We will use the SQLite Studio to show you how to import a CSV file into a table with the assumption that the target 

button. 

 
Input file field, and choose 

as shown in the picture below. Then click the Finish button to 



In this tutorial, you have learned how to use the sqlite3 and SQLite Studio to import data from a CSV file into a 
table in the SQLite database. 

Export SQLite Database T

Export SQLite Database to a CSV file using sqlite3 
tool 
SQLite project provides you with a command
sqlite3 tool, you can use the SQL statements and dot
To export data from the SQLite database to a CSV file, you use these steps:

1. Turn on the header of the result set using the
2. Set the output mode to CSV to instruct the sqlite3 tool to issue the result in the CSV mo
3. Send the output to a CSV file. 
4. Issue the query to select data from the table to which you want to export.

The following commands select data from the
>sqlite3 c:/sqlite/chinook.db 
sqlite> .headers on 
sqlite> .mode csv 
sqlite> .output data.csv 
sqlite> SELECT customerid, 
   ...>        firstname, 
   ...>        lastname, 
   ...>        company 
   ...>   FROM customers; 
sqlite> .quit 
If you check the data.csv file, you will see the following output.

 
In this tutorial, you have learned how to use the sqlite3 and SQLite Studio to import data from a CSV file into a 

Export SQLite Database To a CSV File 

Export SQLite Database to a CSV file using sqlite3 

SQLite project provides you with a command-line program called sqlite3 or sqlite3.exe on Windows. By using the 
sqlite3 tool, you can use the SQL statements and dot-commands to interact with the SQLite database.
To export data from the SQLite database to a CSV file, you use these steps: 

Turn on the header of the result set using the .header on command. 
Set the output mode to CSV to instruct the sqlite3 tool to issue the result in the CSV mo

 
Issue the query to select data from the table to which you want to export. 

The following commands select data from the customers table and export it to the data.csv

file, you will see the following output. 

 
In this tutorial, you have learned how to use the sqlite3 and SQLite Studio to import data from a CSV file into a 

Export SQLite Database to a CSV file using sqlite3 

line program called sqlite3 or sqlite3.exe on Windows. By using the 
th the SQLite database. 

Set the output mode to CSV to instruct the sqlite3 tool to issue the result in the CSV mode. 

data.csv file. 



Besides using the dot-commands, you can use the options of the sqlite3 tool to export data from the SQLite 
database to a CSV file. 
For example, the following command exports the data from the tracks table to a CSV file named
>sqlite3 -header -csv c:/sqlite/chinook.db "
Code language: SQL (Structured Query Language)

If you have a file named query.sql that contains the script to query data, you can execute the statements in the 
file and export data to a CSV file. 
>sqlite3 -header -csv c:/sqlite/chinook.db < query.sql > data.csv

Export SQLite database to a CSV file using 
SQliteStudio 
The SQLiteStudio provides the export function that allows you to export data in a table or the result of a query to a 
CSV file. 
The following steps show you how to export data from a table to a CSV file.
First, click the Tools > Export menu item

commands, you can use the options of the sqlite3 tool to export data from the SQLite 

For example, the following command exports the data from the tracks table to a CSV file named
c:/sqlite/chinook.db "select * from tracks;" > tracks.csv

SQL (Structured Query Language) (sql) 

that contains the script to query data, you can execute the statements in the 

csv c:/sqlite/chinook.db < query.sql > data.csv 

Export SQLite database to a CSV file using 

The SQLiteStudio provides the export function that allows you to export data in a table or the result of a query to a 

The following steps show you how to export data from a table to a CSV file. 
menu item 

 
commands, you can use the options of the sqlite3 tool to export data from the SQLite 

For example, the following command exports the data from the tracks table to a CSV file named tracks.csv. 
tracks;" > tracks.csv 

 
that contains the script to query data, you can execute the statements in the 

Export SQLite database to a CSV file using 

The SQLiteStudio provides the export function that allows you to export data in a table or the result of a query to a 



Next, choose the database and table that you want to export data; check the Export table data.

Then, choose a single table to export the data.

 
Next, choose the database and table that you want to export data; check the Export table data.

he data. 

Next, choose the database and table that you want to export data; check the Export table data. 

 



After that, (1) choose the CSV as the export format, (2) specify the CSV file name, (3) check the column names in 
the first row, (4) choose comma (,) as the column separator, (5) treat the NULL value as empty string, (6) click 
Finish button to complete exporting. 

Finally, check the customer.csv file, you will see the following content:

After that, (1) choose the CSV as the export format, (2) specify the CSV file name, (3) check the column names in 
the first row, (4) choose comma (,) as the column separator, (5) treat the NULL value as empty string, (6) click 

file, you will see the following content: 

 
After that, (1) choose the CSV as the export format, (2) specify the CSV file name, (3) check the column names in 
the first row, (4) choose comma (,) as the column separator, (5) treat the NULL value as empty string, (6) click 

 



 
  
  

 



UNIT 3 
In this chapter, you will learn how to use SQLite in Python programs. 

Installation 
SQLite3 can be integrated with Python using sqlite3 module, which was written by Gerhard Haring. It provides an 
SQL interface compliant with the DB-API 2.0 specification described by PEP 249. You do not need to install this 
module separately because it is shipped by default along with Python version 2.5.x onwards. 
To use sqlite3 module, you must first create a connection object that represents the database and then optionally 
you can create a cursor object, which will help you in executing all the SQL statements. 

Python sqlite3 module APIs 
Following are important sqlite3 module routines, which can suffice your requirement to work with SQLite database 
from your Python program. If you are looking for a more sophisticated application, then you can look into Python 
sqlite3 module's official documentation. 

Sr.No. API & Description 

1 sqlite3.connect(database [,timeout ,other optional 
arguments]) 
This API opens a connection to the SQLite database file. You can use 
":memory:" to open a database connection to a database that resides 
in RAM instead of on disk. If database is opened successfully, it 
returns a connection object. 
When a database is accessed by multiple connections, and one of the 
processes modifies the database, the SQLite database is locked until 
that transaction is committed. The timeout parameter specifies how 
long the connection should wait for the lock to go away until raising 
an exception. The default for the timeout parameter is 5.0 (five 
seconds). 
If the given database name does not exist then this call will create 
the database. You can specify filename with the required path as well 
if you want to create a database anywhere else except in the current 
directory. 

2 connection.cursor([cursorClass]) 
This routine creates a cursor which will be used throughout of your 
database programming with Python. This method accepts a single 
optional parameter cursorClass. If supplied, this must be a custom 
cursor class that extends sqlite3.Cursor. 

3 cursor.execute(sql [, optional parameters]) 
This routine executes an SQL statement. The SQL statement may be 
parameterized (i. e. placeholders instead of SQL literals). The sqlite3 
module supports two kinds of placeholders: question marks and 
named placeholders (named style). 
For example − cursor.execute("insert into people values (?, ?)", 
(who, age)) 

4 connection.execute(sql [, optional parameters]) 
This routine is a shortcut of the above execute method provided by 
the cursor object and it creates an intermediate cursor object by 
calling the cursor method, then calls the cursor's execute method 
with the parameters given. 

5 cursor.executemany(sql, seq_of_parameters) 
This routine executes an SQL command against all parameter 
sequences or mappings found in the sequence sql. 

6 connection.executemany(sql[, parameters]) 
This routine is a shortcut that creates an intermediate cursor object 
by calling the cursor method, then calls the cursor.s executemany 
method with the parameters given. 

7 cursor.executescript(sql_script) 
This routine executes multiple SQL statements at once provided in 
the form of script. It issues a COMMIT statement first, then executes 
the SQL script it gets as a parameter. All the SQL statements should 



be separated by a semi colon (;). 

8 connection.executescript(sql_script) 
This routine is a shortcut that creates an intermediate cursor object 
by calling the cursor method, then calls the cursor's executescript 
method with the parameters given. 

9 connection.total_changes() 
This routine returns the total number of database rows that have 
been modified, inserted, or deleted since the database connection 
was opened. 

10 connection.commit() 
This method commits the current transaction. If you don't call this 
method, anything you did since the last call to commit() is not visible 
from other database connections. 

11 connection.rollback() 
This method rolls back any changes to the database since the last call 
to commit(). 

12 connection.close() 
This method closes the database connection. Note that this does not 
automatically call commit(). If you just close your database 
connection without calling commit() first, your changes will be lost! 

13 cursor.fetchone() 
This method fetches the next row of a query result set, returning a 
single sequence, or None when no more data is available. 

14 cursor.fetchmany([size = cursor.arraysize]) 
This routine fetches the next set of rows of a query result, returning 
a list. An empty list is returned when no more rows are available. The 
method tries to fetch as many rows as indicated by the size 
parameter. 

15 cursor.fetchall() 
This routine fetches all (remaining) rows of a query result, returning 
a list. An empty list is returned when no rows are available. 

Connect To Database 
Following Python code shows how to connect to an existing database. If the database does not exist, then it will 
be created and finally a database object will be returned. 
#!/usr/bin/python 
 
import sqlite3 
 
conn = sqlite3.connect('test.db') 
 
print "Opened database successfully"; 
Here, you can also supply database name as the special name :memory: to create a database in RAM. Now, let's 
run the above program to create our database test.db in the current directory. You can change your path as per 
your requirement. Keep the above code in sqlite.py file and execute it as shown below. If the database is 
successfully created, then it will display the following message. 
$chmod +x sqlite.py 
$./sqlite.py 
Open database successfully 

Create a Table 
Following Python program will be used to create a table in the previously created database. 
#!/usr/bin/python 
 
import sqlite3 
 
conn = sqlite3.connect('test.db') 
print "Opened database successfully"; 
 
conn.execute('''CREATE TABLE COMPANY 



         (ID INT PRIMARY KEY     NOT NULL, 
         NAME           TEXT    NOT NULL, 
         AGE            INT     NOT NULL, 
         ADDRESS        CHAR(50), 
         SALARY         REAL);''') 
print "Table created successfully"; 
 
conn.close() 
When the above program is executed, it will create the COMPANY table in your test.db and it will display the 
following messages − 
Opened database successfully 
Table created successfully 

INSERT Operation 
Following Python program shows how to create records in the COMPANY table created in the above example. 
#!/usr/bin/python 
 
import sqlite3 
 
conn = sqlite3.connect('test.db') 
print "Opened database successfully"; 
 
conn.execute("INSERT INTO COMPANY (ID,NAME,AGE,ADDRESS,SALARY) \ 
      VALUES (1, 'Paul', 32, 'California', 20000.00 )"); 
 
conn.execute("INSERT INTO COMPANY (ID,NAME,AGE,ADDRESS,SALARY) \ 
      VALUES (2, 'Allen', 25, 'Texas', 15000.00 )"); 
 
conn.execute("INSERT INTO COMPANY (ID,NAME,AGE,ADDRESS,SALARY) \ 
      VALUES (3, 'Teddy', 23, 'Norway', 20000.00 )"); 
 
conn.execute("INSERT INTO COMPANY (ID,NAME,AGE,ADDRESS,SALARY) \ 
      VALUES (4, 'Mark', 25, 'Rich-Mond ', 65000.00 )"); 
 
conn.commit() 
print "Records created successfully"; 
conn.close() 
When the above program is executed, it will create the given records in the COMPANY table and it will display the 
following two lines − 
Opened database successfully 
Records created successfully 

SELECT Operation 
Following Python program shows how to fetch and display records from the COMPANY table created in the above 
example. 
#!/usr/bin/python 
 
import sqlite3 
 
conn = sqlite3.connect('test.db') 
print "Opened database successfully"; 
 
cursor = conn.execute("SELECT id, name, address, salary from COMPANY") 
for row in cursor: 
   print "ID = ", row[0] 
   print "NAME = ", row[1] 
   print "ADDRESS = ", row[2] 
   print "SALARY = ", row[3], "\n" 
 
print "Operation done successfully"; 
conn.close() 
When the above program is executed, it will produce the following result. 
Opened database successfully 
ID = 1 
NAME = Paul 
ADDRESS = California 
SALARY = 20000.0 
 
ID = 2 
NAME = Allen 



ADDRESS = Texas 
SALARY = 15000.0 
 
ID = 3 
NAME = Teddy 
ADDRESS = Norway 
SALARY = 20000.0 
 
ID = 4 
NAME = Mark 
ADDRESS = Rich-Mond 
SALARY = 65000.0 
 
Operation done successfully 

UPDATE Operation 
Following Python code shows how to use UPDATE statement to update any record and then fetch and display the 
updated records from the COMPANY table. 
#!/usr/bin/python 
 
import sqlite3 
 
conn = sqlite3.connect('test.db') 
print "Opened database successfully"; 
 
conn.execute("UPDATE COMPANY set SALARY = 25000.00 where ID = 1") 
conn.commit() 
print "Total number of rows updated :", conn.total_changes 
 
cursor = conn.execute("SELECT id, name, address, salary from COMPANY") 
for row in cursor: 
   print "ID = ", row[0] 
   print "NAME = ", row[1] 
   print "ADDRESS = ", row[2] 
   print "SALARY = ", row[3], "\n" 
 
print "Operation done successfully"; 
conn.close() 
When the above program is executed, it will produce the following result. 
Opened database successfully 
Total number of rows updated : 1 
ID = 1 
NAME = Paul 
ADDRESS = California 
SALARY = 25000.0 
 
ID = 2 
NAME = Allen 
ADDRESS = Texas 
SALARY = 15000.0 
 
ID = 3 
NAME = Teddy 
ADDRESS = Norway 
SALARY = 20000.0 
 
ID = 4 
NAME = Mark 
ADDRESS = Rich-Mond 
SALARY = 65000.0 
 
Operation done successfully 

DELETE Operation 
Following Python code shows how to use DELETE statement to delete any record and then fetch and display the 
remaining records from the COMPANY table. 
#!/usr/bin/python 
 
import sqlite3 
 



conn = sqlite3.connect('test.db') 
print "Opened database successfully"; 
 
conn.execute("DELETE from COMPANY where ID = 2;") 
conn.commit() 
print "Total number of rows deleted :", conn.total_changes 
 
cursor = conn.execute("SELECT id, name, address, salary from COMPANY") 
for row in cursor: 
   print "ID = ", row[0] 
   print "NAME = ", row[1] 
   print "ADDRESS = ", row[2] 
   print "SALARY = ", row[3], "\n" 
 
print "Operation done successfully"; 
conn.close() 
When the above program is executed, it will produce the following result. 
Opened database successfully 
Total number of rows deleted : 1 
ID = 1 
NAME = Paul 
ADDRESS = California 
SALARY = 20000.0 
 
ID = 3 
NAME = Teddy 
ADDRESS = Norway 
SALARY = 20000.0 
 
ID = 4 
NAME = Mark 
ADDRESS = Rich-Mond 
SALARY = 65000.0 
 
Operation done successfully 
 
A module allows you to logically organize your Python code. Grouping related code into a module makes the code 
easier to understand and use. A module is a Python object with arbitrarily named attributes that you can bind and 
reference. 
Simply, a module is a file consisting of Python code. A module can define functions, classes and variables. A 
module can also include runnable code. 
Example 
The Python code for a module named aname normally resides in a file namedaname.py. Here is an example of a 
simple module, support.py − 
def print_func( par ): 
   print "Hello : ", par 
   return 

The import Statement 
You can use any Python source file as a module by executing an import statement in some other Python source 
file. The import has the following syntax − 
import module1[, module2[,... moduleN] 
When the interpreter encounters an import statement, it imports the module if the module is present in the 
search path. A search path is a list of directories that the interpreter searches before importing a module. For 
example, to import the module hello.py, you need to put the following command at the top of the script − 
#!/usr/bin/python3 
 
# Import module support 
import support 
 
# Now you can call defined function that module as follows 
support.print_func("Zara") 
When the above code is executed, it produces the following result − 
Hello : Zara 
A module is loaded only once, regardless of the number of times it is imported. This prevents the module 
execution from happening repeatedly, if multiple imports occur. 

The from...import Statement 



Python's from statement lets you import specific attributes from a module into the current namespace. 
The from...import has the following syntax − 
from modname import name1[, name2[, ... nameN]] 
For example, to import the function fibonacci from the module fib, use the following statement − 
#!/usr/bin/python3 
 
# Fibonacci numbers module 
 
def fib(n): # return Fibonacci series up to n 
   result = [] 
   a, b = 0, 1 
   while b < n: 
      result.append(b) 
      a, b = b, a + b 
   return result 
>>> from fib import fib 
>>> fib(100) 
[1, 1, 2, 3, 5, 8, 13, 21, 34, 55, 89] 
This statement does not import the entire module fib into the current namespace; it just introduces the item 
fibonacci from the module fib into the global symbol table of the importing module. 

The from...import * Statement 
It is also possible to import all the names from a module into the current namespace by using the following import 
statement − 
from modname import * 
This provides an easy way to import all the items from a module into the current namespace; however, this 
statement should be used sparingly. 

Executing Modules as Scripts 
Within a module, the module’s name (as a string) is available as the value of the global variable __name__. The 
code in the module will be executed, just as if you imported it, but with the __name__ set to "__main__". 
Add this code at the end of your module − 
#!/usr/bin/python3 
 
# Fibonacci numbers module 
 
def fib(n): # return Fibonacci series up to n 
   result = [] 
   a, b = 0, 1 
   while b < n: 
      result.append(b) 
      a, b = b, a + b 
   return result 
if __name__ == "__main__": 
   f = fib(100) 
   print(f) 
When you run the above code, the following output will be displayed. 
[1, 1, 2, 3, 5, 8, 13, 21, 34, 55, 89] 

Locating Modules 
When you import a module, the Python interpreter searches for the module in the following sequences − 

 The current directory. 
 If the module is not found, Python then searches each directory in the shell variable PYTHONPATH. 
 If all else fails, Python checks the default path. On UNIX, this default path is normally 

/usr/local/lib/python3/. 
The module search path is stored in the system module sys as the sys.path variable. The sys.path variable 
contains the current directory, PYTHONPATH, and the installation-dependent default. 

The PYTHONPATH Variable 
The PYTHONPATH is an environment variable, consisting of a list of directories. The syntax of PYTHONPATH is the 
same as that of the shell variable PATH. 
Here is a typical PYTHONPATH from a Windows system − 
set PYTHONPATH = c:\python34\lib; 
And here is a typical PYTHONPATH from a UNIX system − 
set PYTHONPATH = /usr/local/lib/python 

Namespaces and Scoping 
Variables are names (identifiers) that map to objects. A namespace is a dictionary of variable names (keys) and 
their corresponding objects (values). 



 A Python statement can access variables in a local namespace and in the global namespace. If a local and 
a global variable have the same name, the local variable shadows the global variable. 

 Each function has its own local namespace. Class methods follow the same scoping rule as ordinary 
functions. 

 Python makes educated guesses on whether variables are local or global. It assumes that any variable 
assigned a value in a function is local. 

 Therefore, in order to assign a value to a global variable within a function, you must first use the global 
statement. 

 The statement global VarName tells Python that VarName is a global variable. Python stops searching the 
local namespace for the variable. 

For example, we define a variable Money in the global namespace. Within the function Money, we assign Money a 
value, therefore Python assumes Money as a local variable. 
However, we accessed the value of the local variable Money before setting it, so an UnboundLocalError is the 
result. Uncommenting the global statement fixes the problem. 
#!/usr/bin/python3 
 
Money = 2000 
def AddMoney(): 
   # Uncomment the following line to fix the code: 
   # global Money 
   Money = Money + 1 
 
print (Money) 
AddMoney() 
print (Money) 

The dir( ) Function 
The dir() built-in function returns a sorted list of strings containing the names defined by a module. 
The list contains the names of all the modules, variables and functions that are defined in a module. Following is a 
simple example − 
#!/usr/bin/python3 
 
# Import built-in module math 
import math 
 
content = dir(math) 
print (content) 
When the above code is executed, it produces the following result − 
['__doc__', '__file__', '__name__', 'acos', 'asin', 'atan',  
'atan2', 'ceil', 'cos', 'cosh', 'degrees', 'e', 'exp',  
'fabs', 'floor', 'fmod', 'frexp', 'hypot', 'ldexp', 'log', 
'log10', 'modf', 'pi', 'pow', 'radians', 'sin', 'sinh',  
'sqrt', 'tan', 'tanh'] 
Here, the special string variable __name__ is the module's name, and __file__ is the filename from which the 
module was loaded. 

The globals() and locals() Functions 
The globals() and locals() functions can be used to return the names in the global and local namespaces 
depending on the location from where they are called. 

 If locals() is called from within a function, it will return all the names that can be accessed locally from 
that function. 

 If globals() is called from within a function, it will return all the names that can be accessed globally 
from that function. 

The return type of both these functions is dictionary. Therefore, names can be extracted using 
the keys() function. 

The reload() Function 
When a module is imported into a script, the code in the top-level portion of a module is executed only once. 
Therefore, if you want to reexecute the top-level code in a module, you can use the reload() function. The 
reload() function imports a previously imported module again. The syntax of the reload() function is this − 
reload(module_name) 
Here, module_name is the name of the module you want to reload and not the string containing the module 
name. For example, to reload hello module, do the following − 
reload(hello) 

Packages in Python 



A package is a hierarchical file directory structure that defines a single Python application environment that 
consists of modules and subpackages and sub-subpackages, and so on. 
Consider a file Pots.py available in Phone directory. This file has the following line of source code − 
#!/usr/bin/python3 
 
def Pots(): 
print ("I'm Pots Phone")   
Similar, we have other two files having different functions with the same name as above. They are − 

 Phone/Isdn.py file having function Isdn() 
 Phone/G3.py file having function G3() 

Now, create one more file __init__.py in the Phone directory − 
 Phone/__init__.py 

To make all of your functions available when you have imported Phone, you need to put explicit import 
statements in __init__.py as follows − 
from Pots import Pots 
from Isdn import Isdn 
from G3 import G3 
After you add these lines to __init__.py, you have all of these classes available when you import the Phone 
package. 
#!/usr/bin/python3 
 
# Now import your Phone Package. 
import Phone 
 
Phone.Pots() 
Phone.Isdn() 
Phone.G3() 
When the above code is executed, it produces the following result − 
I'm Pots Phone 
I'm 3G Phone 
I'm ISDN Phone 
In the above example, we have taken example of a single function in each file, but you can keep multiple 
functions in your files. You can also define different Python classes in those files and then you can create your 
packages out of those classes. 
 
  



Python SQLite Database Connection 
This section lets you know how to connect to SQLite database in Python using the sqlite3 module. 
Use the following steps to connect to SQLite 
How to Connect to SQLite Database in Python 
1. Import sqlite3 module 

import sqlite3 statement imports the sqlite3 module in the program. Using the classes and methods 
defined in the sqlite3 module we can communicate with the SQLite database. 

2. Use the connect() method 
Use the connect() method of the connector class with the database name. To establish a connection to 
SQLite, you need to pass the database name you want to connect. If you specify the database file name that 
already presents on the disk, it will connect to it. But if your specified SQLite database file doesn’t exist, SQLite 
creates a new database for you. 
This method returns the SQLite Connection Object if the connection is successful. 

3. Use the cursor() method 
Use the cursor() method of a connection class to create a cursor object to execute SQLite command/queries 
from Python. 

4. Use the execute() method 
The execute() methods run the SQL query and return the result. 

5. Extract result using fetchall() 
Use cursor.fetchall() or fetchone() or fetchmany() to read query result. 

6. Close cursor and connection objects 
use cursor.clsoe() and connection.clsoe() method to close the cursor and SQLite connections after 
your work completes 

7. Catch database exception if any that may occur during this connection process. 

 
Python sqlite3 module working 
The following Python program creates and connects to the new database file “SQLite_Python.db” and prints the 
SQLite version details. 
import sqlite3 
 
try: 
    sqliteConnection = sqlite3.connect('SQLite_Python.db') 
    cursor = sqliteConnection.cursor() 
    print("Database created and Successfully Connected to SQLite") 
 
    sqlite_select_Query = "select sqlite_version();" 



    cursor.execute(sqlite_select_Query) 
    record = cursor.fetchall() 
    print("SQLite Database Version is: ", record) 
    cursor.close() 
 
except sqlite3.Error as error: 
    print("Error while connecting to sqlite", error) 
finally: 
    if sqliteConnection: 
        sqliteConnection.close() 
        print("The SQLite connection is closed") 

Important points while connecting to SQLite 
 The connection object is not thread-safe. The sqlite3 module doesn’t allow sharing connections between 

threads. If you still try to do so, you will get an exception at runtime. 
 The connect() method accepts various arguments. In our example, we passed the database name argument to 

connect. 
 Using a connection object, we can create a cursor object which allows us to execute SQLite command/queries 

through Python. 
 We can create as many cursors as we want from a single connection object. Like a connection object, this cursor 

object is also not thread-safe. The sqlite3 module doesn’t allow sharing cursors between threads. If you still try 
to do so, you will get an exception at runtime. 

 try-except-finally block: We placed all our code in this block to catch the SQLite database exceptions 
and errors during this process. 

 Using the Error class, we can handle any database error and exception that may occur while working with 
SQLite from Python. 

 The Error class helps us to understand the error in detail. It returns an error message and error code. 
 It is always good practice to close the cursor and connection object once your work gets completed to avoid 

database issues. 

Create SQLite table from Python 
This section will learn how to create a table in the SQLite database from Python. Create a table statement is a DDL 
query. Let see how to execute it from Python. 
In this example, we are creating a SqliteDb_developers table inside the SQLite_Python.db database. 
Steps for create aa table in SQLite from Python: – 
 Connect to SQLite using a sqlite3.connect(). 
 Prepare a create table query. 
 Execute the query using a cursor.execute(query) 
import sqlite3 
 
try: 
    sqliteConnection = sqlite3.connect('SQLite_Python.db') 
    sqlite_create_table_query = '''CREATE TABLE SqliteDb_developers ( 
                                id INTEGER PRIMARY KEY, 
                                name TEXT NOT NULL, 
                                email text NOT NULL UNIQUE, 
                                joining_date datetime, 
                                salary REAL NOT NULL);''' 
 
    cursor = sqliteConnection.cursor() 
    print("Successfully Connected to SQLite") 
    cursor.execute(sqlite_create_table_query) 
    sqliteConnection.commit() 
    print("SQLite table created") 
 
    cursor.close() 



 
except sqlite3.Error as error: 
    print("Error while creating a sqlite table", error) 
finally: 
    if sqliteConnection: 
        sqliteConnection.close() 
        print("sqlite connection is closed") 
 

To retrieve data after executing a SELECT statement, you can either treat the cursor as 
an iterator, call the cursor’s fetchone() method to retrieve a single matching row, or 

call fetchall() to get a list of the matching rows. 

This example uses the iterator form: 
>>> 

>>> for row in cur.execute('SELECT * FROM stocks ORDER BY price'): 
        print(row) 
 
('2006-01-05', 'BUY', 'RHAT', 100, 35.14) 
('2006-03-28', 'BUY', 'IBM', 1000, 45.0) 
('2006-04-06', 'SELL', 'IBM', 500, 53.0) 
('2006-04-05', 'BUY', 'MSFT', 1000, 72.0) 
import sqlite3 
 
con = sqlite3.connect(":memory:") 
cur = con.cursor() 
cur.execute("create table lang (name, first_appeared)") 
 
# This is the qmark style: 
cur.execute("insert into lang values (?, ?)", ("C", 1972)) 
 
# The qmark style used with executemany(): 
lang_list = [ 
    ("Fortran", 1957), 
    ("Python", 1991), 
    ("Go", 2009), 
] 
cur.executemany("insert into lang values (?, ?)", lang_list) 
 
# And this is the named style: 
cur.execute("select * from lang where first_appeared=:year", {"year": 1972}) 
print(cur.fetchall()) 
 
con.close() 

Commit & RollBack Operation in Python 
Python’s commit() method and rollback() method are among the various methods used for making database 
transactions. Database transactions are necessary as they ensure the atomacity, constitency, isolation and durability of 
the database. 
In this article, we will focus on the use of commit() and rollback() method in detail. 

1. The commit() method: 
The commit() method is used to make sure the changes made to the database are consistent. It basically provides the 
database confirmation regarding the changes made by a user or an application in the database. 
Syntax: 

comm.commit() #comm refers to the database connection object 



For a better understanding of the concept look into the code below followed by the code explanation. The below 
demonstration of the commit() method is performed on a MySQL database. 
Example: 
Program to update the age of a student named Rishi Kumar and commit it to the database. 
# Python program to demonstrate 
# commit() method 
 
 
import mysql.connector 
 
# Connecting to the Database 
mydb = mysql.connector.connect( 
host ='localhost', 
database ='College', 
user ='root', 
) 
 
cs = mydb.cursor() 
 
# drop clause 
statement ="UPDATE STUDENT SET AGE = 23 WHERE Name ='Rishi Kumar'" 
 
cs.execute(statement) 
 
# commit changes to the database 
mydb.commit() 
 
# Disconnecting from the database 
mydb.close() 
  



UNIT 4 Python Interaction with text and CSV  

Working with csv files in Python 
This article explains how to load and parse a CSV file in Python. 
First of all, what is a CSV ? 
CSV (Comma Separated Values) is a simple file format used to store tabular data, such as a spreadsheet or database. A CSV file stores 
tabular data (numbers and text) in plain text. Each line of the file is a data record. Each record consists of one or more fields, separated 
by commas. The use of the comma as a field separator is the source of the name for this file format. 
For working CSV files in python, there is an inbuilt module called csv. 
# importing csv module 
import csv 
 
# csv file name 
filename = "aapl.csv" 
 
# initializing the titles and rows list 
fields = [] 
rows = [] 
 
# reading csv file 
with open(filename, 'r') as csvfile: 
 # creating a csv reader object 
 csvreader = csv.reader(csvfile) 
  
 # extracting field names through first row 
 fields = next(csvreader) 
 
 # extracting each data row one by one 
 for row in csvreader: 
  rows.append(row) 
 
 # get total number of rows 
 print("Total no. of rows: %d"%(csvreader.line_num)) 
 
# printing the field names 
print('Field names are:' + ', '.join(field for field in fields)) 
 
# printing first 5 rows 
print('\nFirst 5 rows are:\n') 
for row in rows[:5]: 
 # parsing each column of a row 
 for col in row: 
  print("%10s"%col), 
 print('\n') 
The above example uses a CSV file aapl.csv which can be downloaded from here. 
Run this program with the aapl.csv file in same directory. 
Let us try to understand this piece of code. 

 with open(filename, 'r') as csvfile: 
     csvreader = csv.reader(csvfile) 

Here, we first open the CSV file in READ mode. The file object is named as csvfile. The file object is converted to 
csv.reader object. We save the csv.reader object as csvreader. 

 fields = csvreader.next() 
csvreader is an iterable object. Hence, .next() method returns the current row and advances the iterator to the next 
row. Since the first row of our csv file contains the headers (or field names), we save them in a list called fields. 

 for row in csvreader: 
         rows.append(row) 

Now, we iterate through remaining rows using a for loop. Each row is appended to a list called rows. If you try to print 
each row, one can find that row is nothing but a list containing all the field values. 



 print("Total no. of rows: %d"%(csvreader.line_num)) 
csvreader.line_num is nothing but a counter which returns the number of rows which have been iterated. 

# importing the csv module 
import csv 
 
# field names 
fields = ['Name', 'Branch', 'Year', 'CGPA'] 
 
# data rows of csv file 
rows = [ ['Nikhil', 'COE', '2', '9.0'], 
  ['Sanchit', 'COE', '2', '9.1'], 
  ['Aditya', 'IT', '2', '9.3'], 
  ['Sagar', 'SE', '1', '9.5'], 
  ['Prateek', 'MCE', '3', '7.8'], 
  ['Sahil', 'EP', '2', '9.1']] 
 
# name of csv file 
filename = "university_records.csv" 
 
# writing to csv file 
with open(filename, 'w') as csvfile: 
 # creating a csv writer object 
 csvwriter = csv.writer(csvfile) 
  
 # writing the fields 
 csvwriter.writerow(fields) 
  
 # writing the data rows 
 csvwriter.writerows(rows) 
Let us try to understand the above code in pieces. 

 fields and rows have been already defined. fields is a list containing all the field names. rows is a list of lists. Each 
row is a list containing the field values of that row. 

 with open(filename, 'w') as csvfile: 
     csvwriter = csv.writer(csvfile) 

Here, we first open the CSV file in WRITE mode. The file object is named as csvfile. The file object is converted to 
csv.writer object. We save the csv.writer object as csvwriter. 

 csvwriter.writerow(fields) 
Now we use writerow method to write the first row which is nothing but the field names. 

  csvwriter.writerows(rows) 
We use writerows method to write multiple rows at once. 

# importing the csv module 
import csv 
 
# my data rows as dictionary objects 
mydict =[{'branch': 'COE', 'cgpa': '9.0', 'name': 'Nikhil', 'year': '2'}, 
  {'branch': 'COE', 'cgpa': '9.1', 'name': 'Sanchit', 'year': '2'}, 
  {'branch': 'IT', 'cgpa': '9.3', 'name': 'Aditya', 'year': '2'}, 
  {'branch': 'SE', 'cgpa': '9.5', 'name': 'Sagar', 'year': '1'}, 
  {'branch': 'MCE', 'cgpa': '7.8', 'name': 'Prateek', 'year': '3'}, 
  {'branch': 'EP', 'cgpa': '9.1', 'name': 'Sahil', 'year': '2'}] 
 
# field names 
fields = ['name', 'branch', 'year', 'cgpa'] 
 
# name of csv file 
filename = "university_records.csv" 
 



# writing to csv file 
with open(filename, 'w') as csvfile: 
 # creating a csv dict writer object 
 writer = csv.DictWriter(csvfile, fieldnames = fields) 
  
 # writing headers (field names) 
 writer.writeheader() 
  
 # writing data rows 
 writer.writerows(mydict) 
In this example, we write a dictionary mydict to a CSV file. 

 with open(filename, 'w') as csvfile: 
     writer = csv.DictWriter(csvfile, fieldnames = fields) 

Here, the file object (csvfile) is converted to a DictWriter object. 
Here, we specify the fieldnames as an argument. 

  writer.writeheader() 
writeheader method simply writes the first row of your csv file using the pre-specified fieldnames. 

 writer.writerows(mydict) 
writerows method simply writes all the rows but in each row, it writes only the values(not keys). 

So, in the end, our CSV file looks like this: 

 
 

 

 
Important Points: 

 In csv modules, an optional dialect parameter can be given which is used to define a set of parameters specific to a 
particular CSV format. By default, csv module uses excel dialect which makes them compatible with excel 
spreadsheets. You can define your own dialect using register_dialect method. 
Here is an example: 
 

     csv.register_dialect( 
    'mydialect', 
    delimiter = ',', 
    quotechar = '"', 
    doublequote = True, 
    skipinitialspace = True, 
    lineterminator = '\r\n', 
    quoting = csv.QUOTE_MINIMAL) 
Now, while defining a csv.reader or csv.writer object, we can specify the dialect like 
this: 
csvreader = csv.reader(csvfile, dialect='mydialect') 



 Now, consider that a CSV file looks like this in plain-text: 

 
We notice that the delimiter is not a comma but a semi-colon. Also, the rows are separated by two newlines instead of 
one. In such cases, we can specify the delimiter and line terminator as follows: 
csvreader = csv.reader(csvfile, delimiter = ';', lineterminator = '\n\n') 

Reading and Writing CSV Files in Python 
A CSV file (Comma Separated Values file) is a delimited text file that uses a comma , to separate values. It is used to store 

tabular data, such as a spreadsheet or database. 

Python’s Built-in csv library makes it easy to read, write, and process data from and to CSV files. 

Open a CSV File 
When you want to work with a CSV file, the first thing to do is to open it. You can open a file using open() built-in function 

specifying its name (same as a text file). 
f = open('myfile.csv') 

When you specify the filename only, it is assumed that the file is located in the same folder as Python. If it is somewhere 

else, you can specify the exact path where the file is located. 
f = open(r'C:\Python33\Scripts\myfile.csv') 

Remember! While specifying the exact path, characters prefaced by \ (like \n \r \t etc.) are interpreted as special characters. 

You can escape them using: 

 raw strings like r'C:\new\text.txt' 

 double backslashes like 'C:\\new\\text.txt' 

Specify File Mode 
Here are five different modes you can use to open the file: 

Character Mode Description 

‘r’ Read (default) Open a file for read only 

‘w’ Write Open a file for write only (overwrite) 

‘a’ Append Open a file for write only (append) 

‘r+’ Read+Write open a file for both reading and writing 

‘x’ Create Create a new file 

Here are some examples: 



# Open a file for reading 

f = open('myfile.csv') 

 

# Open a file for writing 

f = open('myfile.csv', 'w') 

 

# Open a file for reading and writing 
f = open('myfile.csv', 'r+') 

Because read mode ‘r’ and text mode ‘t’ are default modes, you do not need to specify them. 

Close a CSV File 
It’s a good practice to close the file once you are finished with it. You don’t want an open file running around taking up 

resources! 

Use the close() function to close an open file. 

f = open('myfile.csv') 

f.close() 

 

# check closed status 

print(f.closed) 
# Prints True 

There are two approaches to ensure that a file is closed properly, even in cases of error. 

The first approach is to use the with keyword, which Python recommends, as it automatically takes care of closing the file 

once it leaves the with block (even in cases of error). 

with open('myfile.csv') as f: 
    print(f.read()) 

The second approach is to use the try-finally block: 

f = open('myfile.csv') 

try: 

    # File operations goes here 

finally: 
    f.close() 

Read a CSV File 
Suppose you have the following CSV file. 
myfile.csv 

name,age,job,city 

Bob,25,Manager,Seattle 



Sam,30,Developer,New York 

You can read its contents by importing the csv module and using its reader() method. The reader() method splits each row on a 

specified delimiter and returns the list of strings. 

import csv 

 

with open('myfile.csv') as f: 

    reader = csv.reader(f) 

    for row in reader: 

        print(row) 

 

# Prints: 

# ['name', 'age', 'job', 'city'] 

# ['Bob', '25', 'Manager', 'Seattle'] 
# ['Sam', '30', 'Developer', 'New York'] 

Write to a CSV File 
To write an existing file, you must first open the file in one of the writing modes (‘w’, ‘a’ or ‘r+’) first. Then, use a writer object 

and its writerow() method to pass the data as a list of strings. 

import csv 

 

with open('myfile.csv', 'w') as f: 

    writer = csv.writer(f) 

    writer.writerow(['Bob', '25', 'Manager', 'Seattle']) 
    writer.writerow(['Sam', '30', 'Developer', 'New York']) 
myfile.csv 

Bob,25,Manager,Seattle 
Sam,30,Developer,New York 

Read a CSV File Into a Dictionary 
You can read CSV file directly into a dictionary using DictReader() method. The first row of the CSV file is assumed to contain 

the column names, which are used as keys for the dictionary. 

import csv 

 

with open('myfile.csv') as f: 

    reader = csv.DictReader(f) 

    for row in reader: 



        print(row) 

 

# Prints: 

# {'job': 'Manager', 'city': 'Seattle', 'age': '25', 'name': 'Bob'} 
# {'job': 'Developer', 'city': 'New York', 'age': '30', 'name': 'Sam'} 

If the CSV file doesn’t have column names like the file below, you should specify your own keys by setting the optional 

parameter fieldnames. 
myfile.csv 

Bob,25,Manager,Seattle 
Sam,30,Developer,New York 

import csv 

 

with open('myfile.csv') as f: 

    keys = ['name', 'age', 'job', 'city'] 

    reader = csv.DictReader(f, fieldnames=keys) 

    for row in reader: 

        print(row) 

 

# Prints: 

# {'job': 'Manager', 'city': 'Seattle', 'age': '25', 'name': 'Bob'} 
# {'job': 'Developer', 'city': 'New York', 'age': '30', 'name': 'Sam'} 

Write a CSV File From a Dictionary 
Since you can read a csv file in a dictionary, it’s only fair that you should be able to write it from a dictionary as well: 

You can write a CSV file from a dictionary using the DictWriter() method. Here it is necessary to specify 

the fieldname parameter. This makes sense, because without a list of fieldnames, the DictWriter may not know which keys to use 

to retrieve values from the dictionary. 

import csv 

 

with open('myfile.csv', mode='w') as f: 

    keys = ['name', 'age', 'job', 'city'] 

    writer = csv.DictWriter(f, fieldnames=keys) 

    writer.writeheader()    # add column names in the CSV file 

    writer.writerow({'job': 'Manager', 'city': 'Seattle', 'age': '25', 'name': 'Bob'}) 
    writer.writerow({'job': 'Developer', 'city': 'New York', 'age': '30', 'name': 'Sam'}) 
myfile.csv 



name,age,job,city 

Bob,25,Manager,Seattle 
Sam,30,Developer,New York 

Use a different delimiter 
The comma , is not the only delimiter used in the CSV files. You can use any delimiter of your choice such as the pipe |, 

tab \t, colon : or semi-colon ; etc. 

To specify a different delimiter, use the parameter delimiter. 

# Write a file with different delimiter '|' 

import csv 

 

with open('myfile.csv', mode='w') as f: 

    writer = csv.writer(f, delimiter='|') 

    writer.writerow(['Bob', '25', 'Manager', 'Seattle']) 
    writer.writerow(['Sam', '30', 'Developer', 'New York']) 

The code above generates the following output file: 
myfile.csv 

Bob|25|Manager|Seattle 
Sam|30|Developer|New York 

Let’s read this file, specifying the same delimiter. 

# Read a file with different delimiter '|' 

import csv 

 

with open('myfile.csv') as f: 

    reader = csv.reader(f, delimiter='|') 

    for row in reader: 

        print(row) 

 

# Prints: 

# ['Bob', '25', 'Manager', 'Seattle'] 
# ['Sam', '30', 'Developer', 'New York'] 

Handle Comma Within a Data 
Sometimes your CSV file contains fields such as an address that contains a comma. This can become a problem when 

working with a CSV file. 

There are two different ways to handle this situation: 

Use a different delimiter as described earlier. In this way the comma can be safely used in the data itself. 



Or wrap data into quotes. Python considers a comma in a quoted string as an ordinary character. While writing a file, you can specify the 

character to be used for quoting using the parameter quotechar. 

import csv 

 

with open('myfile.csv', mode='w') as f: 

    writer = csv.writer(f, quotechar='"') 

    writer.writerow(['Bob', '25', '113 Cherry St, Seattle, WA 98104, USA']) 
    writer.writerow(['Sam', '30', '150 Greene St, New York, NY 10012, USA']) 

The code above generates the following output file: 
myfile.csv 

Bob,25,"113 Cherry St, Seattle, WA 98104, USA" 
Sam,30,"150 Greene St, New York, NY 10012, USA" 

Let’s read this file, specifying the same character used for quoting. 

import csv 

 

with open('myfile.csv') as f: 

    reader = csv.reader(f, quotechar='"') 

    for row in reader: 

        print(row) 

 

# Prints: 

# ['Bob', '25', '113 Cherry St, Seattle, WA 98104, USA'] 
# ['Sam', '30', '150 Greene St, New York, NY 10012, USA'] 

Catching and Reporting Errors 
You can handle exceptions that occur during file manipulation by using the try-except block. 

import csv, sys 

filename = 'myfile.csv' 

with open(filename, newline='') as f: 

    reader = csv.reader(f) 

    try: 

        for row in reader: 

            print(row) 

    except csv.Error as e: 
        sys.exit('file {}, line {}: {}'.format(filename, reader.line_num, e)) 



Python csv module 
The csv module implements classes to read and write tabular data in CSV format. 
The csv module's reader and writer objects read and write sequences. Programmers can also read and write data 
in dictionary form using the DictReader and DictWriter classes. 

Python CSV methods 
The following table shows Python csv methods: 

Method Description 

csv.reader returns a reader object which iterates over lines of a CSV file 

csv.writer returns a writer object which writes data into CSV file 

csv.register_dialect registers a CSV dialect 

csv.unregister_dialect unregisters a CSV dialect 

csv.get_dialect returns a dialect with the given name 

csv.list_dialects returns all registered dialects 

csv.field_size_limit returns the current maximum field size allowed by the parser 

Using Python csv module 
import csv 
To use Python CSV module, we import csv. 

Python CSV reader 
The csv.reader() method returns a reader object which iterates over lines in the given CSV file. 
$ cat numbers.csv  
16,6,4,12,81,6,71,6 
The numbers.csv file contains numbers. 
read_csv.py 
#!/usr/bin/python3 
 
import csv 
 
f = open('numbers.csv', 'r') 
 
with f: 
 
    reader = csv.reader(f) 
 
    for row in reader: 
        for e in row: 
            print(e) 
In the code example, we open the numbers.csv for reading and read its contents. 
reader = csv.reader(f) 
We get the reader object. 
for row in reader: 
    for e in row: 
        print(e) 
With two for loops, we iterate over the data. 
$ ./read_csv.py  
16 
6 
4 
12 
81 



6 
71 
6 
This is the output of the example. 

Python CSV reader with different delimiter 
The csv.reader() method allows to use a different delimiter with 
its delimiter attribute. 
$ cat items.csv  
pen|cup|bottle 
chair|book|tablet 
The items.csv contains values separated with '|' character. 
read_csv.py 
#!/usr/bin/python3 
 
import csv 
 
f = open('items.csv', 'r') 
 
with f: 
 
    reader = csv.reader(f, delimiter="|") 
     
    for row in reader: 
         
        for e in row:             
            print(e) 
The code example reads and displays data from a CSV file that uses a '|' delimiter. 
$ ./read_csv2.py  
pen 
cup 
bottle 
chair 
book 
tablet 
This is the output of the example. 

Python CSV DictReader 
The csv.DictReader class operates like a regular reader but maps the information 
read into a dictionary. The keys for the dictionary can be passed in with 
the fieldnames parameter or inferred from the first row of the CSV file. 
$ cat values.csv  
min,avg,max 
1, 5.5, 10 
2, 3.5, 5 
The first line of the file consists of dictionary keys. 
read_csv_dictionary.py 
#!/usr/bin/python3 
 
# read_csv3.py 
 
import csv 
 



f = open('values.csv', 'r') 
 
with f: 
 
    reader = csv.DictReader(f) 
     
    for row in reader: 
        print(row['min'], row['avg'], row['max']) 
The example reads the values from the values.csv file using the csv.DictReader. 
for row in reader: 
    print(row['min'], row['avg'], row['max'] ) 
The row is a Python dictionary and we reference the data with the keys. 

Python CSV writer 
The csv.writer() method returns a writer object which converts the user's data into delimited strings on the given 
file-like object. 
write_csv.py 
#!/usr/bin/python3 
 
import csv 
 
nms = [[1, 2, 3, 4, 5, 6], [7, 8, 9, 10, 11, 12]] 
 
f = open('numbers2.csv', 'w') 
 
with f: 
 
    writer = csv.writer(f) 
     
    for row in nms: 
        writer.writerow(row) 
The script writes numbers into the numbers2.csv file. The writerow() method writes a row of data into the 
specified file. 
$ cat numbers2.csv  
1,2,3,4,5,6 
7,8,9,10,11,12 
It is possible to write all data in one shot. The writerows() method writes all given rows to the CSV file. 
write_csv2.py 
#!/usr/bin/python3 
 
import csv 
 
nms = [[1, 2, 3], [7, 8, 9], [10, 11, 12]] 
 
f = open('numbers3.csv', 'w') 
 
with f: 
 
    writer = csv.writer(f) 
    writer.writerows(nms) 
The code example writes three rows of numbers into the file using the writerows() method. 

Python CSV DictWriter 
The csv.DictWriter class operates like a regular writer but maps Python dictionaries into CSV rows. 
The fieldnames parameter is a sequence of keys that identify the order in which values in the dictionary passed to 
the writerow() method are written to the CSV file. 



write_csv_dictionary.py 
#!/usr/bin/python3 
 
import csv 
 
f = open('names.csv', 'w') 
 
with f: 
     
    fnames = ['first_name', 'last_name'] 
    writer = csv.DictWriter(f, fieldnames=fnames)     
 
    writer.writeheader() 
    writer.writerow({'first_name' : 'John', 'last_name': 'Smith'}) 
    writer.writerow({'first_name' : 'Robert', 'last_name': 'Brown'}) 
    writer.writerow({'first_name' : 'Julia', 'last_name': 'Griffin'}) 
The example writes the values from Python dictionaries into the CSV file using the csv.DictWriter. 
writer = csv.DictWriter(f, fieldnames=fnames)  
New csv.DictWriter is created. The header names are passed to the fieldnames parameter. 
writer.writeheader() 
The writeheader() method writes the headers to the CSV file. 
writer.writerow({'first_name' : 'John', 'last_name': 'Smith'}) 
The Python dictionary is written to a row in a CSV file. 
$ cat names.csv  
first_name,last_name 
John,Smith 
Robert,Brown 
Julia,Griffin 
This is the output. 

Python CSV custom dialect 
A custom dialect is created with the csv.register_dialect() method. 
custom_dialect.py 
#!/usr/bin/python3 
 
import csv 
 
csv.register_dialect("hashes", delimiter="#") 
 
f = open('items3.csv', 'w') 
 
with f: 
 
    writer = csv.writer(f, dialect="hashes") 
    writer.writerow(("pens", 4))  
    writer.writerow(("plates", 2)) 
    writer.writerow(("bottles", 4)) 
    writer.writerow(("cups", 1)) 
The program uses a (#) character as a delimiter. The dialect is specified with 
the dialect option in the csv.writer() method. 
$ cat items3.csv  
pens#4 
plates#2 
bottles#4 



cups#1 
This is the output. 
In this tutorial, we have worked with CSV in Python. 

Python - CSV 
CSV (stands for comma separated values) format is a commonly used data format 
used by spreadsheets and databases. The csv module in Python’s standard library 
presents classes and methods to perform read/write file operations in CSV format . 
writer(): 

This function in csv module returns a writer object that converts data into a delimited 
string and stores in a file object. The function needs a file object created with open() 
function and with write permission as a parameter. Every row written in the file issues 
a newline character by default. To prevent additional line between rows, newline 
parameter is set to ''. 
The writer() function by default uses 'excel' dialect. Alternate dialect parameter can be 
specified if required. The function also allows additional formatting parameters to be 
specified. 
To start writing CSV file create the writer class using following statement: 
>>> import csv 

>>> csvfile=open(file.csv','w', newline='') 

>>> obj=csv.writer(csvfile) 

The writer class has following methods: 
writerow(): 

This function writes items in a sequence (list, tuple or string) separating them by 
comma character. 
writerows(): 

This function writes each sequence in a list as a comma separated line of items in the 
file. 
Here is an example of writer() function. First parameter to the function is a file opened 
in ‘w’ mode. A list of tuples is then written to file using writerow() method. 
>>> import csv 

>>> marks=[('Seema',22,45),('Anil',21,56),('Mike',20,60)] 

>>> csvfile=open(marks.csv','w', newline='') 

>>> obj=csv.writer(csvfile) 

>>> for row in marks: 

obj.writerow(row) 

>>> csvfile.close() 

This will create ‘marks.csv’ file in current directory. Open it with any text editor. It 
will show following contents:  
Seema,22,45 

Anil,21,56 

Mike,20,60 

Instead of iterating over the list we could also have used writerows() method.  
>>> csvfile=open(marks.csv','w', newline='') 

>>> obj=csv.writer(csvfile) 



>>> obj.writerows(marks) 

>>> obj.close() 

reader(): 

This function returns a reader object which is an iterator of lines in the csv file. We 
can use a for loop to display lines in the file. The file should be opened in 'r' mode. 
>>> csvfile=open(marks.csv','r', newline='') 

>>> obj=csv.reader(csvfile) 

>>> for row in obj: 

print (row) 

['Seema', '22', '45'] 

['Anil', '21', '56'] 

['Mike', '20', '60'] 

Since reader object is an iterator stream, built-in next() function is also useful to 
display all lines in csv file.  
>>> csvfile=open(marks.csv','r', newline='') 

>>> obj=csv.reader(csvfile) 

>>> while True: 

try: 

row=next(obj) 

print (row) 

except StopIteration: 

break 

DictWriter(): 

This function creates a DictWriter object which is like a regular writer but maps 
dictionaries onto output rows. The function takes fieldnames parameter which is a 
sequence of keys. The file should be having write permission enabled. 
Since Python’s dict objects are not ordered, there is not enough information available 
to deduce the order in which the row should be written to file. 
The DictWriter object has following method (in addition to writerow() and 
writerows() methods): 
writeheader(): 

This method writes list of keys in dictionary as a comma separated line as first line in 
the file. 
In following example, a list of dictionary items is defined. Each item in the list is a 
dictionary. Using writrows() method, they are written to file in comma separated 
manner. 
>>> marks=[{'name':'Seema', 'age':22, 'marks':45}, {'name':'Anil', 'age':21, 'marks':56}, 

{'name':'Mike', 'age':20, 'marks':60}] 

>>> csvfile=open(marks.csv','w', newline='') 

>>> fields=list(marks[0].keys()) 

>>> obj=csv.DictWriter(csvfile, fieldnames=fields)       

>>> obj.writeheader()       

>>> obj.writerows(marks)       

>>> csvfile.close()   



The file shows following contents: 
name,age,marks 

Seema,22,45 

Anil,21,56 

Mike,20,60 

DictReader(): 

This function returns a DictReader object from the underlying CSV file. Contents of 
the file can now be retrieved. 
>>> csvfile=open(marks.csv','r', newline='')       

>>> obj=csv.DictReader(csvfile) 

The DictReader class provides fieldnames attribute. It returns the dictionary keys used 
as header of file. 
>>> obj.fieldnames       

['name', 'age', 'marks'] 

Use loop over the DictReader object to fetch individual dictionary objects 
>>> for row in obj: 

     print (row) 

This results in following output: 
OrderedDict([('name', 'Seema'), ('age', '22'), ('marks', '45')]) 

OrderedDict([('name', 'Anil'), ('age', '21'), ('marks', '56')]) 

OrderedDict([('name', 'Mike'), ('age', '20'), ('marks', '60')]) 

To convert OrderedDict object to normal dictionary, we have to first import 
OrderedDict from collections module. 
>>> from collections import OrderedDict        

>>> r=OrderedDict([('name', 'Seema'), ('age', '22'), ('marks', '45')])        

>>> dict(r)        

{'name': 'Seema', 'age': '22', 'marks': '45'} 

Dialect class 

The csv module also defines a dialect class. Dialect is set of standards used to 
implement CSV protocol. The list of dialects available can be obtained by 
list_dialects() function 
>>> csv.list_dialects() 

['excel', 'excel-tab', 'unix'] 

 Dialect objects support following attributes: 
delimiter A one-character string used to separate fields. It defaults to ','. 

doublequote Controls how instances of quotechar appearing inside a field should themselves be quoted. 

escapechar A one-character string used by the writer to escape the delimiter. 

lineterminator The string used to terminate lines produced by the writer. It defaults to '\r\n'. 

quotechar 
A one-character string used to quote fields containing special characters, such as the delimiter or 

quotechar, or which contain new-line characters. It defaults to '"'. 

quoting 
Controls when quotes should be generated by the writer and recognised by the reader. It defaults 

to QUOTE_MINIMAL. 

strict When True, raise exception Error on bad CSV input. The default is False. 



To register new dialect type, use register_dialect() function as shown: 
csv.register_dialect('unixpwd', delimiter=':', quoting=csv.QUOTE_NONE) 

The csv module defines the following constants: 
csv.QUOTE_ALL Instructs writer objects to quote all fields. 

csv.QUOTE_MINIMAL 
Instructs writer objects to only quote those fields which contain special characters such as 

delimiter, quotechar or any of the characters in lineterminator. 

csv.QUOTE_NONNUMERIC 
Instructs writer objects to quote all non-numeric fields. Instructs the reader to convert all 

non-quoted fields to type float. 

csv.QUOTE_NONE Instructs writer objects to never quote fields. 

 
  



NumPy and Pandas Tutorial 

Python is increasingly being used as a scientific language. Matrix and vector 
manipulations are extremely important for 
Pandas have emerged to be essential libraries for any scientific computation, including 
machine learning, in python due to their intuitive syntax and high
computation capabilities. 
In this post, we will provide an overview of the common functionalities of NumPy and 
Pandas. We will realize the similarity of these libraries with existing toolboxes in R and 
MATLAB. This similarity and added flexibility have resulted in wide acceptance of 
python in the scientific community lately. Topic covered in the blog are:

1. Overview of NumPy 
2. Overview of Pandas 
3. Using Matplotlib 

This post is an excerpt from a live hands
Nov 2017. It was attended by more than 100 learners aroun
were from countries namely; United States, Canada, Australia, Indonesia, India, 
Thailand, Philippines, Malaysia, Macao, Japan, Hong Kong, Singapore, United 
Kingdom, Saudi Arabia, Nepal, & New Zealand.

What is NumPy? 
NumPy stands for ‘Numerical Python’ or ‘Numeric Python’. It is an open source module 
of Python which provides fast mathematical computation on arrays and matrices. Since, 
arrays and matrices are an essential part of the Machine Learning ecosystem, NumPy 
along with Machine Learning modules like Scikit
TensorFlow, etc. complete the Python Machine Learning Ecosystem.
NumPy provides the essential multi
functionalities designed for high
computation. Numpy can be imported into the notebook using

>>> import numpy as np 

NumPy and Pandas Tutorial – Data Analysis with Python 
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NumPy’s main object is the homogeneous multidimensional array. It is a table with 
same type elements, i.e, integers or string or characters (homogeneous), usually 
integers. In NumPy, dimensions are called axes. The number of axes is called the rank. 
There are several ways to create an array in NumPy like np.array, np.zeros, no.ones, etc. 
Each of them provides some flexibility. 

Command to create an 
array 

Example 

np.array 

>>> a = np.array([1, 2, 3]) 
>>> type(a) 
<type 'numpy.ndarray'> 
 
>>> b = np.array((3, 4, 5)) 
>>> type(b) 
<type 'numpy.ndarray'> 

np.ones 
>>> np.ones( (3,4), dtype=np.int16 )   
array([[ 1,  1,  1,  1], 
      [ 1,  1,  1,  1], 
      [ 1,  1,  1,  1]]) 

np.full 
>>> np.full( (3,4), 0.11 )   
array([[ 0.11,  0.11,  0.11,  0.11],         
  [ 0.11,  0.11,  0.11,  0.11],         
  [ 0.11,  0.11,  0.11,  0.11]]) 

np.arange 

>>> np.arange( 10, 30, 5 ) 
array([10, 15, 20, 25]) 
 
>>> np.arange( 0, 2, 0.3 )              
# it accepts float arguments 
array([ 0. ,  0.3,  0.6,  0.9,  1.2,  1.5,  1.8]) 

np.linspace >>> np.linspace(0, 5/3, 6) 
array([0. , 0.33333333 , 0.66666667 , 1. , 



1.33333333  1.66666667]) 

np.random.rand(2,3) 
>>> np.random.rand(2,3) 
array([[ 0.55365951,  0.60150511,  0.36113117], 
      [ 0.5388662 ,  0.06929014,  0.07908068]]) 

np.empty((2,3)) 
>>> np.empty((2,3)) 
array([[ 0.21288689,  0.20662218,  0.78018623], 
      [ 0.35294004,  0.07347101,  0.54552084]]) 

Some of the important attributes of a NumPy object are: 
1. Ndim: displays the dimension of the array 
2. Shape: returns a tuple of integers indicating the size of the array 
3. Size: returns the total number of elements in the NumPy array 
4. Dtype: returns the type of elements in the array, i.e., int64, character 
5. Itemsize: returns the size in bytes of each item 
6. Reshape: Reshapes the NumPy array 

NumPy array elements can be accessed using indexing. Below are some of the useful 
examples: 

 A[2:5] will print items 2 to 4. Index in NumPy arrays starts from 0 
 A[2::2] will print items 2 to end skipping 2 items 
 A[::-1] will print the array in the reverse order 
 A[1:] will print from row 1 to end 

The session covers these and some important attributes of the NumPy array object in 
detail. 

Vectors and Machine learning 
Machine learning uses vectors. Vectors are one-dimensional arrays. It can be 
represented either as a row or as a column array. 
What are vectors? Vector quantity is the one which is defined by a magnitude and a 
direction. For example, force is a vector quantity. It is defined by the magnitude of force 
as well as a direction. It can be represented as an array [a,b] of 2 numbers = [2,180] 
where ‘a’ may represent the magnitude of 2 Newton and 180 (‘b’) represents the angle in 
degrees. 
Another example, say a rocket is going up at a slight angle: it has a vertical speed of 
5,000 m/s, and also a slight speed towards the East at 10 m/s, and a slight speed 
towards the North at 50 m/s. The rocket’s velocity may be represented by the following 
vector: [10, 50, 5000] which represents the speed in each of x, y, and z-direction. 
Similarly, vectors have several usages in Machine Learning, most notably to represent 
observations and predictions. 
For example, say we built a Machine Learning system to classify videos into 3 categories 
(good, spam, clickbait) based on what we know about them. For each video, we would 



have a vector representing what we know about it, such as: [10.5, 5.2, 3.25, 7.0]. This 
vector could represent a video that lasts 10.5 minutes, but only 5.2% viewers watch for 
more than a minute, it gets 3.25 views per day on average, and it was flagged 7 times as 
spam. 
As you can see, each axis may have a different meaning. Based on this vector, our 
Machine Learning system may predict that there is an 80% probability that it is a spam 
video, 18% that it is clickbait, and 2% that it is a good video. This could be represented 
as the following vector: class_probabilities = [0.8,0.18,0.02]. 
As can be observed, vectors can be used in Machine Learning to define observations and 
predictions. The properties representing the video, i.e., duration, percentage of viewers 
watching for more than a minute are called features.  
Since the majority of the time of building machine learning models would be spent in 
data processing, it is important to be familiar to the libraries that can help in processing 
such data. 

Why NumPy and Pandas over regular Python 
arrays? 
In python, a vector can be represented in many ways, the simplest being a regular 
python list of numbers. Since Machine Learning requires lots of scientific calculations, it 
is much better to use NumPy’s ndarray, which provides a lot of convenient and 
optimized implementations of essential mathematical operations on vectors. 
Vectorized operations perform faster than matrix manipulation operations performed 
using loops in python. For example, to carry out a 100 * 100 matrix multiplication, 
vector operations using NumPy are two orders of magnitude faster than performing it 
using loops. 
Some ways in which NumPy arrays are different from normal Python arrays are: 

1. If you assign a single value to a ndarray slice, it is copied across the whole slice 

NumPy Array Regular Python array 

>>> a = np.array([1, 2, 5, 7, 
8]) 
>>> a[1:3] = -1 
>>> a 
array([ 1, -1, -1,  7,  8]) 

>>> b = [1, 2, 5, 7, 8] 
>>> b[1:3] = -1 
TypeError: can only assign an 
iterable 

So, it is easier to assign values to a slice of an array in a NumPy array as compared to a 
normal array wherein it may have to be done using loops. 

2. ndarray slices are actually views on the same data buffer. If you modify it, it is going to modify 
the original ndarray as well. 

NumPy array slice Regular python array slice 

>>> a = np.array([1, 2, 5, 7, 8]) >>> a=[1,2,5,7,8] 



>>> a_slice = a[1:5] 
>>> a_slice[1] = 1000 
>>> a 
array([   1,    2, 1000, 7,    8]) 
# Original array was modified 

>>> b=a[1:5] 
>>> b[1]=3 
>>> print(a) 
>>> print(b) 
[1, 2, 5, 7, 8] 
[2, 3, 7, 8] 

If we need a copy of the NumPy array, we need to use the copy method as another_slice 
= another_slice = a[2:6].copy(). If we modify another_slice, a remains same 

3. The way multidimensional arrays are accessed using NumPy is different from how they are 
accessed in normal python arrays. The generic format in NumPy multi-dimensional arrays is: 
Array[row_start_index:row_end_index, column_start_index: column_end_index] 
NumPy arrays can also be accessed using boolean indexing. For example, 

>>> a = np.arange(12).reshape(3, 4) 
array([[ 0, 1, 2, 3], [ 4, 5, 6, 7], [ 8, 9, 10, 11]]) 
>>> rows_on = np.array([True, False, True]) 
>>> a[rows_on , : ]      # Rows 0 and 2, all columns 
array([[ 0,  1,  2,  3], 
      [ 8,  9, 10, 11]]) 

NumPy arrays are capable of performing all basic operations such as addition, 
subtraction, element-wise product, matrix dot product, element-wise division, element-
wise modulo, element-wise exponents and conditional operations. 
An important feature with NumPy arrays is broadcasting. 



In general, when NumPy expects arrays of the same shape but finds that this is not the 
case, it applies the so-called broadcasting rules.
Basically, there are 2 rules of Broadcasting to remember:

1. For the arrays that do not have the same rank, then a 1 will be prepended to the smaller ranking 
arrays until their ranks match. For example, when adding arrays A and B of sizes (3,3) and (,3) 
[rank 2 and rank 1], 1 will be prepended to the dimension of array B to make it (1,3) [rank=2]. 
The two sets are compatible when their dimensions are equal or either one of the dimension is 
1.  

2. When either of the dimensions compared is one, the other is used. In other words, dimen
with size 1 are stretched or “copied” to match the other. For example, upon adding a 2D array A 
of shape (3,3) to a 2D ndarray B of shape (1, 3). NumPy will apply the above rule of 
broadcasting. It shall stretch the array B and replicate the first ro
dimensions (3,3) and perform the operation.
NumPy provides basic mathematical and statistical functions like mean, min, max, sum, 
prod, std, var, summation across different axes, transposing of a matrix, etc.
A particular NumPy feature of interest is solving a system of linear equations. NumPy 
has a function to solve linear equations. For example,

2x + 6y = 6 
5x + 3y = -9 

Can be solved in NumPy using
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>>> coeffs  = np.array([[2, 6], [5, 3]]) 
>>> depvars = np.array([6, -9]) 
>>> solution = linalg.solve(coeffs, depvars) 
>>> solution 
array([-3.,  2.]) 

What is Pandas? 
Similar to NumPy, Pandas is one of the most widely used python libraries in data 
science. It provides high-performance, easy to use structures and data analysis tools. 
Unlike NumPy library which provides objects for multi-dimensional arrays, Pandas 
provides in-memory 2d table object called Dataframe. It is like a spreadsheet with 
column names and row labels. 
Hence, with 2d tables, pandas is capable of providing many additional functionalities 
like creating pivot tables, computing columns based on other columns and plotting 
graphs. Pandas can be imported into Python using: 

>>> import pandas as pd 

Some commonly used data structures in pandas are: 
1. Series objects: 1D array, similar to a column in a spreadsheet 
2. DataFrame objects: 2D table, similar to a spreadsheet 
3. Panel objects: Dictionary of DataFrames, similar to sheet in MS Excel 

Pandas Series object is created using pd.Series function. Each row is provided with an 
index and by defaults is assigned numerical values starting from 0. Like NumPy, Pandas 
also provide the basic mathematical functionalities like addition, subtraction and 
conditional operations and broadcasting. 
Pandas dataframe object represents a spreadsheet with cell values, column names, and 
row index labels. Dataframe can be visualized as dictionaries of Series. Dataframe rows 
and columns are simple and intuitive to access. Pandas also provide SQL-like 
functionality to filter, sort rows based on conditions. For example, 

>>> people_dict = { "weight": pd.Series([68, 83, 112],index=["alice", "bob", 
"charles"]),   "birthyear": pd.Series([1984, 1985, 1992], index=["bob", 
"alice", "charles"], name="year"), 
"children": pd.Series([0, 3], index=["charles", "bob"]), 
"hobby": pd.Series(["Biking", "Dancing"], index=["alice", "bob"]),} 
>>> people = pd.DataFrame(people_dict) 
>>> people 

 



>>> people[people["birthyear"] < 1990] 

 
New columns and rows can be easily added to the dataframe. In addition to the basic 
functionalities, pandas dataframe can be sorted by a particular column. 
Dataframes can also be easily exported and imported from CSV, Excel, JSON, HTML 
and SQL database. Some other essential methods that are present in dataframes are: 

1. head(): returns the top 5 rows in the dataframe object 
2. tail(): returns the bottom 5 rows in the dataframe 
3. info(): prints the summary of the dataframe 
4. describe(): gives a nice overview of the main aggregated values over each column 

What is matplotlib? 
Matplotlib is a 2d plotting library which produces publication quality figures in a variety 
of hardcopy formats and interactive environments. Matplotlib can be used in Python 
scripts, Python and IPython shell, Jupyter Notebook, web application servers and GUI 
toolkits. 
matplotlib.pyplot is a collection of functions that make matplotlib work like MATLAB. 
Majority of plotting commands in pyplot have MATLAB analogs with similar arguments. 
Let us take a couple of examples: 

Example 1: Plotting a line graph Example 2: Plotting a histogram 

>>> import matplotlib.pyplot as 
plt 
>>> plt.plot([1,2,3,4]) 
>>> plt.ylabel('some numbers') 
>>> plt.show() 

>>> import matplotlib.pyplot as plt 
>>> x = 
[21,22,23,4,5,6,77,8,9,10,31,32,33,34,35,
36,37,18,49,50,100] 
>>> num_bins = 5 
>>> plt.hist(x, num_bins, 
facecolor='blue') 
>>> plt.show() 



 
  



Reading and Writing Excel (XLSX) Files in Python with the Pandas Library 
Just like with all other types of files, you can use the Pandas library to read and write Excel files using Python as well. 
In this short tutorial, we are going to discuss how to read and write Excel files via DataFrames. 

In addition to simple reading and writing, we will also learn how to write multiple DataFrame s into an Excel file, how 
to read specific rows and columns from a spreadsheet, and how to name single and multiple sheets within a file 
before doing anything. 
If you'd like to learn more about other file types, we've got you covered: 
Reading and Writing Excel Files in Python with Pandas 
Naturally, to use Pandas, we first have to install it. The easiest method to install it is via pip . 
If you're running Windows: 
$ python pip install pandas 
If you're using Linux or MacOS: 
$ pip install pandas 
Note that you may get a ModuleNotFoundError  or ImportError  error when running the code in this article. For 
example: 

ModuleNotFoundError: No module named 'openpyxl'  

If this is the case, then you'll need to install the missing module(s): 
$ pip install openpyxl xlsxwriter xlrd 
Writing Excel Files Using Pandas 
We'll be storing the information we'd like to write to an Excel file in a DataFrame . Using the built-

in to_excel()  function, we can extract this information into an Excel file. 
First, let's import the Pandas module: 

import  pandas as  pd  

Now, let's use a dictionary to populate a DataFrame : 

df = pd.DataFrame({ 'States' :[ 'California' , 'Florida' , 'Montana' ,  

'Colorodo' , 'Washington' , 'Virginia' ],  

    'Capitals' :[ 'Sacramento' , 'Tallahassee' , 'Helena' , 'Denver' ,  

'Olympia' , 'Richmond' ],  

    'Population' :[ '508529' , '193551' , '32315' , '619968' , '52555' ,  

'227032' ]})  

The keys in our dictionary will serve as column names. Similarly, the values become the rows containing the 
information. 
Now, we can use the to_excel()  function to write the contents to a file. The only argument is the file path: 

df.to_excel( './states.xlsx' )  



Please note that we are not using any parameters in our example. Therefore, 
the sheet within the file retains its default name 
our Excel file has an additional
are the indices for each row, coming straight from the Pandas
We can change the name of our sheet by adding the
our to_excel()  call: 

df.to_excel( './states.xlsx'

Similarly, adding the index
index column from the output:
df.to_excel( './states.xlsx'

Please note that we are not using any parameters in our example. Therefore, 
the sheet within the file retains its default name - "Sheet 1". As you can see, 
our Excel file has an additional column containing numbers. These numbers 
are the indices for each row, coming straight from the Pandas DataFrame
We can change the name of our sheet by adding the sheet_name  parameter to 

'./states.xlsx' , sheet_name= 'States' )  

 parameter and setting it to False  will remove the 
index column from the output: 

'./states.xlsx' , sheet_name= 'States' , index= False )

 

Please note that we are not using any parameters in our example. Therefore, 
. As you can see, 

column containing numbers. These numbers 
DataFrame . 
parameter to 

will remove the 

)  



Writing Multiple DataFrames to an Excel File 

It is also possible to write multiple dataframes to an Excel file. If you'd like to, 
you can set a different sheet for each dataframe as well: 
income1 = pd.DataFrame({ 'Names' : [ 'Stephen' , 'Camilla' , 'Tom' ],  

                   'Salary' :[ 100000 , 70000 , 60000 ]})  

 

income2 = pd.DataFrame({ 'Names' : [ 'Pete' , 'April' , 'Marty' ],  

                   'Salary' :[ 120000 , 110000 , 50000 ]})  

 

income3 = pd.DataFrame({ 'Names' : [ 'Victor' , 'Victoria' , 'Jennifer' ],  

                   'Salary' :[ 75000 , 90000 , 40000 ]})  

 

income_sheets = { 'Group1' : income1, 'Group2' : income2, 'Group3' : income3}  

writer = pd.ExcelWriter( './income.xlsx' , engine= 'xlsxwriter' )  

 

for  sheet_name in  income_sheets.keys():  

    income_sheets[sheet_name].to_excel(writer, sheet_name=sheet_name,  

index= False )  

 

writer.save()  

Here, we've created 3 different dataframes containing various names of 
employees and their salaries as data. Each of these dataframes is populated 
by its respective dictionary. 
We've combined these three within the income_sheets  variable, where each key is the sheet name, and 

each value is the DataFrame  object. 

Finally, we've used the xlsxwriter  engine to create a writer  object. This object is passed to 

the to_excel()  function call. 

Before we even write anything, we loop through the keys of income  and for each key, write the content to the 
respective sheet name. 
Here is the generated file: 



You can see that the Excel file has three different sheets named
sheets contains names of employees and their salaries with respect to the date in the three 
our code. 
The engine parameter in the to_excel()
Pandas library to create the Excel file. In our case, the

the ExcelWriter  class. Different engines can be specified depending on their respective features.
Depending upon the Python modules installed on your system, the other options for the engine attrib
are: openpyxl  (for xlsx  and xlsm ), and

Further details of using the xlsxwriter
Last but not least, in the code above we have to explicitly save the file using
persisted on the disk. 

You can see that the Excel file has three different sheets named Group1 , Group2 , and Group3
sheets contains names of employees and their salaries with respect to the date in the three different dataframes in 

to_excel()  function is used to specify which underlying module is used by the 

Pandas library to create the Excel file. In our case, the xlsxwriter  module is used as the engine for 

class. Different engines can be specified depending on their respective features.
Depending upon the Python modules installed on your system, the other options for the engine attrib

), and xlwt  (for xls ). 

xlsxwriter  module with Pandas library are available at the official 

Last but not least, in the code above we have to explicitly save the file using writer.save() , otherwise it won't be 

Group3 . Each of these 
different dataframes in 

function is used to specify which underlying module is used by the 

module is used as the engine for 

class. Different engines can be specified depending on their respective features. 
Depending upon the Python modules installed on your system, the other options for the engine attribute 

 documentation. 

, otherwise it won't be 



Reading Excel Files with Pandas 
In contrast to writing DataFrame  objects to an Excel file, we can do the opposite by reading Excel files 

into DataFrames. Packing the contents of an Excel file into a DataFrame  is as easy as calling 

the read_excel()  function: 

students_grades = pd.read_excel( './grades.xlsx' )  

students_grades.head()  

 
  



Reading and Writing CSV Files in Python with Pandas 

While you can read and write CSV files in Python using the built-
in open()  function, or the dedicated csv module - you can also use Pandas. 
In this article, you will see how to use Python's Pandas library to read and 
write CSV files. 
What is a CSV File? 
Let's quickly recap what a CSV file is - nothing more than a simple text file, 
following a few formatting conventions. However, it is the most common, 
simple, and easiest method to store tabular data. This format arranges tables 
by following a specific structure divided into rows and columns. It is these 
rows and columns that contain your data. 
A new line terminates each row to start the next row. Similarly, a delimiter, 
usually a comma, separates columns within each row. 
For example, we might have a table that looks like this: 
| City         | State        | Capital | Population    |  

| ------------ | ------------ | ------- | ------------- |  

| Philadelphia | Pennsylvania | No      | 1.581 Million |  

| Sacramento   | California   | Yes     | 0.5 Million   |  

| New York     | New York     | No      | 8.623 Million |  

| Austin       | Texas        | Yes     | 0.95 Million  |  

| Miami        | Florida      | No      | 0.463 Million |  

If we were to convert it into the CSV format, it'd look like this: 
City,State,Capital,Population  

Philadelphia,Pennsylvania,No,1.581 Million  

Sacramento,California,Yes,0.5 Million  

New York,New York,No,8.623 Million  

Austin,Texas,Yes,0.95 Million  

Miami,Florida,No,0.463 Million  

Although the name (Comma-Separated Values) inherently uses a comma as the delimiter, you can use other 
delimiters (separators) as well, such as the semicolon (; ). Each row of the table is a new line of the CSV file and it's 
a very compact and concise way to represent tabular data. 
Now, let's take a look at the read_csv()  function. 

Reading and Writing CSV Files using Pandas 
Pandas is a very powerful and popular framework for data analysis and manipulation. One of the most striking 
features of Pandas is its ability to read and write various types of files including CSV and Excel. You can effectively 
and easily manipulate CSV files in Pandas using functions like read_csv()  and to_csv() . 



Installing Pandas 
We have to install Pandas before using it. Let's use pip : 

$ pip install pandas 
Reading CSV Files with read_csv() 
Let's import the Titanic Dataset, which can be obtained on GitHub: 

import  pandas as  pd  

titanic_data = pd.read_csv( 'titanic.csv' )  

Pandas will search for this file in the directory of the script, naturally, and we just supply the filepath to the file we'd 
like to parse as the one and only required argument of this method. 
Let's take a look at the head()  of this dataset to make sure it's imported correctly: 

titanic_data.head()  

This results in: 

   PassengerId  Survived  Pclass  ...     Fare Cabin  Embarked  

0            1         0       3  ...   7.2500   NaN         S  

1            2         1       1  ...  71.2833   C85         C  

2            3         1       3  ...   7.9250   NaN         S  

3            4         1       1  ...  53.1000  C123         S  

4            5         0       3  ...   8.0500   NaN         S  

Alternatively, you can also read CSV files from online resources, such as GitHub, simply by passing in the URL of the 
resource to the read_csv()  function. Let's read this same CSV file from the GitHub repository, without 
downloading it to our local machine first: 

import  pandas as  pd  

 

titanic_data =  

pd.read_csv( r'https://raw.githubusercontent.com/datasciencedojo/datasets/master/ti

tanic.csv' )  

print(titanic_data.head())  

This also results in: 

   PassengerId  Survived  Pclass  ...     Fare Cabin  Embarked  

0            1         0       3  ...   7.2500   NaN         S  

1            2         1       1  ...  71.2833   C85         C  

2            3         1       3  ...   7.9250   NaN         S  

3            4         1       1  ...  53.1000  C123         S  



4            5         0       3  ...   8.0500   NaN         S  

 

[5 rows x 12 columns]  

Customizing Headers 
By default, the read_csv()  method uses the first row of the CSV file as the column headers. Sometimes, these 
headers might have odd names, and you might want to use your own headers. You can set headers either after 
reading the file, simply by assigning the columns  field of the DataFrame  instance another list, or you can set the 
headers while reading the CSV in the first place. 
Let's define a list of column names, and use those names instead of the ones from the CSV file: 

import  pandas as  pd  

 

col_names = [ 'Id' ,  

             'Survived' ,  

             'Passenger Class' ,  

             'Full Name' ,  

             'Gender' ,  

             'Age' ,  

             'SibSp' ,  

             'Parch' ,  

             'Ticket Number' ,  

             'Price' , 'Cabin' ,  

             'Station' ]  

 

titanic_data = pd.read_csv( r'E:\Datasets\titanic.csv' , names=col_names)  

print(titanic_data.head())  

Let's run this code: 

            Id  Survived Passenger Class  ...    Price  Cabin   Station  

0  PassengerId  Survived          Pclass  ...     Fare  Cabin  Embarked  

1            1         0               3  ...     7.25    NaN         S  

2            2         1               1  ...  71.2833    C85         C  

3            3         1               3  ...    7.925    NaN         S  



4            4         1               1  ...     53.1   C123         S  

Hmm, now we've got our custom headers, but the first row of the CSV file, which was originally used to set the 

column names is also included in the DataFrame . We'll want to skip this line, since it no longer holds any value for 
us. 
Skipping Rows While Reading CSV 
Let's address this issue by using the skiprows  argument: 

import  pandas as  pd  

 

col_names = [ 'Id' ,  

             'Survived' ,  

             'Passenger Class' ,  

             'Full Name' ,  

             'Gender' ,  

             'Age' ,  

             'SibSp' ,  

             'Parch' ,  

             'Ticket Number' ,  

             'Price' , 'Cabin' ,  

             'Station' ]  

 

titanic_data = pd.read_csv( r'E:\Datasets\titanic.csv' , names=col_names,  

skiprows=[ 0 ])  

print(titanic_data.head())  

Now, let's run this code: 

   Id  Survived  Passenger Class  ...    Price Cabin  Station  

0   1         0                3  ...   7.2500   NaN        S  

1   2         1                1  ...  71.2833   C85        C  

2   3         1                3  ...   7.9250   NaN        S  

3   4         1                1  ...  53.1000  C123        S  

4   5         0                3  ...   8.0500   NaN        S  



Works like a charm! The skiprows  argument accepts a list of rows you'd like to skip. You can skip, for example,

4, 7  if you'd like as well: 

titanic_data = pd.read_csv(

skiprows=[ 0 , 4 , 7 ])  

print(titanic_data.head( 10

This would result in a DataFrame  that doesn't have some of the rows we've seen before:

Free eBook: Git Essentials
Check out our hands-on, practical guide to learning Git, with best

included cheat sheet. Stop Googling Git commands and actually
Download the eBook   

   Id  Survived  Passenger Class

0    1          0                 

1    2          1                 

argument accepts a list of rows you'd like to skip. You can skip, for example,

r'E:\Datasets\titanic.csv' , names=col_names,

 

))  

that doesn't have some of the rows we've seen before: 

Free eBook: Git Essentials 
on, practical guide to learning Git, with best-practices, industry-accepted standards, an

included cheat sheet. Stop Googling Git commands and actually learn it! 

Class  ...    Price Cabin  Station  

                3   ...   7.2500    NaN        

                1   ...  71.2833    C85        

argument accepts a list of rows you'd like to skip. You can skip, for example, 0, 

names=col_names,  

 

accepted standards, and 

        S  

        C  



2    3          1                 3   ...   7.9250    NaN        S  

3    5          0                 3   ...   8.0500    NaN        S  

4    6          0                 3   ...   8.4583    NaN        Q  

5    8          0                 3   ...  21.0750    NaN        S  

6    9          1                 3   ...  11.1333    NaN        S  

7   10          1                 2   ...  30.0708    NaN        C  

8   11          1                 3   ...  16.7000     G6        S  

9   12          1                 1   ...  26.5500   C103        S  

Keep in mind that skipping rows happens before the DataFrame  is fully formed, so you won't be missing any indices 

of the DataFrame  itself, though, in this case, you can see that the Id  field (imported from the CSV file) is missing 

IDs 4  and 7 . 

Removing Headers 
You can also decide to remove the header completely, which would result in a DataFrame  that simply 

has 0...n  header columns, by setting the header  argument to None : 

titanic_data = pd.read_csv( r'E:\Datasets\titanic.csv' , header= None ,  

skiprows=[ 0 ])  

You'll also want to skip the first row here, since if you don't, the values from the first row will be actually be included in 
the first row: 

   0   1   2                                                  3       4   ...  7                  

8        9   

0   1   0   3                            Braund, Mr. Owen Harris    male  ...   0          

A/5 21171   7.2500  

1   2   1   1  Cumings, Mrs. John Bradley (Florence Briggs Th...  female  ...   0           

PC 17599  71.2833  

2   3   1   3                             Heikkinen, Miss. Laina  female  ...   0   

STON/O2. 3101282   7.9250  

3   4   1   1       Futrelle, Mrs. Jacques Heath (Lily May Peel)  female  ...   0             

113803  53.1000  

4   5   0   3                           Allen, Mr. William Henry    male  ...   0             

373450   8.0500  



Specifying Delimiters 
As stated earlier, you'll eventually probably encounter a CSV file that doesn't actually use commas to separate data. 
In such cases, you can use the sep  argument to specify other delimiters: 

titanic_data = pd.read_csv( r'E:\Datasets\titanic.csv' , sep= ';' )  

Writing CSV Files with to_csv() 
Again, DataFrames are tabular. Turning a DataFrame  into a CSV file is as simple as turning a CSV file into 

a DataFrame  - we call the write_csv()  function on the DataFrame  instance. 

When writing a DataFrame  to a CSV file, you can also change the column names, using the columns  argument, 

or specify a delimiter via the sep  argument. If you don't specify either of these, you'll end up with a standard 
Comma-Separated Value file. 
Let's play around with this: 

import  pandas as  pd  

cities = pd.DataFrame([[ 'Sacramento' , 'California' ], [ 'Miami' ,  

'Florida' ]], columns=[ 'City' , 'State' ])  

cities.to_csv( 'cities.csv' )  

Here, we've made a simple DataFrame  with two cities and their respective states. Then, we've gone ahead and 

saved that data into a CSV file using to_csv()  and providing the filename. 
This results in a new file in the working directory of the script you're running, which contains: 

,City,State  

0,Sacramento,California  

1,Miami,Florida  

Though, this isn't really well-formatted. We've still got the indices from the DataFrame , which also puts a weird 

missing spot before the column names. If we re-imported this CSV back into a DataFrame , it'd be a mess: 

df = pd.read_csv( 'cities.csv' )  

print(df)  

This results in: 

   Unnamed: 0         City       State  

0            0   Sacramento  California  

1            1        Miami     Florida  

The indices from the DataFrame  ended up becoming a new column, which is now Unnamed . 

When saving the file, let's make sure to drop the index of the DataFrame : 

import  pandas as  pd  

cities = pd.DataFrame([[ 'Sacramento' , 'California' ], [ 'Miami' ,  

'Florida' ]], columns=[ 'City' , 'State' ])  



cities.to_csv( 'cities.csv' , index= False )  

Now, this results in a file that contains: 

City,State  

Sacramento,California  

Miami,Florida  

Works like a charm! If we re-import it and print the contents, the DataFrame  is constructed well: 

df = pd.read_csv( 'cities.csv' )  

print(df)  

This results in: 

         City       State  

0  Sacramento  California  

1       Miami     Florida  

Customizing Headers 
Let's change the column headers from the default ones: 

import  pandas as  pd  

cities = pd.DataFrame([[ 'Sacramento' , 'California' ], [ 'Miami' ,  

'Florida' ]], columns=[ 'City' , 'State' ])  

new_column_names = [ 'City_Name' , 'State_Name' ]  

cities.to_csv( 'cities.csv' , index= False , header=new_column_names)  

We've made a new_header  list, that contains different values for our columns. Then, using the header  argument, 

we've set these instead of the original column names. This generates a cities.csv  with these contents: 

City_Name,State_Name  

Sacramento,California  

Miami,Florida  

Washington DC,Unknown  

Customizing Delimiter 
Let's change the delimiter from the default (, ) value to a new one: 

import  pandas as  pd  

cities = pd.DataFrame([[ 'Sacramento' , 'California' ], [ 'Miami' ,  

'Florida' ]], columns=[ 'City' , 'State' ])  



cities.to_csv( 'cities.csv' , index= False , sep= ';' )  

This results in a cities.csv  file that contains: 

City;State  

Sacramento;California  

Miami;Florida  

Handling Missing Values 
Sometimes, DataFrames have missing values that we've left as NaN  or NA . In such cases, you might want to 

format these when you write them out into a CSV file. You can use the na_rep  argument and set the value to be put 
instead of a missing value: 

import  pandas as  pd  

cities = pd.DataFrame([[ 'Sacramento' , 'California' ], [ 'Miami' ,  

'Florida' ], [ 'Washington DC' , pd.NA]], columns=[ 'City' , 'State' ])  

cities.to_csv( 'cities.csv' , index= False , na_rep= 'Unknown' )  

Here, we've got two valid city-state pairs, but Washington DC  is missing its state. If we run this code, it'll result in 

a cities.csv  with the following contents: 

City,State  

Sacramento,California  

Miami,Florida  

Washington DC,Unknown  

 
  



Mathematically central tendency means measuring the center or distribution of location 
of values of a data set. It gives an idea of the average value of the data in the data set 
and also an indication of how widely the values are spread in the data set. That in turn 
helps in evaluating the chances of a new input fitting into the existing data set and 
hence probability of success. 
There are three main measures of central tendency which can be calculated using the 
methods in pandas python library. 

 Mean - It is the Average value of the data which is a division of sum of the values 
with the number of values. 

 Median - It is the middle value in distribution when the values are arranged in 
ascending or descending order. 

 Mode - It is the most commonly occurring value in a distribution. 

Calculating Mean and Median 
The pandas functions can be directly used to calculate these values. 
import pandas as pd 
 
#Create a Dictionary of series 
d = 
{'Name':pd.Series(['Tom','James','Ricky','Vin','Steve','Smith','Jac
k', 
   'Lee','Chanchal','Gasper','Naviya','Andres']), 
   'Age':pd.Series([25,26,25,23,30,29,23,34,40,30,51,46]), 
   
'Rating':pd.Series([4.23,3.24,3.98,2.56,3.20,4.6,3.8,3.78,2.98,4.80
,4.10,3.65])} 
 
#Create a DataFrame 
df = pd.DataFrame(d) 
print "Mean Values in the Distribution" 
print df.mean() 
print "*******************************" 
print "Median Values in the Distribution" 
print df.median() 

Its output is as follows − 
Mean Values in the Distribution 
Age       31.833333 
Rating     3.743333 
dtype: float64 
******************************* 
Median Values in the Distribution 
Age       29.50 
Rating     3.79 
dtype: float64 

Calculating Mode 
Mode may or may not be available in a distribution depending on whether the data is 
continous or whether there are values which has maximum frquency. We take a simple 



distribution below to find out the mode. Here we have a value which has maximum 
frequency in the distribution. 
import pandas as pd 
 
#Create a Dictionary of series
d = 
{'Name':pd.Series(['Tom'
k', 
   'Lee','Chanchal','Gasper'
   'Age':pd.Series([25,
#Create a DataFrame 
df = pd.DataFrame(d) 
 
print df.mode() 

Its output is as follows − 

     Age      Name 
0   25.0    Andres 
1    NaN  Chanchal 
2    NaN    Gasper 
3    NaN      Jack 
4    NaN     James 
5    NaN       Lee 
6    NaN    Naviya 

distribution below to find out the mode. Here we have a value which has maximum 
 

#Create a Dictionary of series 

'Tom','James','Ricky','Vin','Steve','Smith'

'Gasper','Naviya','Andres']), 
,26,25,23,30,25,23,34,40,30,25,46])}

distribution below to find out the mode. Here we have a value which has maximum 

'Smith','Jac

])} 

 



7    NaN     Ricky 
8    NaN     Smith 
9    NaN     Steve 
10   NaN       Tom 
11   NaN       Vin 

Calculate the average, variance and standard deviation in Python 
using NumPy 

 Difficulty Level : Basic 
 Last Updated : 25 Aug, 2020 

Numpy in Python is a general-purpose array-processing package. It provides a high-
performance multidimensional array object and tools for working with these arrays. It is 
the fundamental package for scientific computing with Python. Numpy provides very 
easy methods to calculate the average, variance, and standard deviation. 

Average 
Average a number expressing the central or typical value in a set of data, in particular the 
mode, median, or (most commonly) the mean, which is calculated by dividing the sum of 
the values in the set by their number. The basic formula for the average of n numbers x1, 
x2, ……xn is 

 
Example: 
Suppose there are 8 data points, 
 
 
 

 
The average of these 8 data points is, 

 
Average in Python Using Numpy: 
One can calculate the average by using numpy.average() function in python. 
Syntax:  
numpy.average(a, axis=None, weights=None, returned=False) 
Parameters: 
a: Array containing data to be averaged 
 
 
 
axis: Axis or axes along which to average a 
weights: An array of weights associated with the values in a 
returned: Default is False. If True, the tuple is returned, otherwise only the average is 
returned 



Example 1: 

Python 
# Python program to get average of a list 
   
# Importing the NumPy module 
import numpy as np 
   
# Taking a list of elements 
list = [2, 4, 4, 4, 5, 5, 7, 9] 
   
# Calculating average using average() 
print(np.average(list)) 

Output: 
5.0 
Example 2: 

Python 
# Python program to get average of a list 
   
# Importing the NumPy module 
import numpy as np 
   
# Taking a list of elements 
list = [2, 40, 2, 502, 177, 7, 9] 
   
# Calculating average using average() 
print(np.average(list)) 

Output: 
105.57142857142857 

Variance 
Variance is the sum of squares of differences between all numbers and means. 
The mathematical formula for variance is as follows, 

 
Where, 
 ? is Mean,  
N is the total number of elements or frequency of distribution.  
 
 
Example: 



Let’s consider the same dataset that we have taken in average. First, calculate the 
deviations of each data point from the mean, and square the result of each, 

 

 
Variance in Python Using Numpy: 
One can calculate the variance by using numpy.var() function in python. 
Syntax:  
numpy.var(a, axis=None, dtype=None, out=None, ddof=0, keepdims=<no value>) 
Parameters: 
a: Array containing data to be averaged 
axis: Axis or axes along which to average a 
dtype: Type to use in computing the variance.  
out: Alternate output array in which to place the result. 
 
 
 
ddof: Delta Degrees of Freedom 
keepdims: If this is set to True, the axes which are reduced are left in the result as 
dimensions with size one 
Example 1: 

Python 
# Python program to get variance of a list 
   
# Importing the NumPy module 
import numpy as np 
   
# Taking a list of elements 
list = [2, 4, 4, 4, 5, 5, 7, 9] 
   
# Calculating variance using var() 
print(np.var(list)) 

Output: 
4.0 
Example 2: 

Python 



# Python program to get variance of a list 
   
# Importing the NumPy module 
import numpy as np 
   
# Taking a list of elements 
list = [212, 231, 234, 564, 235] 
   
# Calculating variance using var() 
print(np.var(list)) 

Output: 
18133.359999999997 

Standard Deviation 
Standard Deviation is the square root of variance. It is a measure of the extent to which 
data varies from the mean. The mathematical formula for calculating standard deviation 
is as follows,  

 
Example: 
Standard Deviation for the above data, 
 
 
 

 
Standard Deviation in Python Using Numpy: 
One can calculate the standard devaition by using numpy.std() function in python. 
Syntax:  
numpy.std(a, axis=None, dtype=None, out=None, ddof=0, keepdims=<no value>) 
Parameters: 
a: Array containing data to be averaged 
axis: Axis or axes along which to average a 
dtype: Type to use in computing the variance.  
out: Alternate output array in which to place the result. 
ddof: Delta Degrees of Freedom 
keepdims: If this is set to True, the axes which are reduced are left in the result as 
dimensions with size one 
Example 1: 

Python 
# Python program to get  
# standard deviation of a list 



   
# Importing the NumPy module 
import numpy as np 
   
# Taking a list of elements 
list = [2, 4, 4, 4, 5, 5, 7, 9] 
   
# Calculating standard  
# deviation using var() 
print(np.std(list)) 

Output: 
2.0 
Example 2: 

Python 
# Python program to get 
# standard deviation of a list 
   
# Importing the NumPy module 
import numpy as np 
   
# Taking a list of elements 
list = [290, 124, 127, 899] 
   
# Calculating standard 
# deviation using var() 
print(np.std(list)) 

Output: 
318.35750344541907 
 
  



Python Pandas - Basic Functionality 
By now, we learnt about the three Pandas DataStructures and how to create them. We 
will majorly focus on the DataFrame objects because of its importance in the real time 
data processing and also discuss a few other DataStructures. 

Series Basic Functionality 
Sr.No. Attribute or Method & Description 

1 axes 
Returns a list of the row axis labels 

2 dtype 
Returns the dtype of the object. 

3 empty 
Returns True if series is empty. 

4 ndim 
Returns the number of dimensions of the underlying data, by definition 1. 

5 size 
Returns the number of elements in the underlying data. 

6 values 
Returns the Series as ndarray. 

7 head() 
Returns the first n rows. 

8 tail() 
Returns the last n rows. 

Let us now create a Series and see all the above tabulated attributes operation. 
Example 

Live Demo  

import pandas as pd 
import numpy as np 
 
#Create a series with 100 random numbers 
s = pd.Series(np.random.randn(4)) 
print s 

Its output is as follows − 
0   0.967853 
1  -0.148368 
2  -1.395906 
3  -1.758394 
dtype: float64 



axes 
Returns the list of the labels of the series. 

Live Demo  

import pandas as pd 
import numpy as np 
 
#Create a series with 100 random numbers 
s = pd.Series(np.random.randn(4)) 
print ("The axes are:") 
print s.axes 

Its output is as follows − 
The axes are: 
[RangeIndex(start=0, stop=4, step=1)] 
The above result is a compact format of a list of values from 0 to 5, i.e., [0,1,2,3,4]. 
empty 

Returns the Boolean value saying whether the Object is empty or not. True indicates 
that the object is empty. 

Live Demo  

import pandas as pd 
import numpy as np 
 
#Create a series with 100 random numbers 
s = pd.Series(np.random.randn(4)) 
print ("Is the Object empty?") 
print s.empty 

Its output is as follows − 
Is the Object empty? 
False 
ndim 
Returns the number of dimensions of the object. By definition, a Series is a 1D data 
structure, so it returns 

Live Demo  

import pandas as pd 
import numpy as np 
 
#Create a series with 4 random numbers 
s = pd.Series(np.random.randn(4)) 
print s 
 
print ("The dimensions of the object:") 
print s.ndim 

Its output is as follows − 
0   0.175898 
1   0.166197 
2  -0.609712 
3  -1.377000 



dtype: float64 
 
The dimensions of the object: 
1 
size 
Returns the size(length) of the series. 

Live Demo  

import pandas as pd 
import numpy as np 
 
#Create a series with 4 random numbers 
s = pd.Series(np.random.randn(2)) 
print s 
print ("The size of the object:") 
print s.size 

Its output is as follows − 
0   3.078058 
1  -1.207803 
dtype: float64 
 
The size of the object: 
2 
values 

Returns the actual data in the series as an array. 
Live Demo  

import pandas as pd 
import numpy as np 
 
#Create a series with 4 random numbers 
s = pd.Series(np.random.randn(4)) 
print s 
 
print ("The actual data series is:") 
print s.values 

Its output is as follows − 
0   1.787373 
1  -0.605159 
2   0.180477 
3  -0.140922 
dtype: float64 
 
The actual data series is: 
[ 1.78737302 -0.60515881 0.18047664 -0.1409218 ] 
Head & Tail 

To view a small sample of a Series or the DataFrame object, use the head() and the 
tail() methods. 



head() returns the first n rows(observe the index values). The default number of 
elements to display is five, but you may pass a custom number. 

Live Demo  

import pandas as pd 
import numpy as np 
 
#Create a series with 4 random numbers 
s = pd.Series(np.random.randn(4)) 
print ("The original series is:") 
print s 
 
print ("The first two rows of the data series:") 
print s.head(2) 

Its output is as follows − 
The original series is: 
0   0.720876 
1  -0.765898 
2   0.479221 
3  -0.139547 
dtype: float64 
 
The first two rows of the data series: 
0   0.720876 
1  -0.765898 
dtype: float64 
tail() returns the last n rows(observe the index values). The default number of 
elements to display is five, but you may pass a custom number. 

Live Demo  

import pandas as pd 
import numpy as np 
 
#Create a series with 4 random numbers 
s = pd.Series(np.random.randn(4)) 
print ("The original series is:") 
print s 
 
print ("The last two rows of the data series:") 
print s.tail(2) 

Its output is as follows − 
The original series is: 
0 -0.655091 
1 -0.881407 
2 -0.608592 
3 -2.341413 
dtype: float64 
 
The last two rows of the data series: 



2 -0.608592 
3 -2.341413 
dtype: float64 

DataFrame Basic Functionality 
Let us now understand what DataFrame Basic Functionality is. The following tables 
lists down the important attributes or methods that help in DataFrame Basic 
Functionality. 

Sr.No. Attribute or Method & Description 

1 T 
Transposes rows and columns. 

2 axes 
Returns a list with the row axis labels and column axis labels as the only 
members. 

3 dtypes 
Returns the dtypes in this object. 

4 empty 
True if NDFrame is entirely empty [no items]; if any of the axes are of length 0. 

5 ndim 
Number of axes / array dimensions. 

6 shape 
Returns a tuple representing the dimensionality of the DataFrame. 

7 size 
Number of elements in the NDFrame. 

8 values 
Numpy representation of NDFrame. 

9 head() 
Returns the first n rows. 

10 tail() 
Returns last n rows. 

Let us now create a DataFrame and see all how the above mentioned attributes 
operate. 
Example 

Live Demo  

import pandas as pd 
import numpy as np 



 
#Create a Dictionary of series 
d = 
{'Name':pd.Series(['Tom','James','Ricky','Vin','Steve','Smith','Jac
k']), 
   'Age':pd.Series([25,26,25,23,30,29,23]), 
   'Rating':pd.Series([4.23,3.24,3.98,2.56,3.20,4.6,3.8])} 
 
#Create a DataFrame 
df = pd.DataFrame(d) 
print ("Our data series is:") 
print df 

Its output is as follows − 
Our data series is: 
    Age   Name    Rating 
0   25    Tom     4.23 
1   26    James   3.24 
2   25    Ricky   3.98 
3   23    Vin     2.56 
4   30    Steve   3.20 
5   29    Smith   4.60 
6   23    Jack    3.80 
T (Transpose) 
Returns the transpose of the DataFrame. The rows and columns will interchange. 

Live Demo  

import pandas as pd 
import numpy as np 
  
# Create a Dictionary of series 
d = 
{'Name':pd.Series(['Tom','James','Ricky','Vin','Steve','Smith','Jac
k']), 
   'Age':pd.Series([25,26,25,23,30,29,23]), 
   'Rating':pd.Series([4.23,3.24,3.98,2.56,3.20,4.6,3.8])} 
 
# Create a DataFrame 
df = pd.DataFrame(d) 
print ("The transpose of the data series is:") 
print df.T 

Its output is as follows − 
The transpose of the data series is: 
         0     1       2      3      4      5       6 
Age      25    26      25     23     30     29      23 
Name     Tom   James   Ricky  Vin    Steve  Smith   Jack 
Rating   4.23  3.24    3.98   2.56   3.2    4.6     3.8 
axes 
Returns the list of row axis labels and column axis labels. 



Live Demo  

import pandas as pd 
import numpy as np 
 
#Create a Dictionary of series 
d = 
{'Name':pd.Series(['Tom','James','Ricky','Vin','Steve','Smith','Jac
k']), 
   'Age':pd.Series([25,26,25,23,30,29,23]), 
   'Rating':pd.Series([4.23,3.24,3.98,2.56,3.20,4.6,3.8])} 
 
#Create a DataFrame 
df = pd.DataFrame(d) 
print ("Row axis labels and column axis labels are:") 
print df.axes 

Its output is as follows − 
Row axis labels and column axis labels are: 
 
[RangeIndex(start=0, stop=7, step=1), Index([u'Age', u'Name', 
u'Rating'], 
dtype='object')] 
dtypes 
Returns the data type of each column. 

Live Demo  

import pandas as pd 
import numpy as np 
 
#Create a Dictionary of series 
d = 
{'Name':pd.Series(['Tom','James','Ricky','Vin','Steve','Smith','Jac
k']), 
   'Age':pd.Series([25,26,25,23,30,29,23]), 
   'Rating':pd.Series([4.23,3.24,3.98,2.56,3.20,4.6,3.8])} 
 
#Create a DataFrame 
df = pd.DataFrame(d) 
print ("The data types of each column are:") 
print df.dtypes 

Its output is as follows − 
The data types of each column are: 
Age     int64 
Name    object 
Rating  float64 
dtype: object 
empty 
Returns the Boolean value saying whether the Object is empty or not; True indicates 
that the object is empty. 



Live Demo  

import pandas as pd 
import numpy as np 
  
#Create a Dictionary of series 
d = 
{'Name':pd.Series(['Tom','James','Ricky','Vin','Steve','Smith','Jac
k']), 
   'Age':pd.Series([25,26,25,23,30,29,23]), 
   'Rating':pd.Series([4.23,3.24,3.98,2.56,3.20,4.6,3.8])} 
  
#Create a DataFrame 
df = pd.DataFrame(d) 
print ("Is the object empty?") 
print df.empty 

Its output is as follows − 
Is the object empty? 
False 
ndim 
Returns the number of dimensions of the object. By definition, DataFrame is a 2D 
object. 

Live Demo  

import pandas as pd 
import numpy as np 
 
#Create a Dictionary of series 
d = 
{'Name':pd.Series(['Tom','James','Ricky','Vin','Steve','Smith','Jac
k']), 
   'Age':pd.Series([25,26,25,23,30,29,23]), 
   'Rating':pd.Series([4.23,3.24,3.98,2.56,3.20,4.6,3.8])} 
 
#Create a DataFrame 
df = pd.DataFrame(d) 
print ("Our object is:") 
print df 
print ("The dimension of the object is:") 
print df.ndim 

Its output is as follows − 
Our object is: 
      Age    Name     Rating 
0     25     Tom      4.23 
1     26     James    3.24 
2     25     Ricky    3.98 
3     23     Vin      2.56 
4     30     Steve    3.20 
5     29     Smith    4.60 



6     23     Jack     3.80 
 
The dimension of the object is: 
2 
shape 
Returns a tuple representing the dimensionality of the DataFrame. Tuple (a,b), where a 
represents the number of rows and b represents the number of columns. 

Live Demo  

import pandas as pd 
import numpy as np 
  
#Create a Dictionary of series 
d = 
{'Name':pd.Series(['Tom','James','Ricky','Vin','Steve','Smith','Jac
k']), 
   'Age':pd.Series([25,26,25,23,30,29,23]), 
   'Rating':pd.Series([4.23,3.24,3.98,2.56,3.20,4.6,3.8])} 
  
#Create a DataFrame 
df = pd.DataFrame(d) 
print ("Our object is:") 
print df 
print ("The shape of the object is:") 
print df.shape 

Its output is as follows − 
Our object is: 
   Age   Name    Rating 
0  25    Tom     4.23 
1  26    James   3.24 
2  25    Ricky   3.98 
3  23    Vin     2.56 
4  30    Steve   3.20 
5  29    Smith   4.60 
6  23    Jack    3.80 
 
The shape of the object is: 
(7, 3) 
size 

Returns the number of elements in the DataFrame. 
Live Demo  

import pandas as pd 
import numpy as np 
  
#Create a Dictionary of series 
d = 
{'Name':pd.Series(['Tom','James','Ricky','Vin','Steve','Smith','Jac
k']), 



   'Age':pd.Series([25,26,25,23,30,29,23]), 
   'Rating':pd.Series([4.23,3.24,3.98,2.56,3.20,4.6,3.8])} 
  
#Create a DataFrame 
df = pd.DataFrame(d) 
print ("Our object is:") 
print df 
print ("The total number of elements in our object is:") 
print df.size 

Its output is as follows − 
Our object is: 
    Age   Name    Rating 
0   25    Tom     4.23 
1   26    James   3.24 
2   25    Ricky   3.98 
3   23    Vin     2.56 
4   30    Steve   3.20 
5   29    Smith   4.60 
6   23    Jack    3.80 
 
The total number of elements in our object is: 
21 
values 
Returns the actual data in the DataFrame as an NDarray. 

Live Demo  

import pandas as pd 
import numpy as np 
  
#Create a Dictionary of series 
d = 
{'Name':pd.Series(['Tom','James','Ricky','Vin','Steve','Smith','Jac
k']), 
   'Age':pd.Series([25,26,25,23,30,29,23]), 
   'Rating':pd.Series([4.23,3.24,3.98,2.56,3.20,4.6,3.8])} 
  
#Create a DataFrame 
df = pd.DataFrame(d) 
print ("Our object is:") 
print df 
print ("The actual data in our data frame is:") 
print df.values 

Its output is as follows − 
Our object is: 
    Age   Name    Rating 
0   25    Tom     4.23 
1   26    James   3.24 
2   25    Ricky   3.98 
3   23    Vin     2.56 



4   30    Steve   3.20 
5   29    Smith   4.60 
6   23    Jack    3.80 
The actual data in our data frame is: 
[[25 'Tom' 4.23] 
[26 'James' 3.24] 
[25 'Ricky' 3.98] 
[23 'Vin' 2.56] 
[30 'Steve' 3.2] 
[29 'Smith' 4.6] 
[23 'Jack' 3.8]] 
Head & Tail 
To view a small sample of a DataFrame object, use the head() and tail() 
methods. head() returns the first n rows (observe the index values). The default 
number of elements to display is five, but you may pass a custom number. 

Live Demo  

import pandas as pd 
import numpy as np 
  
#Create a Dictionary of series 
d = 
{'Name':pd.Series(['Tom','James','Ricky','Vin','Steve','Smith','Jac
k']), 
   'Age':pd.Series([25,26,25,23,30,29,23]), 
   'Rating':pd.Series([4.23,3.24,3.98,2.56,3.20,4.6,3.8])} 
 
#Create a DataFrame 
df = pd.DataFrame(d) 
print ("Our data frame is:") 
print df 
print ("The first two rows of the data frame is:") 
print df.head(2) 

Its output is as follows − 
Our data frame is: 
    Age   Name    Rating 
0   25    Tom     4.23 
1   26    James   3.24 
2   25    Ricky   3.98 
3   23    Vin     2.56 
4   30    Steve   3.20 
5   29    Smith   4.60 
6   23    Jack    3.80 
 
The first two rows of the data frame is: 
   Age   Name   Rating 
0  25    Tom    4.23 
1  26    James  3.24 



tail() returns the last n rows (observe the index values). The default number of 
elements to display is five, but you may pass a custom number. 

Live Demo  

import pandas as pd 
import numpy as np 
 
#Create a Dictionary of series 
d = 
{'Name':pd.Series(['Tom','James','Ricky','Vin','Steve','Smith','Jac
k']), 
   'Age':pd.Series([25,26,25,23,30,29,23]),  
   'Rating':pd.Series([4.23,3.24,3.98,2.56,3.20,4.6,3.8])} 
  
#Create a DataFrame 
df = pd.DataFrame(d) 
print ("Our data frame is:") 
print df 
print ("The last two rows of the data frame is:") 
print df.tail(2) 

Its output is as follows − 
Our data frame is: 
    Age   Name    Rating 
0   25    Tom     4.23 
1   26    James   3.24 
2   25    Ricky   3.98 
3   23    Vin     2.56 
4   30    Steve   3.20 
5   29    Smith   4.60 
6   23    Jack    3.80 
 
The last two rows of the data frame is: 
    Age   Name    Rating 
5   29    Smith    4.6 
6   23    Jack     3.8 
 
  



UNIT 5 Data Visualization using dataframe  

Matplotlib  

What is Matplotlib? 
Matplotlib is a low level graph plotting library in python that serves as a 
visualization utility. 
Matplotlib was created by John D. Hunter. 
Matplotlib is open source and we can use it freely. 
Matplotlib is mostly written in python, a few segments are written in C, 
Objective-C and Javascript for Platform compatibility. 

Installation of Matplotlib 
If you have Python and PIP already installed on a system, then installation of Matplotlib is very easy. 
Install it using this command: 
C:\Users\Your Name>pip install matplotlib 
If this command fails, then use a python distribution that already has Matplotlib installed,  like Anaconda, Spyder etc. 

 

Import Matplotlib 
Once Matplotlib is installed, import it in your applications by adding the import module statement: 
import matplotlib 
Now Matplotlib is imported and ready to use: 

 

Checking Matplotlib Version 
The version string is stored under __version__ attribute. 

Example 
import matplotlib 
 
print(matplotlib.__version__) 

Pyplot 
Most of the Matplotlib utilities lies under the pyplot submodule, and are usually 
imported under the plt alias: 
import matplotlib.pyplot as plt 
Now the Pyplot package can be referred to as plt. 

Example 
Draw a line in a diagram from position (0,0) to position (6,250): 
import matplotlib.pyplot as plt 
import numpy as np 
 
xpoints = np.array([0, 6]) 
ypoints = np.array([0, 250]) 
 
plt.plot(xpoints, ypoints) 
plt.show() 



Result: 

Matplotlib Plotting
Plotting x and y points
The plot() function is used to draw points (markers) in a diagram.
By default, the plot() function draws a line from point to point.
The function takes parameters for specifying points in the diagram.
Parameter 1 is an array containing the points on the
Parameter 2 is an array containing the points on the
If we need to plot a line from (1, 3) to (8, 10), we have to pass two array
8] and [3, 10] to the plot function.

Example 
Draw a line in a diagram from position (1, 3) to position (8, 10):
import matplotlib.pyplot 
import numpy as np 
 
xpoints = np.array([1, 8])
ypoints = np.array([3, 10
 
plt.plot(xpoints, ypoints)
plt.show() 

 

Plotting 
Plotting x and y points 

function is used to draw points (markers) in a diagram.
function draws a line from point to point. 

ion takes parameters for specifying points in the diagram.
Parameter 1 is an array containing the points on the x-axis. 
Parameter 2 is an array containing the points on the y-axis. 
If we need to plot a line from (1, 3) to (8, 10), we have to pass two array
8] and [3, 10] to the plot function. 

Draw a line in a diagram from position (1, 3) to position (8, 10): 
 as plt 

]) 
10]) 

plt.plot(xpoints, ypoints) 

function is used to draw points (markers) in a diagram. 

ion takes parameters for specifying points in the diagram. 

If we need to plot a line from (1, 3) to (8, 10), we have to pass two arrays [1, 



Result: 

The x-axis is the horizontal axis.
The y-axis is the vertical axis.

Plotting Without Line
To plot only the markers, you can use
which means 'rings'. 

Example 
Draw two points in the diagram, one at po
10): 
import matplotlib.pyplot 
import numpy as np 
 
xpoints = np.array([1, 8])
ypoints = np.array([3, 10
 
plt.plot(xpoints, ypoints,
plt.show() 

 
is the horizontal axis. 
is the vertical axis. 

Plotting Without Line 
To plot only the markers, you can use shortcut string notation parameter 'o', 

Draw two points in the diagram, one at position (1, 3) and one in position (8, 

 as plt 

]) 
10]) 

plt.plot(xpoints, ypoints, 'o') 

parameter 'o', 

sition (1, 3) and one in position (8, 



Result: 

You will learn more about markers in the next chapte

Multiple Points
You can plot as many points as you like, just make sure you have the same 
number of points in both axis.

Example 
Draw a line in a diagram from position (1, 3) to (2, 8) then to (6, 1) and finally 
to position (8, 10): 
import matplotlib.pyplot 
import numpy as np 
 
xpoints = np.array([1, 2,
ypoints = np.array([3, 8,
 
plt.plot(xpoints, ypoints)
plt.show() 

 
You will learn more about markers in the next chapter. 

Multiple Points 
You can plot as many points as you like, just make sure you have the same 
number of points in both axis. 

Draw a line in a diagram from position (1, 3) to (2, 8) then to (6, 1) and finally 

 as plt 

, 6, 8]) 
, 1, 10]) 

plt.plot(xpoints, ypoints) 

You can plot as many points as you like, just make sure you have the same 

Draw a line in a diagram from position (1, 3) to (2, 8) then to (6, 1) and finally 



Result: 

Default X-Points
If we do not specify the points in the x
1, 2, 3, (etc. depending on the length of the y
So, if we take the same example as above, and leave out the x
diagram will look like this: 

Example 
Plotting without x-points: 
import matplotlib.pyplot 
import numpy as np 
 
ypoints = np.array([3, 8,
 
plt.plot(ypoints) 
plt.show() 

 

Points 
If we do not specify the points in the x-axis, they will get the default values 0, 

(etc. depending on the length of the y-points. 
So, if we take the same example as above, and leave out the x-points, the 

 

 as plt 

, 1, 10, 5, 7]) 

axis, they will get the default values 0, 

points, the 



Result: 

The x-points in the example above is [0, 1, 2, 3, 4, 5].

Markers 
You can use the keyword argument marker

Example 
Mark each point with a circle: 
import matplotlib.pyplot as plt 
import numpy as np 
 
ypoints = np.array([3, 8, 1, 10]) 
 
plt.plot(ypoints, marker = 'o') 
plt.show() 

 
in the example above is [0, 1, 2, 3, 4, 5]. 

marker to emphasize each point with a specified marker: 



Result: 

Example 
Mark each point with a star: 
... 
plt.plot(ypoints, marker = '*') 
... 

Result: 

Marker Reference 

 

 



You can choose any of these markers: 

Marker Description 

'o' Circle  

'*' Star  

'.' Point  

',' Pixel  

'x' X  

'X' X (filled)  

'+' Plus  

'P' Plus (filled)  

's' Square  

'D' Diamond  

'd' Diamond (thin)  

'p' Pentagon  

'H' Hexagon  

'h' Hexagon  

'v' Triangle Down  

'^' Triangle Up  

'<' Triangle Left  

'>' Triangle Right  

'1' Tri Down  

'2' Tri Up  

'3' Tri Left  

'4' Tri Right  

'|' Vline  

'_' Hline  

Format Strings fmt 
You can use also use the shortcut string notation parameter to specify the marker. 
This parameter is also called fmt, and is written with this syntax: 
marker|line|color 
Example 
Mark each point with a circle: 
import matplotlib.pyplot as plt 
import numpy as np 
 
ypoints = np.array([3, 8, 1, 10]) 
 
plt.plot(ypoints, 'o:r') 
plt.show() 



Result: 

The marker value can be anything from the Marker Reference above.
The line value can be one of the following:

Line Reference 
Line Syntax Description

'-' Solid line

':' Dotted line

'--' Dashed line

'-.' Dashed/dotted line

Note: If you leave out the line value in the fmt parameter, no line will be plottet.
The short color value can be one of the following:

Color Reference 
Color Syntax 

'r' 

'g' 

'b' 

'c' 

'm' 

'y' 

'k' 

'w' 

Marker Size 
You can use the keyword argument markersize

Example 
Set the size of the markers to 20: 
import matplotlib.pyplot as plt 
import numpy as np 
 
ypoints = np.array([3, 8, 1, 10]) 
 

 
ker value can be anything from the Marker Reference above. 

The line value can be one of the following: 

Description 

Solid line  

Dotted line  

Dashed line  

Dashed/dotted line  

alue in the fmt parameter, no line will be plottet. 
The short color value can be one of the following: 

Description 

Red 

Green 

Blue 

Cyan 

Magenta 

Yellow 

Black 

White 

markersize or the shorter version, ms to set the size of the markers:

 

 

 

 

 

 

 

 

 

 

 

 

to set the size of the markers: 



plt.plot(ypoints, marker = 'o', ms = 20
plt.show() 

Result: 

Marker Color 
You can use the keyword argument markeredgecolor

Example 
Set the EDGE color to red: 
import matplotlib.pyplot as plt 
import numpy as np 
 
ypoints = np.array([3, 8, 1, 10]) 
 
plt.plot(ypoints, marker = 'o', ms = 20
plt.show() 

Result: 

You can use the keyword argument markerfacecolor

20) 

 

markeredgecolor or the shorter mec to set the color of the edge of the markers:

20, mec = 'r') 

 
markerfacecolor or the shorter mfc to set the color inside the edge of the markers:

of the markers: 

to set the color inside the edge of the markers: 



Example 
Set the FACE color to red: 
import matplotlib.pyplot as plt 
import numpy as np 
 
ypoints = np.array([3, 8, 1, 10]) 
 
plt.plot(ypoints, marker = 'o', ms = 20
plt.show() 

Result: 

Use both the mec and mfc arguments to color of the entire marker:

Example 
Set the color of both the edge and the face
import matplotlib.pyplot as plt 
import numpy as np 
 
ypoints = np.array([3, 8, 1, 10]) 
 
plt.plot(ypoints, marker = 'o', ms = 20
plt.show() 

Result: 

You can also use Hexadecimal color values

Example 
Mark each point with a beautiful green color:

20, mfc = 'r') 

 
arguments to color of the entire marker: 

face to red: 

20, mec = 'r', mfc = 'r') 

 
Hexadecimal color values: 

Mark each point with a beautiful green color: 



... 
plt.plot(ypoints, marker = 'o', ms = 20
... 

Result: 

Example 
Mark each point with the color named "hotpink
... 
plt.plot(ypoints, marker = 'o', ms = 20
... 

Result: 

Linestyle 
You can use the keyword argument linestyle

Example 
Use a dotted line: 
import matplotlib.pyplot as plt 
import numpy as np 
 
ypoints = np.array([3, 8, 1, 10]) 
 
plt.plot(ypoints, linestyle = 'dotted'
plt.show() 

20, mec = '#4CAF50', mfc = '#4CAF50') 

 

Mark each point with the color named "hotpink": 

20, mec = 'hotpink', mfc = 'hotpink') 

 

linestyle, or shorter ls, to change the style of the plotted line: 

'dotted') 

 



Result: 

Example 
Use a dashed line: 
 
plt.plot(ypoints, linestyle = 'dashed'
 
 

Result: 

Shorter Syntax 
The line style can be written in a shorter syntax:
linestyle can be written as ls. 
dotted can be written as :. 
dashed can be written as --. 

Example 
Shorter syntax: 
plt.plot(ypoints, ls = ':') 
 

 

'dashed') 

 

horter syntax: 



Result: 

Line Styles 
You can choose any of these styles: 

Style 

'solid' (default) 

'dotted' 

'dashed' 

'dashdot' 

'None' 

Line Color 
You can use the keyword argument color

Example 
Set the line color to red: 
import matplotlib.pyplot as plt 
import numpy as np 
 
ypoints = np.array([3, 8, 1, 10]) 
 
plt.plot(ypoints, color = 'r') 
plt.show() 

Result: 

You can also use Hexadecimal color values

 

Or 

'-' 

':' 

'--' 

'-.' 

'' or ' ' 

color or the shorter c to set the color of the line: 

 
Hexadecimal color values: 

 

 

 

 

 



Example 
Plot with a beautiful green line: 
... 
plt.plot(ypoints, c = '#4CAF50') 
... 

Result: 

Or any of the 140 supported color names.

Example 
Plot with the color named "hotpink": 
... 
plt.plot(ypoints, c = 'hotpink') 
... 

Result: 

Line Width 
You can use the keyword argument linewidth
The value is a floating number, in points: 

Example 
Plot with a 20.5pt wide line: 
import matplotlib.pyplot as plt 
import numpy as np 
 
ypoints = np.array([3, 8, 1, 10]) 
 
plt.plot(ypoints, linewidth = '20.5') 
plt.show() 

 
. 

 

linewidth or the shorter lw to change the width of the line. 
 

 



Result: 

Multiple Lines 
You can plot as many lines as you like by simply adding more

Example 
Draw two lines by specifying a plt.plot()
import matplotlib.pyplot as plt 
import numpy as np 
 
y1 = np.array([3, 8, 1, 10]) 
y2 = np.array([6, 2, 7, 11]) 
 
plt.plot(y1) 
plt.plot(y2) 
 
plt.show() 

Result: 

You can also plot many lines by adding the points for the x
(In the examples above we only specified the points on the y
default values (0, 1, 2, 3).) 
The x- and y- values come in pairs: 

Example 
Draw two lines by specifiyng the x- and y

 

You can plot as many lines as you like by simply adding more plt.plot() functions: 

plt.plot() function for each line: 

 
You can also plot many lines by adding the points for the x- and y-axis for each line in the same plt.plot()

ples above we only specified the points on the y-axis, meaning that the points on the x-axis got the the 

and y-point values for both lines: 

plt.plot() function. 
axis got the the 



import matplotlib.pyplot as plt 
import numpy as np 
 
x1 = np.array([0, 1, 2, 3]) 
y1 = np.array([3, 8, 1, 10]) 
x2 = np.array([0, 1, 2, 3]) 
y2 = np.array([6, 2, 7, 11]) 
 
plt.plot(x1, y1, x2, y2) 
plt.show() 

Result: 

Create Labels for a Plot
With Pyplot, you can use the xlabel() and

Example 
Add labels to the x- and y-axis: 
import numpy as np 
import matplotlib.pyplot as plt 
 
x = np.array([80, 85, 90, 95, 100, 105
y = np.array([240, 250, 260, 270, 280,
 
plt.plot(x, y) 
 
plt.xlabel("Average Pulse") 
plt.ylabel("Calorie Burnage") 
 
plt.show() 

Result: 

Create a Title for a Plot
With Pyplot, you can use the title() function to set a title for the plot.

Example 
Add a plot title and labels for the x- and y

 

Create Labels for a Plot 
and ylabel() functions to set a label for the x- and y-axis. 

105, 110, 115, 120, 125]) 
, 290, 300, 310, 320, 330]) 

 

Create a Title for a Plot 
function to set a title for the plot. 

and y-axis: 



import numpy as np 
import matplotlib.pyplot as plt 
 
x = np.array([80, 85, 90, 95, 100, 105, 110, 115, 120, 125]) 
y = np.array([240, 250, 260, 270, 280, 290, 300, 310, 320, 330]) 
 
plt.plot(x, y) 
 
plt.title("Sports Watch Data") 
plt.xlabel("Average Pulse") 
plt.ylabel("Calorie Burnage") 
 
plt.show() 

Result: 

 

Set Font Properties for Title and Labels 
You can use the fontdict parameter in xlabel(), ylabel(), and title() to set font properties for the title and labels. 

Example 
Set font properties for the title and labels: 
import numpy as np 
import matplotlib.pyplot as plt 
 
x = np.array([80, 85, 90, 95, 100, 105, 110, 115, 120, 125]) 
y = np.array([240, 250, 260, 270, 280, 290, 300, 310, 320, 330]) 
 
font1 = {'family':'serif','color':'blue','size':20} 
font2 = {'family':'serif','color':'darkred','size':15} 
 
plt.title("Sports Watch Data", fontdict = font1) 
plt.xlabel("Average Pulse", fontdict = font2) 
plt.ylabel("Calorie Burnage", fontdict = font2) 
 
plt.plot(x, y) 
plt.show() 



Result: 

 

Position the Title 
You can use the loc parameter in title() to position the title. 
Legal values are: 'left', 'right', and 'center'. Default value is 'center'. 

Example 
Position the title to the left: 
import numpy as np 
import matplotlib.pyplot as plt 
 
x = np.array([80, 85, 90, 95, 100, 105, 110, 115, 120, 125]) 
y = np.array([240, 250, 260, 270, 280, 290, 300, 310, 320, 330]) 
 
plt.title("Sports Watch Data", loc = 'left') 
plt.xlabel("Average Pulse") 
plt.ylabel("Calorie Burnage") 
 
plt.plot(x, y) 
plt.show() 

Result: 

 

Add Grid Lines to a Plot 
With Pyplot, you can use the grid() function to add grid lines to the plot. 

Example 
Add grid lines to the plot: 
import numpy as np 
import matplotlib.pyplot as plt 
 
x = np.array([80, 85, 90, 95, 100, 105, 110, 115, 120, 125]) 
y = np.array([240, 250, 260, 270, 280, 290, 300, 310, 320, 330]) 
 



plt.title("Sports Watch Data") 
plt.xlabel("Average Pulse") 
plt.ylabel("Calorie Burnage") 
 
plt.plot(x, y) 
 
plt.grid() 
 
plt.show() 

Result: 

 

Specify Which Grid Lines to Display 
You can use the axis parameter in the grid() function to specify which grid lines to display. 
Legal values are: 'x', 'y', and 'both'. Default value is 'both'. 

Example 
Display only grid lines for the x-axis: 
import numpy as np 
import matplotlib.pyplot as plt 
 
x = np.array([80, 85, 90, 95, 100, 105, 110, 115, 120, 125]) 
y = np.array([240, 250, 260, 270, 280, 290, 300, 310, 320, 330]) 
 
plt.title("Sports Watch Data") 
plt.xlabel("Average Pulse") 
plt.ylabel("Calorie Burnage") 
 
plt.plot(x, y) 
 
plt.grid(axis = 'x') 
 
plt.show() 

Result: 

 



Example 
Display only grid lines for the y-axis: 
import numpy as np 
import matplotlib.pyplot as plt 
 
x = np.array([80, 85, 90, 95, 100, 105, 110, 115, 120, 125]) 
y = np.array([240, 250, 260, 270, 280, 290, 300, 310, 320, 330]) 
 
plt.title("Sports Watch Data") 
plt.xlabel("Average Pulse") 
plt.ylabel("Calorie Burnage") 
 
plt.plot(x, y) 
 
plt.grid(axis = 'y') 
 
plt.show() 

Result: 

 

Set Line Properties for the Grid 
You can also set the line properties of the grid, like this: grid(color = 'color', linestyle = 'linestyle', linewidth = number). 

Example 
Set the line properties of the grid: 
import numpy as np 
import matplotlib.pyplot as plt 
 
x = np.array([80, 85, 90, 95, 100, 105, 110, 115, 120, 125]) 
y = np.array([240, 250, 260, 270, 280, 290, 300, 310, 320, 330]) 
 
plt.title("Sports Watch Data") 
plt.xlabel("Average Pulse") 
plt.ylabel("Calorie Burnage") 
 
plt.plot(x, y) 
 
plt.grid(color = 'green', linestyle = '--', linewidth = 0.5) 
 
plt.show() 



Result: 

 

Display Multiple Plots 
With the subplots() function you can draw multiple plots in one figure: 

Example 
Draw 2 plots: 
import matplotlib.pyplot as plt 
import numpy as np 
 
#plot 1: 
x = np.array([0, 1, 2, 3]) 
y = np.array([3, 8, 1, 10]) 
 
plt.subplot(1, 2, 1) 
plt.plot(x,y) 
 
#plot 2: 
x = np.array([0, 1, 2, 3]) 
y = np.array([10, 20, 30, 40]) 
 
plt.subplot(1, 2, 2) 
plt.plot(x,y) 
 
plt.show() 



Result: 

The subplots() Function
The subplots() function takes three arguments that describes the layout of the figure.
The layout is organized in rows and columns, which are represented by
The third argument represents the index of the current plot.
plt.subplot(1, 2, 1) 
#the figure has 1 row, 2 columns, and this plot is the

 
plt.subplot(1, 2, 2) 
#the figure has 1 row, 2 columns, and this plot is th
So, if we want a figure with 2 rows an 1 column (meaning that the two plots will be displayed on top of each other instead 
of side-by-side), we can write the syntax like this:

Example 
Draw 2 plots on top of each other: 
import matplotlib.pyplot as plt 
import numpy as np 
 
#plot 1: 
x = np.array([0, 1, 2, 3]) 
y = np.array([3, 8, 1, 10]) 
 
plt.subplot(2, 1, 1) 
plt.plot(x,y) 
 
#plot 2: 
x = np.array([0, 1, 2, 3]) 
y = np.array([10, 20, 30, 40]) 
 
plt.subplot(2, 1, 2) 
plt.plot(x,y) 
 
plt.show() 

 

The subplots() Function 
function takes three arguments that describes the layout of the figure. 

The layout is organized in rows and columns, which are represented by the first and second argument.
The third argument represents the index of the current plot. 

#the figure has 1 row, 2 columns, and this plot is the first plot. 

#the figure has 1 row, 2 columns, and this plot is the second plot. 
So, if we want a figure with 2 rows an 1 column (meaning that the two plots will be displayed on top of each other instead 

side), we can write the syntax like this: 

argument. 

So, if we want a figure with 2 rows an 1 column (meaning that the two plots will be displayed on top of each other instead 



Result: 

You can draw as many plots you like on one figure, just descibe the number of rows, columns, and the index of the plot.

Example 
Draw 6 plots: 
import matplotlib.pyplot as plt 
import numpy as np 
 
x = np.array([0, 1, 2, 3]) 
y = np.array([3, 8, 1, 10]) 
 
plt.subplot(2, 3, 1) 
plt.plot(x,y) 
 
x = np.array([0, 1, 2, 3]) 
y = np.array([10, 20, 30, 40]) 
 
plt.subplot(2, 3, 2) 
plt.plot(x,y) 
 
x = np.array([0, 1, 2, 3]) 
y = np.array([3, 8, 1, 10]) 
 
plt.subplot(2, 3, 3) 
plt.plot(x,y) 
 
x = np.array([0, 1, 2, 3]) 
y = np.array([10, 20, 30, 40]) 
 
plt.subplot(2, 3, 4) 
plt.plot(x,y) 
 
x = np.array([0, 1, 2, 3]) 
y = np.array([3, 8, 1, 10]) 
 
plt.subplot(2, 3, 5) 
plt.plot(x,y) 
 
x = np.array([0, 1, 2, 3]) 
y = np.array([10, 20, 30, 40]) 
 
plt.subplot(2, 3, 6) 
plt.plot(x,y) 

 
You can draw as many plots you like on one figure, just descibe the number of rows, columns, and the index of the plot.You can draw as many plots you like on one figure, just descibe the number of rows, columns, and the index of the plot. 



 
plt.show() 

Result: 

Title 
You can add a title to each plot with the title()

Example 
2 plots, with titles: 
import matplotlib.pyplot as plt 
import numpy as np 
 
#plot 1: 
x = np.array([0, 1, 2, 3]) 
y = np.array([3, 8, 1, 10]) 
 
plt.subplot(1, 2, 1) 
plt.plot(x,y) 
plt.title("SALES") 
 
#plot 2: 
x = np.array([0, 1, 2, 3]) 
y = np.array([10, 20, 30, 40]) 
 
plt.subplot(1, 2, 2) 
plt.plot(x,y) 
plt.title("INCOME") 
 
plt.show() 

 

title() function: 



Result: 

Super Title 
You can add a title to the entire figure with the

Example 
Add a title for the entire figure: 
import matplotlib.pyplot as plt 
import numpy as np 
 
#plot 1: 
x = np.array([0, 1, 2, 3]) 
y = np.array([3, 8, 1, 10]) 
 
plt.subplot(1, 2, 1) 
plt.plot(x,y) 
plt.title("SALES") 
 
#plot 2: 
x = np.array([0, 1, 2, 3]) 
y = np.array([10, 20, 30, 40]) 
 
plt.subplot(1, 2, 2) 
plt.plot(x,y) 
plt.title("INCOME") 
 
plt.suptitle("MY SHOP") 
plt.show() 

 

You can add a title to the entire figure with the suptitle() function: 



Result: 

Creating Scatter Plots
With Pyplot, you can use the
The scatter() function plots one dot for 
the same length, one for the values of the x
axis: 

Example 
A simple scatter plot: 
import matplotlib.pyplot 
import numpy as np 
 
x = np.array([5,7,8,7,2,17
y = np.array([99,86,87,88
 
plt.scatter(x, y) 
plt.show() 

Result: 

The observation in the example above is the result of 13 cars passing by.
The X-axis shows how old the car is.

 

Creating Scatter Plots 
With Pyplot, you can use the scatter() function to draw a scatter plot.

function plots one dot for each observation. It needs two arrays of 
the same length, one for the values of the x-axis, and one for values on the y

 as plt 

17,2,9,4,11,12,9,6]) 
88,111,86,103,87,94,78,77,85,86]) 

 
The observation in the example above is the result of 13 cars passing by.

axis shows how old the car is. 

function to draw a scatter plot. 
each observation. It needs two arrays of 

axis, and one for values on the y-

The observation in the example above is the result of 13 cars passing by. 



The Y-axis shows the speed of the car when it pass
Are there any relationships between the observations?
It seems that the newer the car, the faster it drives, but that could be a 
coincidence, after all we only registered 13 cars.

Compare Plots 
In the example above, there seems to be a relationship bet
but what if we plot the observations from another day as well? Will the scatter 
plot tell us something else?

Example 
Draw two plots on the same figure:
import matplotlib.pyplot 
import numpy as np 
 
#day one, the age and speed of 1
x = np.array([5,7,8,7,2,17
y = np.array([99,86,87,88
plt.scatter(x, y) 
 
#day two, the age and speed of 15 cars:
x = np.array([2,2,8,1,15,
y = np.array([100,105,84,
plt.scatter(x, y) 
 
plt.show() 

Result: 

Colors 
You can set your own color for each scatter plot with the
the c argument: 

axis shows the speed of the car when it passes. 
Are there any relationships between the observations? 
It seems that the newer the car, the faster it drives, but that could be a 
coincidence, after all we only registered 13 cars. 

 
In the example above, there seems to be a relationship between speed and age, 
but what if we plot the observations from another day as well? Will the scatter 
plot tell us something else? 

Draw two plots on the same figure: 
 as plt 

#day one, the age and speed of 13 cars: 
17,2,9,4,11,12,9,6]) 

88,111,86,103,87,94,78,77,85,86]) 

#day two, the age and speed of 15 cars: 
,8,12,9,7,3,11,4,7,14,12]) 
,105,90,99,90,95,94,100,79,112,91,80,

 

You can set your own color for each scatter plot with the color or 

It seems that the newer the car, the faster it drives, but that could be a 

ween speed and age, 
but what if we plot the observations from another day as well? Will the scatter 

,85]) 



Example 
Set your own color of the markers:
import matplotlib.pyplot 
import numpy as np 
 
x = np.array([5,7,8,7,2,17
y = np.array([99,86,87,88
plt.scatter(x, y, color =
 
x = np.array([2,2,8,1,15,
y = np.array([100,105,84,
plt.scatter(x, y, color =
 
plt.show() 

Result: 

Color Each Dot
You can even set a specific color for each dot by using an array of colors as 
value for the c argument: 
Note: You cannot use the color

Example 
Set your own color of the markers:
import matplotlib.pyplot 
import numpy as np 
 
x = np.array([5,7,8,7,2,17
y = np.array([99,86,87,88

Set your own color of the markers: 
 as plt 

17,2,9,4,11,12,9,6]) 
88,111,86,103,87,94,78,77,85,86]) 

y, color = 'hotpink') 

,8,12,9,7,3,11,4,7,14,12]) 
,105,90,99,90,95,94,100,79,112,91,80,

plt.scatter(x, y, color = '#88c999') 

 

Color Each Dot 
You can even set a specific color for each dot by using an array of colors as 

color argument for this, only the c argument.

Set your own color of the markers: 
 as plt 

17,2,9,4,11,12,9,6]) 
88,111,86,103,87,94,78,77,85,86]) 

,85]) 

You can even set a specific color for each dot by using an array of colors as 

argument. 



colors = 
np.array(["red","green","blue"
beige","brown","gray","cyan"
 
plt.scatter(x, y, c=colors)
 
plt.show() 

Result: 

ColorMap 
The Matplotlib module has a number of available colormaps.
A colormap is like a list of colors, where each color has a value that ranges f
0 to 100. 
Here is an example of a colormap:

 
This colormap is called 'viridis' and as you can see it ranges from 0, which is a 
purple color, and up to 100, which is a yellow color.

"blue","yellow","pink","black","orange"
"cyan","magenta"]) 

plt.scatter(x, y, c=colors) 

 

The Matplotlib module has a number of available colormaps. 
A colormap is like a list of colors, where each color has a value that ranges f

Here is an example of a colormap: 

This colormap is called 'viridis' and as you can see it ranges from 0, which is a 
purple color, and up to 100, which is a yellow color. 

range","purple","

A colormap is like a list of colors, where each color has a value that ranges from 

This colormap is called 'viridis' and as you can see it ranges from 0, which is a 



How to Use the ColorMap
You can specify the colormap with the keyword 
the colormap, in this case 'viridis'
available in Matplotlib. 
In addition you have to create an array with values (from 0 to 100), one value 
for each of the point in the scatter plot:

Example 
Create a color array, and specify a colormap in the scatter plot:
import matplotlib.pyplot 
import numpy as np 
 
x = np.array([5,7,8,7,2,17
y = np.array([99,86,87,88
colors = np.array([0, 10,
 
plt.scatter(x, y, c=colors, cmap=
 
plt.show() 

Result: 

You can include the colormap in the drawing by including 
the plt.colorbar() statement:

Example 
Include the actual colormap:
import matplotlib.pyplot 
import numpy as np 
 
x = np.array([5,7,8,7,2,17
y = np.array([99,86,87,88

How to Use the ColorMap 
You can specify the colormap with the keyword argument cmap with the value of 

'viridis' which is one of the built-in colormaps 

In addition you have to create an array with values (from 0 to 100), one value 
for each of the point in the scatter plot: 

Create a color array, and specify a colormap in the scatter plot: 
 as plt 

17,2,9,4,11,12,9,6]) 
88,111,86,103,87,94,78,77,85,86]) 
, 20, 30, 40, 45, 50, 55, 60, 70, 80,

plt.scatter(x, y, c=colors, cmap='viridis') 

 
You can include the colormap in the drawing by including 

statement: 

Include the actual colormap: 
 as plt 

17,2,9,4,11,12,9,6]) 
88,111,86,103,87,94,78,77,85,86]) 

with the value of 
in colormaps 

In addition you have to create an array with values (from 0 to 100), one value 

, 90, 100]) 



colors = np.array([0, 10,
 
plt.scatter(x, y, c=colors, cmap=
 
plt.colorbar() 
 
plt.show() 

Result: 

Available ColorMaps
You can choose any of the built

Name    Reverse

Accent    Accent_r

Blues    Blues_r

BrBG    BrBG_r

BuGn    BuGn_r

BuPu    BuPu_r

CMRmap    CMRmap_r

Dark2    Dark2_r

GnBu    GnBu_r

, 20, 30, 40, 45, 50, 55, 60, 70, 80,

plt.scatter(x, y, c=colors, cmap='viridis') 

 

Available ColorMaps 
You can choose any of the built-in colormaps: 

Reverse  

Accent_r  

Blues_r  

BrBG_r  

BuGn_r  

BuPu_r  

CMRmap_r  

Dark2_r  

GnBu_r  

, 90, 100]) 



Greens    Greens_r  

Greys    Greys_r  

OrRd    OrRd_r  

Oranges    Oranges_r  

PRGn    PRGn_r  

Paired    Paired_r  

Pastel1    Pastel1_r  

Pastel2    Pastel2_r  

PiYG    PiYG_r  

PuBu    PuBu_r  

PuBuGn    PuBuGn_r  

PuOr    PuOr_r  

PuRd    PuRd_r  

Purples    Purples_r  

RdBu    RdBu_r  

RdGy    RdGy_r  

RdPu    RdPu_r  

RdYlBu    RdYlBu_r  

RdYlGn    RdYlGn_r  

Reds    Reds_r  

Set1    Set1_r  

Set2    Set2_r  

Set3    Set3_r  



Spectral    Spectral_r  

Wistia    Wistia_r  

YlGn    YlGn_r  

YlGnBu    YlGnBu_r  

YlOrBr    YlOrBr_r  

YlOrRd    YlOrRd_r  

afmhot    afmhot_r  

autumn    autumn_r  

binary    binary_r  

bone    bone_r  

brg    brg_r  

bwr    bwr_r  

cividis    cividis_r  

cool    cool_r  

coolwarm    coolwarm_r  

copper    copper_r  

cubehelix    cubehelix_r  

flag    flag_r  

gist_earth    gist_earth_r  

gist_gray    gist_gray_r  

gist_heat    gist_heat_r  

gist_ncar    gist_ncar_r  

gist_rainbow    gist_rainbow_r  



gist_stern    gist_stern_r  

gist_yarg    gist_yarg_r  

gnuplot    gnuplot_r  

gnuplot2    gnuplot2_r  

gray    gray_r  

hot    hot_r  

hsv    hsv_r  

inferno    inferno_r  

jet    jet_r  

magma    magma_r  

nipy_spectral    nipy_spectral_r  

ocean    ocean_r  

pink    pink_r  

plasma    plasma_r  

prism    prism_r  

rainbow    rainbow_r  

seismic    seismic_r  

spring    spring_r  

summer    summer_r  

tab10    tab10_r  

tab20    tab20_r  

tab20b    tab20b_r  

tab20c    tab20c_r  



terrain    terrain_r

twilight    twilight_r

twilight_shifted    twilight_shif

viridis    viridis_r

winter    winter_r

Size 
You can change the size of the dots with the
Just like colors, make sure the array for sizes has the same length as the arrays 
for the x- and y-axis: 

Example 
Set your own size for the markers:
import matplotlib.pyplot 
import numpy as np 
 
x = np.array([5,7,8,7,2,17
y = np.array([99,86,87,88
sizes = np.array([20,50,100
 
plt.scatter(x, y, s=sizes)
 
plt.show() 

Result: 

Alpha 
You can adjust the transparency of the dots with the

terrain_r  

twilight_r  

twilight_shifted_r  

viridis_r  

winter_r  

You can change the size of the dots with the s argument. 
Just like colors, make sure the array for sizes has the same length as the arrays 

Set your own size for the markers: 
 as plt 

17,2,9,4,11,12,9,6]) 
88,111,86,103,87,94,78,77,85,86]) 
100,200,500,1000,60,90,10,300,600,800

y, s=sizes) 

 

You can adjust the transparency of the dots with the alpha argument.

Just like colors, make sure the array for sizes has the same length as the arrays 

800,75]) 

argument. 



Just like colors, make sure the array for sizes has the same length as the arrays 
for the x- and y-axis: 

Example 
Set your own size for the markers:
import matplotlib.pyplot 
import numpy as np 
 
x = np.array([5,7,8,7,2,17
y = np.array([99,86,87,88
sizes = np.array([20,50,100
 
plt.scatter(x, y, s=sizes, alpha=
 
plt.show() 

Result: 

Combine Color Size and Alpha
You can combine a colormap with different sizes on the 
visualized if the dots are transparent:

Example 
Create random arrays with 100 values for x
import matplotlib.pyplot 
import numpy as np 
 
x = np.random.randint(100
y = np.random.randint(100
colors = np.random.randint(
sizes = 10 * np.random.randint(

Just like colors, make sure the array for sizes has the same length as the arrays 

he markers: 
 as plt 

17,2,9,4,11,12,9,6]) 
88,111,86,103,87,94,78,77,85,86]) 
100,200,500,1000,60,90,10,300,600,800

zes, alpha=0.5) 

 

Combine Color Size and Alpha 
You can combine a colormap with different sizes on the dots. This is best 
visualized if the dots are transparent: 

Create random arrays with 100 values for x-points, y-points, colors and sizes:
 as plt 

100, size=(100)) 
100, size=(100)) 

colors = np.random.randint(100, size=(100)) 
* np.random.randint(100, size=(100)) 

Just like colors, make sure the array for sizes has the same length as the arrays 

800,75]) 

dots. This is best 

points, colors and sizes: 



 
plt.scatter(x, y, c=colors, s=sizes, alpha=
 
plt.colorbar() 
 
plt.show() 

Result: 

Creating Bars 
With Pyplot, you can use the bar() function to draw bar graphs:

Example 
Draw 4 bars: 
import matplotlib.pyplot as plt 
import numpy as np 
 
x = np.array(["A", "B", "C", "D"]) 
y = np.array([3, 8, 1, 10]) 
 
plt.bar(x,y) 
plt.show() 

Result: 

The bar() function takes arguments that 

plt.scatter(x, y, c=colors, s=sizes, alpha=0.5, cmap='nipy_spectral'

 

function to draw bar graphs: 

 
function takes arguments that describes the layout of the bars. 

'nipy_spectral') 



The categories and their values represented by the

Example 
x = ["APPLES", "BANANAS"] 
y = [400, 350] 
plt.bar(x, y) 

Horizontal Bars 
If you want the bars to be displayed horizontally instead of vertically, use the

Example 
Draw 4 horizontal bars: 
import matplotlib.pyplot as plt 
import numpy as np 
 
x = np.array(["A", "B", "C", "D"]) 
y = np.array([3, 8, 1, 10]) 
 
plt.barh(x, y) 
plt.show() 

Result: 

Bar Color 
The bar() and barh() takes the keyword argument

Example 
Draw 4 red bars: 
import matplotlib.pyplot as plt 
import numpy as np 
 
x = np.array(["A", "B", "C", "D"]) 
y = np.array([3, 8, 1, 10]) 
 
plt.bar(x, y, color = "red") 
plt.show() 

The categories and their values represented by the first and second argument as arrays. 

If you want the bars to be displayed horizontally instead of vertically, use the barh() function: 

 

kes the keyword argument color to set the color of the bars: 



Result: 

Color Names 
You can use any of the 140 supported color names

Example 
Draw 4 "hot pink" bars: 
import matplotlib.pyplot as plt 
import numpy as np 
 
x = np.array(["A", "B", "C", "D"]) 
y = np.array([3, 8, 1, 10]) 
 
plt.bar(x, y, color = "hotpink") 
plt.show() 

Result: 

Color Hex 
Or you can use Hexadecimal color values:

Example 
Draw 4 bars with a beautiful green color: 
import matplotlib.pyplot as plt 
import numpy as np 
 
x = np.array(["A", "B", "C", "D"]) 
y = np.array([3, 8, 1, 10]) 
 
plt.bar(x, y, color = "#4CAF50") 
plt.show() 

 

140 supported color names. 

 

: 

 



Result: 

Bar Width 
The bar() takes the keyword argument width

Example 
Draw 4 very thin bars: 
import matplotlib.pyplot as plt 
import numpy as np 
 
x = np.array(["A", "B", "C", "D"]) 
y = np.array([3, 8, 1, 10]) 
 
plt.bar(x, y, width = 0.1) 
plt.show() 

Result: 

The default width value is 0.8 
Note: For horizontal bars, use height instead of

Bar Height 
The barh() takes the keyword argument 

Example 
Draw 4 very thin bars: 
import matplotlib.pyplot as plt 
import numpy as np 
 
x = np.array(["A", "B", "C", "D"]) 
y = np.array([3, 8, 1, 10]) 

 

width to set the width of the bars: 

 

instead of width. 

 height to set the height of the bars: 



 
plt.barh(x, y, height = 0.1) 
plt.show() 

Result: 

The default height value is 0.8 

Histogram 
A histogram is a graph showing frequency
It is a graph showing the number of observations within each given interval.
Example: Say you ask for the height of 250 people, you might end up with a histogram like this:

You can read from the histogram that there are approximately:
2 people from 140 to 145cm 
5 people from 145 to 150cm 
15 people from 151 to 156cm 
31 people from 157 to 162cm 
46 people from 163 to 168cm 
53 people from 168 to 173cm 
45 people from 173 to 178cm 
28 people from 179 to 184cm 
21 people from 185 to 190cm 
4 people from 190 to 195cm 

Create Histogram 
In Matplotlib, we use the hist() function to create histograms.
The hist() function will use an array of numbers to create a histogram, the array is sent into the function as an argument.
For simplicity we use NumPy to randomly generate an arr
170, and the standard deviation is 10. Learn more about

Example 
A Normal Data Distribution by NumPy: 
import numpy as np 
 

 

frequency distributions. 
graph showing the number of observations within each given interval. 

Example: Say you ask for the height of 250 people, you might end up with a histogram like this: 

 
You can read from the histogram that there are approximately: 

function to create histograms. 
function will use an array of numbers to create a histogram, the array is sent into the function as an argument.

For simplicity we use NumPy to randomly generate an array with 250 values, where the values will concentrate around 
170, and the standard deviation is 10. Learn more about Normal Data Distribution in our Machine Learning Tutorial

 

function will use an array of numbers to create a histogram, the array is sent into the function as an argument. 
ay with 250 values, where the values will concentrate around 

Machine Learning Tutorial. 



x = np.random.normal(170, 10, 250) 
 
print(x) 

Result: 
This will generate a random result, and could look like this: 
 
  [167.62255766 175.32495609 152.84661337 165.50264047 163.17457988 
   162.29867872 172.83638413 168.67303667 164.57361342 180.81120541 
   170.57782187 167.53075749 176.15356275 176.95378312 158.4125473 
   187.8842668  159.03730075 166.69284332 160.73882029 152.22378865 
   164.01255164 163.95288674 176.58146832 173.19849526 169.40206527 
   166.88861903 149.90348576 148.39039643 177.90349066 166.72462233 
   177.44776004 170.93335636 173.26312881 174.76534435 162.28791953 
   166.77301551 160.53785202 170.67972019 159.11594186 165.36992993 
   178.38979253 171.52158489 173.32636678 159.63894401 151.95735707 
   175.71274153 165.00458544 164.80607211 177.50988211 149.28106703 
   179.43586267 181.98365273 170.98196794 179.1093176  176.91855744 
   168.32092784 162.33939782 165.18364866 160.52300507 174.14316386 
   163.01947601 172.01767945 173.33491959 169.75842718 198.04834503 
   192.82490521 164.54557943 206.36247244 165.47748898 195.26377975 
   164.37569092 156.15175531 162.15564208 179.34100362 167.22138242 
   147.23667125 162.86940215 167.84986671 172.99302505 166.77279814 
   196.6137667  159.79012341 166.5840824  170.68645637 165.62204521 
   174.5559345  165.0079216  187.92545129 166.86186393 179.78383824 
   161.0973573  167.44890343 157.38075812 151.35412246 171.3107829 
   162.57149341 182.49985133 163.24700057 168.72639903 169.05309467 
   167.19232875 161.06405208 176.87667712 165.48750185 179.68799986 
   158.7913483  170.22465411 182.66432721 173.5675715  176.85646836 
   157.31299754 174.88959677 183.78323508 174.36814558 182.55474697 
   180.03359793 180.53094948 161.09560099 172.29179934 161.22665588 
   171.88382477 159.04626132 169.43886536 163.75793589 157.73710983 
   174.68921523 176.19843414 167.39315397 181.17128255 174.2674597 
   186.05053154 177.06516302 171.78523683 166.14875436 163.31607668 
   174.01429569 194.98819875 169.75129209 164.25748789 180.25773528 
   170.44784934 157.81966006 171.33315907 174.71390637 160.55423274 
   163.92896899 177.29159542 168.30674234 165.42853878 176.46256226 
   162.61719142 166.60810831 165.83648812 184.83238352 188.99833856 
   161.3054697  175.30396693 175.28109026 171.54765201 162.08762813 
   164.53011089 189.86213299 170.83784593 163.25869004 198.68079225 
   166.95154328 152.03381334 152.25444225 149.75522816 161.79200594 
   162.13535052 183.37298831 165.40405341 155.59224806 172.68678385 
   179.35359654 174.19668349 163.46176882 168.26621173 162.97527574 
   192.80170974 151.29673582 178.65251432 163.17266558 165.11172588 
   183.11107905 169.69556831 166.35149789 178.74419135 166.28562032 
   169.96465166 178.24368042 175.3035525  170.16496554 158.80682882 
   187.10006553 178.90542991 171.65790645 183.19289193 168.17446717 
   155.84544031 177.96091745 186.28887898 187.89867406 163.26716924 
   169.71242393 152.9410412  158.68101969 171.12655559 178.1482624 
   187.45272185 173.02872935 163.8047623  169.95676819 179.36887054 
   157.01955088 185.58143864 170.19037101 157.221245   168.90639755 
   178.7045601  168.64074373 172.37416382 165.61890535 163.40873027 
   168.98683006 149.48186389 172.20815568 172.82947206 173.71584064 
   189.42642762 172.79575803 177.00005573 169.24498561 171.55576698 
   161.36400372 176.47928342 163.02642822 165.09656415 186.70951892 
   153.27990317 165.59289527 180.34566865 189.19506385 183.10723435 
   173.48070474 170.28701875 157.24642079 157.9096498  176.4248199 ] 
 
The hist() function will read the array and produce a histogram: 

Example 
A simple pie chart: 
import matplotlib.pyplot as plt 
import numpy as np 
 
x = np.random.normal(170, 10, 250) 
 
plt.hist(x) 
plt.show()  



Result: 

Creating Pie Charts 
With Pyplot, you can use the pie() function to draw pie charts:

Example 
A simple pie chart: 
import matplotlib.pyplot as plt 
import numpy as np 
 
y = np.array([35, 25, 25, 15]) 
 
plt.pie(y) 
plt.show()  

Result: 

As you can see the pie chart draws one piece (called a wedge) for each value in the array (in this case [35, 25, 25, 15]).
By default the plotting of the first wedge starts from the x

 

function to draw pie charts: 

 
As you can see the pie chart draws one piece (called a wedge) for each value in the array (in this case [35, 25, 25, 15]).
By default the plotting of the first wedge starts from the x-axis and move counterclockwise: 
As you can see the pie chart draws one piece (called a wedge) for each value in the array (in this case [35, 25, 25, 15]). 



Note: The size of each wedge is determined by comparing the value with all the other values, by using this formula:
The value divided by the sum of all values:

Labels 
Add labels to the pie chart with the label
The label parameter must be an array with one label 

Example 
A simple pie chart: 
import matplotlib.pyplot as plt 
import numpy as np 
 
y = np.array([35, 25, 25, 15]) 
mylabels = ["Apples", "Bananas", "Cherries"
 
plt.pie(y, labels = mylabels) 
plt.show()  

Result: 

Start Angle 
As mentioned the default start angle is at the x
a startangle parameter. 
The startangle parameter is defined with an angle in degrees, default angle is 0:

 
is determined by comparing the value with all the other values, by using this formula:

The value divided by the sum of all values: x/sum(x) 

label parameter. 
parameter must be an array with one label for each wedge: 

"Cherries", "Dates"] 

 

As mentioned the default start angle is at the x-axis, but you can change the start angle by specifying 

parameter is defined with an angle in degrees, default angle is 0: 

is determined by comparing the value with all the other values, by using this formula: 

axis, but you can change the start angle by specifying 



Example 
Start the first wedge at 90 degrees: 
import matplotlib.pyplot as plt 
import numpy as np 
 
y = np.array([35, 25, 25, 15]) 
mylabels = ["Apples", "Bananas", "Cherries"
 
plt.pie(y, labels = mylabels, startangle =
plt.show()  

Result: 

Explode 
Maybe you want one of the wedges to stand out? The
The explode parameter, if specified, and not
Each value represents how far from the center each wedge is displayed:

Example 
Pull the "Apples" wedge 0.2 from the cente
import matplotlib.pyplot as plt 
import numpy as np 
 
y = np.array([35, 25, 25, 15]) 
mylabels = ["Apples", "Bananas", "Cherries"
myexplode = [0.2, 0, 0, 0] 
 
plt.pie(y, labels = mylabels, explode = myexplode)
plt.show()  

 

"Cherries", "Dates"] 

labels = mylabels, startangle = 90) 

 

Maybe you want one of the wedges to stand out? The explode parameter allows you to do that. 
parameter, if specified, and not None, must be an array with one value for each wedge. 

Each value represents how far from the center each wedge is displayed: 

Pull the "Apples" wedge 0.2 from the center of the pie: 

"Cherries", "Dates"] 

labels = mylabels, explode = myexplode) 



Result: 

Shadow 
Add a shadow to the pie chart by setting the

Example 
Add a shadow: 
import matplotlib.pyplot as plt 
import numpy as np 
 
y = np.array([35, 25, 25, 15]) 
mylabels = ["Apples", "Bananas", "Cherries"
myexplode = [0.2, 0, 0, 0] 
 
plt.pie(y, labels = mylabels, explode = myexplode, shadow =
plt.show()  

Result: 

Colors 
You can set the color of each wedge with the
The colors parameter, if specified, must be an array with one value for each wedge:

Example 
Specify a new color for each wedge: 
import matplotlib.pyplot as plt 
import numpy as np 
 
y = np.array([35, 25, 25, 15]) 
mylabels = ["Apples", "Bananas", "Cherries"
mycolors = ["black", "hotpink", "b", "#4CAF50"
 
plt.pie(y, labels = mylabels, colors = m
plt.show()  

 

Add a shadow to the pie chart by setting the shadows parameter to True: 

"Cherries", "Dates"] 

labels = mylabels, explode = myexplode, shadow = True) 

 

You can set the color of each wedge with the colors parameter. 
parameter, if specified, must be an array with one value for each wedge: 

"Cherries", "Dates"] 
"#4CAF50"] 

mylabels, colors = mycolors) 



Result: 

You can use Hexadecimal color values, any of the
'r' - Red 
'g' - Green 
'b' - Blue 
'c' - Cyan 
'm' - Magenta 
'y' - Yellow 
'k' - Black 
'w' - White 

Legend 
To add a list of explanation for each wedge, use the

Example 
Add a legend: 
import matplotlib.pyplot as plt 
import numpy as np 
 
y = np.array([35, 25, 25, 15]) 
mylabels = ["Apples", "Bananas", "Cherries"
 
plt.pie(y, labels = mylabels) 
plt.legend() 
plt.show()  

Result: 

Legend With Header 
To add a header to the legend, add the title

Example 
Add a legend with a header: 
import matplotlib.pyplot as plt 
import numpy as np 
 
y = np.array([35, 25, 25, 15]) 
mylabels = ["Apples", "Bananas", "Cherries"
 

 
, any of the 140 supported color names, or one of these shortcuts:

To add a list of explanation for each wedge, use the legend() function: 

"Cherries", "Dates"] 

 

title parameter to the legend function. 

"Cherries", "Dates"] 

, or one of these shortcuts: 



plt.pie(y, labels = mylabels) 
plt.legend(title = "Four Fruits:") 
plt.show()  

Result: 

 
 


